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Preface 
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negotiating abilities of Ginny Whatarau, and those computer geniuses Hamish Waterer 
and Andrew Mason. 
 
As you will see from these proceedings, the conference programme covers a wide range 
of topics in Operations Research. The plenary speakers this year are Mr Craig MacLeod 
from Orbit Systems here in Wellington, and Prof Anita Schöbel from the University of 
Göttingen in Germany. 
 
We are most grateful for the support received from our sponsors: ILOG Australia, 
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Making a Career in OR: 
Where Theory Meets Tarmac 

 
Craig MacLeod 

Orbit Systems Ltd 
Wellington, New Zealand 

craig.macleod@orbitsystems.co.nz 
 

Abstract 

A degree in Operations Research prepares us to solve difficult problems, save money, 
make processes more efficient, and generally improve the performance of anything we 
care to look at.  That being the case, why are there not more of us?  Should we not be 
crowding out doctors, lawyers and accountants on parents’ lists of what they want their 
children to be?  On the assumption that failure teaches us more than success, I examine: 

• Some of the practical lessons we need to apply to implement a successful model. 
• Major obstacles to be overcome in seemingly simple projects. 
• What can happen when you give an OR model to someone with no OR training. 

OR is a practical and useful skill that can lead to benefits for everyone.  Because of this, 
a successful OR project can be immensely satisfying.  We simply need to learn how to 
take our wide-ranging problem-solving skills and make them a natural part of business 
planning and processes.  If we can do that, being an OR consultant will provide an even 
more rewarding career than it does now. 

 

 

1



Optimizing Manpower Allocation for

Ground Handling Tasks in Airports using

Column Generation

Anders Dohn, Esben Kolind

Department of Management Engineering

Technical University of Denmark

adh@imm.dtu.dk

Abstract

The Manpower Allocation Problem with Time Windows, Job-Teaming Constraints

and a limited number of teams (m-MAPTWTC) is the problem of assigning m teams

to a number of tasks, where both teams and tasks are restricted by time windows

outside which operation is not possible. Tasks may require several individual teams

to cooperate. Cooperating teams have to be synchronized with each other. Due

to the limited number of teams, some tasks may have to be left unassigned. The

objective is to maximize the number of assigned tasks. The problem arises in various

crew scheduling contexts where cooperation between teams/workers, possibly with

different skills, is required. This study focuses on the scheduling of ground handling

tasks in some of Europe’s major airports. Any daily schedule must comply with the

time windows and skill requirements of tasks, transportation time between locations,

the working hours of the staff, synchronization requirements between teams, and

union regulations. The problem is solved using column generation in a Branch-and-

Price framework. Synchronization between teams is enforced by branching on time

windows. The resource constrained shortest path subproblem is solved by a label

setting algorithm. 12 authentic data sets from two of Europe’s major airports are

used for testing. Optimal solutions are found for 11 of the test instances.

Keywords: Manpower allocation, crew scheduling, vehicle routing with time

windows, synchronization, column generation, Branch-and-Price, time window branch-

ing, set partitioning, set covering, integer programming.

1 Introduction and problem description

The The Manpower Allocation Problem with Time Windows, Job-Teaming Con-

straints and a limited number of teams (m-MAPTWTC) arises in crew scheduling

contexts where cooperating teams/workers are required to solve tasks. An exam-

ple is the home care sector, where the personnel travel between the homes of the

patients who may demand collaborative work (e.g. for lifting). The problem also

occurs in hospitals where a number of doctors and nurses are needed for surgery
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and the composition of staff may vary for different tasks. Another example is in the

allocation of technicians to service jobs, where a combination of technicians with

individual skills is needed to solve each task.

This study has its basis in the scheduling of cleaning personnel in two of Eu-

rope’s major airports. Between arrival and the subsequent departure of an aircraft,

numerous jobs including baggage handling and cleaning must be performed. Typi-

cally, specialized handling companies take on the jobs and assign crews of workers

with different skills. The schedule must respect the time windows and skill require-

ments of tasks, transportation time between locations, the working hours of the

staff, synchronization requirements between teams, and union regulations. It may

be necessary to have several teams cooperating on one task in order to complete

it within the time window. The workload will be divided equally among the co-

operating teams. Furthermore, all teams involved must initiate work on the task

simultaneously (synchronization of tasks), as only one of the team leaders is ap-

pointed as responsible supervisor. In the remainder of this paper, a team is a fixed

group of workers, whereas when referring to job-teaming, we refer to a temporary

constellation of teams joined together for a specific task. In the airport setting, all

tasks require exactly one skill each.

The problem instances of this paper are currently solved by a software tool built

on a Simulated Annealing heuristic. An efficiency increase of up to 20% compared

to a manual planning approach has been reported. Unfortunately, a comparison to

our approach is not possible, as the details of the heuristic are confidential.

MAPTWTC has previously been treated by Lim, Rodrigues, and Song (2004)

and Li, Lim, and Rodrigues (2005) in a metaheuristic approach. They study an

example originating from the Port of Singapore, where the main objective is to

minimize the number of workers required to carry out all tasks, rather than carrying

out the maximum number of tasks with a given workforce. Both papers describe

secondary objectives as well.

Our problem is closely related to the Vehicle Routing Problem with Time Win-

dows (VRPTW) which has been studied extensively in the literature. The most

promising recent results for exact solution of VRPTW problems use column gen-

eration. Column generation for VRPTW was initiated by Desrochers, Desrosiers,

and Solomon (1992). They solve the pricing problem as a Shortest Path Problem

with Time Windows (SPPTW). Their approach proved to be very successful and

has been applied with success by numerous authors. Recently, Feillet et al. (2004)

suggested solving the pricing problem as an Elementary Shortest Path Problem with

Time Windows (ESPPTW) building on the ideas of Beasley and Christofides (1989).

Chabrier (2006), Jepsen et al. (2008), and Desaulniers, Lessard, and Hadjar (2008)

among others have extended the ideas and achieved very promising results.

The remainder of this paper is structured as follows. First, we present the prob-

lem definitions of m-MAPTWTC. Next, the model is presented, where the problem

is decomposed into a master problem and a pricing problem. This decomposition

allows us to solve the problem using column generation in a Branch-and-Price frame-

work. In the following section, the necessary branching rules are described. This

includes branching to enforce integrality as well as synchronization of tasks. The

computational results on a number of real-life problems are presented next and the

final section concludes on the findings presented.
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2 Problem definitions

2.1 Definition of m-MAPTWTC

Consider a set C = {1, . . . , n} of n tasks and a workforce of inhomogeneous teams

V . Each task has a number of attributes including a duration, a time window, a set

of required skills, and a location. We model the attributes in the following way. For

each task i ∈ C a time window is defined as [ai, bi] where ai and bi are the earliest

and the latest starting times for task i, respectively. ri is the number of teams

required to fully complete task i (Task i is divided into ri split tasks). Between each

pair of tasks (i, j), we associate a time tij which contains the transportation time

from i to j and the service time at task i. Further, gik is a binary parameter defining

whether team k has the required qualifications for task i (gik = 1) or not (gik = 0).

Each team k ∈ V also has a time window [ek, fk], where the team starts at the

service center at time ek and must return no later than fk. There exists only one

service center, and all teams begin their shift at this location. We refer to the service

center as location 0. The transportation time from the service center to each task

i is denoted t0i. The service time of task i plus transportation time from task i to

the service center is ti0.

We assume that ai, bi, ek, and fk are non-negative integers and that each tij is

a positive integer. We also assume that the triangular inequality is satisfied for tij.

The assumptions on tij are naturally fulfilled in all realistic problem instances as tij
includes service time at task i.

2.2 Relations to vehicle routing

As mentioned earlier, m-MAPTWTC is closely related to VRPTW. Consider the

teams as vehicles driving from one customer to another as they in m-MAPTWTC

move from one task to another. The service that the teams deliver is an amount

of their time, unlike the vehicles that deliver goods which have taken up a part of

the total volume. Hence, in that sense m-MAPTWTC is uncapacitated. Except for

the binding between teams inflicted by the possibility of synchronization of tasks,

the problem is similar to the Uncapacitated Vehicle Routing Problem with Time

Windows and a limited number of vehicles (m-VRPTW).

Column generation has proven a successful technique for exact solution of VRPTW

and hence the solution procedure in this paper is built on the principles of column

generation in a Branch-and-Bound framework (Branch-and-Price).

3 Mathematical model

We present a path based formulation of m-MAPTWTC. First, we introduce the

notion of a path. A feasible path is defined as a shift starting and ending at the

service center, obeying time windows and skill requirements, but disregarding the

constraints dealing with interaction between shifts. By this definition the feasibility

of a path can be determined without further knowledge about other paths. We

define Pk as the set of all feasible paths for team k ∈ V . Each path is defined by the

tasks it visits. Let ap
ik = 1 if task i is on path p for team k and ap

ik = 0 otherwise.
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3.1 Master problem

In the Integer Master Problem we solve the problem of optimally choosing one

feasible path for each team, maximizing the total number of assigned tasks. We

are in this model not able to enforce synchronization between tasks directly, and

this hence has to be enforced by the branching scheme. We choose to consider the

problem as a minimization problem by introducing δi as the number of unassigned

split tasks of task i. Finally, to decrease the size of the problem, a set of promising

paths P ′

k (⊆ Pk) is used instead of Pk. In a column generation context P ′

k contains

all paths generated for team k in the pricing problem so far. We introduce the binary

decision variable λp
k, which for each team k is used to select a path p from P ′

k. To

be able to solve the model efficiently λp
k and δi are LP-relaxed. We arrive at the

Restricted Master Problem (RMP):

min
∑

i∈C

δi (1)

δi +
∑

k∈V

∑

p∈P ′

k

ap
ikλ

p
k ≥ ri ∀i ∈ C (2)

∑

p∈P ′

k

λp
k = 1 ∀k ∈ V (3)

λp
k ≥ 0 ∀k ∈ V,∀p ∈ P ′

k (4)

δi ≥ 0 ∀i ∈ C (5)

The master problem has the form of a generalized set-covering problem. The

sum of δi over all tasks is minimized (1). (2) penalizes inadequate assignment to a

task by incrementing δi sufficiently. (3) ensures that exactly one path is selected for

each team. (4) and (5) are non-negativity constraints on our decision variables.

This formulation allows tasks to be assigned more times than required, which

is useful in a column generation setting, as it improves the estimates of the final

dual variables (see Kallehauge et al. 2005). On the downside, any solution may

contain overcovering, i.e. we may have tasks which are assigned to more teams

than requested. However, in this formulation, overcovering can be removed without

altering the objective value by unassigning the superfluous number of teams for each

task. In the case of overcovering of task i we avoid the unassignment-penalty (i.e.

δi = 0), but the additional team assignments to the task do not improve the objective

value further as δi is a non-negative variable. Hence, by removing all but ri of the

assignments, the objective value remains unchanged (we still have: δi = 0). The

modified solution is still feasible and the overcovering can hence easily be removed

from an optimal solution. The formulation of the master problem as a set covering

problem instead of a set partitioning problem hence only affects the computational

aspects of the algorithm.

If the master problem contains no columns representing paths from the outset

of the column generation procedure, the problem will be infeasible due to the team

constraints (3). Therefore, we add an empty path λ0
k (a0

ik = 0,∀i ∈ C) for each team

to ensure feasibility, whether regular paths are present or not.

The solution to the restricted master problem may not be integer. In addition,

we have relaxed the constraint on synchronization of tasks. Both of these properties

must be enforced by a branching scheme. The solution to the restricted master

problem is not guaranteed to be optimal either, since only a small subset of feasible
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paths is considered. For each primal solution λ to the restricted master problem we

obtain a dual solution [π, τ ], where π and τ are the dual variables of constraints (2)

and (3), respectively.

In column generation, the dual solution is used in the pricing problem to ensure

the generation of columns leading to an improvement of the solution to the master

problem. In our case, the gain of including the tasks in the path (the sum over πi

for all tasks i in the path) must be larger than the cost of moving the team from

the route they would otherwise be assigned to (τk).

3.2 Pricing problem

The pricing problem specifies all the requirements of a feasible path. The objective

is to find the path with the lowest possible reduced cost. In m-MAPTWTC with

inhomogeneous teams as described above, we obtain m = |V | separate pricing prob-

lems. Each pricing problem is an Elementary Shortest Path Problem with Time

Windows (ESPPTW). We only include tasks where πi > 0 as other tasks are certain

not to be in an optimal path. Further, we only consider tasks where the team has

the required skill and where team time windows and respective task time window

have an overlap. If this is not the case, such a task is not in any feasible path.

Solution methods to the Shortest Path Problem with Time Windows have been

studied extensively in the literature and successful algorithms for solving SPPTW

have been built on the concept of dynamic programming. We solve the elementary

version of the problem (ESPPTW), where no cycles are allowed. Dror (1994) proves

that the problem is NP-hard in the strong sense and thus no pseudo-polynomial

algorithms are likely to exist. We use a label setting algorithm built on the ideas

of Chabrier (2006) and Jepsen et al. (2008). The authors of both papers have

recently succeeded in solving previously unsolved VRPTW benchmarking instances

(from the Solomon Test-sets, Solomon 1987) by ESPPTW-based column generation.

Furthermore, Feillet, Dejax, and Gendreau (2005) and Feillet et al. (2004) address

the Vehicle Routing Problem with Profits (similar to the Vehicle Routing Problem

with a limited number of vehicles) and state that solving the elementary shortest

path problem as opposed to the relaxed version is essential to obtain good bounds.

We will not go into the details of the label setting algorithm, since the problem

is almost identical to the pricing problem of VRPTW. We have a shortest path

problem where all arc costs out of a node are identical and hence can be moved to

the node. The pricing problems are first solved in a heuristic label setting approach

and if no columns can be added, we switch to the exact label setting algorithm.

4 Branching

When an optimal solution to the relaxed master problem is reached, and when the

solution is not feasible in the original problem, branching is applied. The branching

is carried out in the master problem. Branching decisions are transmitted to the

pricing problem when they have an impact.

4.1 Branching to get integral solutions

Various branching strategies for VRPTW have been proposed. See (Kallehauge et al.

2005) for a more thorough review of branching strategies for VRPTW.
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We focus on a 0-1 branching on
∑

j xijk. For a chosen (i, k), each branching

decision fixes
∑

j xijk = 0 and
∑

j xijk = 1, respectively. This implies that team k is

either forced to or banned from task i. In the pricing problem, the node correspond-

ing to task i is either removed from the network (along with all arcs incident to it)

or given a very low (negative) cost to ensure its inclusion in any optimal solution.

4.2 Synchronization using branching

Consider an optimal solution to the relaxed master problem, fractional or integral,

and let sp
i be the point in time where execution of task i begins on path p (if i is not

a part of p, sp
i is irrelevant). The solution violates the synchronization constraint

for some task i if there exist positive variables λp1

k1
and λp2

k2
associated with the two

paths p1 and p2 (p1 6= p2), both containing i where

sp1

i 6= sp2

i

If the solution is fractional, the teams k1 and k2 may be identical.

Define s∗i = ⌈(sp1

i + sp2

i ) /2⌉ as the split time. Now, split the problem into two

branches and define new time windows for task i as

[ai; s
∗

i − 1] and [s∗i ; bi]

respectively. Existing columns not satisfying the new time windows are removed

from the corresponding child nodes and new columns generated must also respect

the updated time window. In this way, the current solution is cut off in both branches

and the new subspaces are disjoint. Since time has been discretized the branching

strategy is guaranteed to be complete.

The idea behind this branching scheme is to restrict the number of points in

time, where the execution of task i can begin. If the limited time window makes

it inconvenient for the teams to do task i, the lower bound will increase and the

branch is likely to be pruned at an early stage. On the other hand, if the limited

time window contains an optimal point in time for the execution of task i, it may

be necessary to continue the time window branching until a singleton interval is

reached. However, since the label setting algorithm for the pricing problem aims at

placing tasks as early as possible (see Desrochers, Desrosiers, and Solomon 1992),

the actual number of different positions in time for any task is rather small. In fact,

as the time windows are reduced, the tasks are more and more likely to be placed at

the very beginning of their time window. This property greatly reduces the number

of branching steps needed.

Using time window branching, the solution will eventually become feasible with

respect to the synchronization constraint. It is not guaranteed to be integral, though,

and it may therefore be necessary to apply the regular
∑

j xijk branching scheme,

branching on a combination of a task and a team. As both schemes have a finite

number of branching candidates, the solution algorithm will terminate when they

are used in combination. In general, when none of the feasibility criteria (integrality

and synchronization) are fulfilled, we have a choice of branching scheme.

Our algorithm has been set to use time window branching whenever applicable.

The restricted time windows reduce flexibility in the column generation which, in

turn, limits the possibilities of combining fractional columns when solving the master

problem. Thus, time window branching is also expected to have a positive influence
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on the integrality of the solution as observed by Gélinas et al. (1995) for VRPTW.

This property has also been observed in practice when testing the algorithm, hence

the choice of prioritizing time window branching.

5 Computational results

The Branch-and-Price algorithm has been implemented in the Branch-and-Cut-and-

Price framework of COIN-OR (Coin 2006) and tests have been run on 2.7 GHz AMD

processors with 2 GB RAM. The implementation has been tuned to the problems at

hand and parameter settings have been made on the basis of these problems. The

algorithm is set to do strong branching (Achterberg, Koch, and Martin 2005) with

25 branching candidates. Up to 10 columns with negative reduced cost are added

per pricing problem.

The test data sets originate from real-life situations faced by ground handling

companies in two of Europe’s major airports. This gives rise to four different problem

types, since the two airports each produce problems of two distinctive types. Each

type is represented by three problem instances, thus a total of 12 test instances are

available. Each instance spans approximately one 24-hour day.

Generally, the four problem types can be summarized as (In brackets: The total

number of tasks after splitting into requested split tasks):

Type A Small instances, Airport 1. 12-13 teams and 80 (120) tasks
Type B Medium instances, Airport 2. 27 teams and 90 (150) tasks.
Type C Small instances, Airport 2. 15 teams and 90 (110) tasks.
Type D Large instances, Airport 1. 19-20 teams and 270 (300) tasks.

The problem instance A.1 and its optimal solution is illustrated in Figure 1.

The figure depicts the distribution of tasks over the day and the skill requirements

for these. The execution time of tasks and the length of their time windows are

similar in the other problem types. In our problem instances, each team must

be given a predefined number of breaks during their day and within certain time

windows. Breaks are treated as regular tasks, with the exceptions that they can only

be assigned to the related team, and they cannot be left unassigned in a feasible

solution.

The individual schedules of the teams are captured in the 13 boxes, which clearly

show the start and end time of each shift. Each task is represented by one or more

small boxes labeled with the task ID (Breaks have ID: ”BR”). The superscript

denotes the number of teams that the task must be split between. This number

therefore corresponds to the total number of boxes labeled with the task ID of

this task. Above each task is a thin box depicting the time window of the task.

Furthermore, each task has a color pattern revealing its skill requirement. Each

team has between one and three skills, identified by the small squares to the left of

the team ID. To assign a task to a team, the color pattern of the task must match

the pattern of one of these squares.

To illustrate how to read the figure, we go through the work plan of team 9. The

first task carried out is task 6 which requires skill C. The task is scheduled from

6:10 to 7:10 and hence the time window of the task is respected, since execution

cannot start before 6 o’clock and must be finished by 7:30. The task is completed

in collaboration with team 6. The light gray box in front of the task gives the
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Figure 1: Problem instance A.1 and its optimal solution.

required travel time. Next, the team takes care of task 52 (requires skill A), this time

cooperating with team 7. After this, team 9 is given their daily break. Subsequently,

they will carry out 71, 49, and 22, where task 49 and task 22 are dealt with by team

9 alone.

A.1 A.2 A.3 B.1 B.2 B.3 C.1 C.2 C.3 D.1 D.2 D.3

Unassigned split tasks 9 ∗ 7 1 0 3 5 ∗ 3 ∗ 6 ∗ 10 ∗ 29 24 ∗ 31
Lower Bound 9 6 1 0 3 5 2 4 9 27 24 30

Time (s) 133 OM 2663 120 172 97 OM OM OM TO 2719 TO
- LP (%) 15 46 20 10 10 11 29 9 34 2 5 3
- Branching (%) 68 7 70 82 82 78 34 81 32 5 10 4
- Pricing Problem (%) 4 8 2 1 2 2 4 4 9 93 83 91
- Overhead (%) 13 39 8 7 6 9 33 6 25 0 2 2

Tree size 605 42435 3207 537 597 507 188623 87843 69637 4961 487 2741
Max. depth 160 162 168 264 291 253 122 166 204 219 235 228
# Pricing Problems 13292 3 · 106 107320 15554 17240 14813 3 · 106 2 · 106 2 · 106 379799 20728 247634
# Vars added 12268 2 · 106 109810 4074 5223 4321 2 · 106 1 · 106 1 · 106 231209 16659 204614

Table 1: Results of the Branch-and-Price algorithm with no initial solution.

OM = Out-of-Memory. TO = The Time-Out limit of 10 hours was reached.
∗ The solution given is the best feasible solution found.

In Table 1 the results from the 12 datasets are given. From the table we conclude

the following. 6 of the 12 datasets were solved to optimality within one hour. The

remaining 6 instances are split in two cases: one case for the small and medium-

sized problems (Type A-C) and one case for the large instances (Type D). For

the unsolved problems of Type A-C we see an explosion in the size of the branching

9



A.1 A.2 A.3 B.1 B.2 B.3 C.1 C.2 C.3 D.1 D.2 D.3

Unassigned split tasks 9 7 1 0 3 5 × 3 4 9 ∗ 29 24 31
Lower Bound 9 6 1 0 3 5 2 4 9 27 24 30

Time (s) 0.84 0.80 36 0.97 TO 235
- LP (%) 33 25 21 17 0 5
- Branching (%) 5 8 25 8 0 0
- Pricing Problem (%) 18 6 14 8 100 95
- Overhead (%) 44 61 40 67 0 0

Tree size 11 19 981 59 447 9
Max. depth 3 5 46 28 40 4
# Pricing Problems 530 561 32921 1358 42284 6415
# Vars added 785 758 16406 475 37212 6104

Table 2: Results of the Branch-and-Price algorithm with initial solution from the

test of Table 1.

TO = The Time-Out limit of 10 hours was reached.
∗ The solution given is the best feasible solution found.
× After encountering Out-of-Memory on the first run, the pricing problem solver was in

this case changed to not create heuristic columns.

tree. In these cases the time-out limit is never reached, since we run out of memory

before time out. The reported results for these instances have been recorded after 2

hours, which in these cases is just before the memory limit is reached. For Type D

the results indicate that the generation of columns is now in itself a time consuming

task and time-out is encountered with a relatively small tree size. The lower bounds

reported in the table are calculated by relaxation of the synchronization constraint.

The branching trees from the above test have been built without a good initial

solution. For each of the unfinished problems, we restart the algorithm with an

initial solution, namely the best feasible solution of Table 1. The results of the new

test are displayed in Table 2.

It is interesting that most of these instances are now solved to optimality within

seconds. It clearly indicates that inexpedient branching decisions were made in

the first run and more reliable branching is possible when promising columns exist

initially. Another observation is that solving C.1 under default settings leads to

another out-of-memory failure, whereas changing the settings slightly gives an op-

timal solution within one second. This is another indication of the importance of

making the right branching decisions and the consequence of not doing so. It has

been tested that the settings giving a fast solution in this case are not superior in

general.

6 Conclusions

The practical Manpower Allocation Problem with Time Windows, Job-Teaming

Constraints and a limited number of teams is successfully solved to optimality us-

ing a Branch-and-Price approach. By relaxing the synchronization constraint, the

problem is divided into a generalized set covering master problem and an elemen-

tary shortest path pricing problem. Applying branching rules to enforce integrality

as well as synchronized execution of divided tasks, enables us to arrive at optimal

solutions in half of the test instances. Running a second round of the optimization,

initiated from the best solution found in round one, uncovers the optimal solution

to all but 1 of the 12 test instances. The test instances are all full-size realistic
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problems originating from scheduling problems of ground handling tasks in major

airports. Synchronization between teams in an exact optimization context has not

previously been treated in the literature. We have successfully integrated the extra

requirements into the solution procedure and the results are promising.
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Abstract 
Road networks are examples of massive data sets. A common problem is to determine the 
shortest path between two locations as quickly as possible. Given unlimited storage, the 
shortest path between all pairs of locations can be computed a priori and stored in a database 
for fast retrieval. However given extremely limited storage, the shortest path may need to be 
computed in real time. 

 
 In this study we consider the case in which there is extremely limited storage available, but a 
single additional label can be stored on each arc. The information stored is the maximum 
distance from each arc, to the end of any shortest path that uses this arc. These distance-to-go 
labels can be used to reduce the number of scanned nodes in shortest path label setting 
algorithms such as Dijkstra’s algorithm and can be calculated a priori by computing the 
shortest path between all pairs of locations. These distance-to-go labels were tested using 
variants of a binary heap implementation of a single-source single-target Dijkstra’s algorithm.  

 
This study shows that this arc labelling approach can improve the efficiency of shortest path 
evaluations with the use of minimal additional storage via a label setting shortest path 
algorithm. The improved technique yields better algorithm performance for locations that are 
further away from each other and require greater number of edges in path. 

 
Key words: Shortest path, Dijkstra’s algorithm, label setting algorithm, distance-to-go label 
 

1.0 Introduction 
The shortest path problem is important to many real world applications. Applications like 
transportation modelling, traffic simulation and logistics. All of these are important parts of 
business, management and planning. Road networks are massive data sets and computing 
shortest-paths in such networks is computationally expensive in both time and memory. The 
computing of the all-pairs shortest-paths and storing them requires a significant time needed 
to complete this task is large amount of storage space and memory. This approach may be 
used by large online mapping sites but it is not a practical approach where there is less 
available storage or memory. The complexity of road network makes the use of traditional 
shortest-path algorithms slow in real time, thus only small networks can be considered if 
results want to be computed in a reasonable time frame. Improvement techniques are 
therefore an important interest so that better, more efficient algorithms can be applied to 
larger problems.  

The objective of this study is to evaluate the effectiveness of an approach in which 
predetermined auxiliary data is used to improve the calculation of shortest paths in real time 
in situations where additional storage is extremely limited. 
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2.0 Background 

2.1 Road networks 

A road network is a network graph composed of a large number of nodes and arcs. The 
network graph for a road network is a strongly connected directed graph (Ahuja, Magnanti et 
al. 1993). This property of the road network ensures that a path can be found between any two 
locations. In a road networks a node i represents a destination or a decision point like that of 
an intersection and an arc (i, j) represents a strip of road or accessible route from node i to 
node j. A road network is usually constructed from GPS for map locations and coordinates, 
satellite imaginary and road maps. Further complexity arises in the decision of identifying 
important roads and interpreting traffic systems like that of intersections, traffic lights, 
roundabouts, etc and eliminating islands from the network. An island is an isolated node or 
isolated set of nodes that violate the strong connectivity criterion of the road network.  

2.2 Shortest path Algorithms 

A shortest path algorithm forms a shortest path tree by implementing a sequence of steps that 
can be repeated so that a minimum weighted path can be found from a single node to every 
other node in a network. Shortest path algorithms are classified into two groups based on their 
algorithmic approaches. These two groups are label setting and label correcting (Ahuja, 
Magnanti et al. 1993). 

Dijkstra’s Algorithm, proposed in 1959 by E.W. Dijkstra, is a label setting algorithm and 
forms a shortest path tree from a given node to all other nodes in the network (Dijkstra 1959). 
This algorithm requires non-negative edge weightings. Variants of Dijkstra’s algorithm are 
used in route-planning. Dijkstra’s algorithm is the fastest algorithm and easiest to implement 
(Möhring, Schilling et al. 2006) 

2.2.1 Dijkstra Algorithm 
Dijkstra’s Algorithm is a graph search, label setting algorithm that solves a shortest path tree 
from a single source to all other nodes of the network with nonnegative arc lengths. Dijkstra’s 
algorithm maintains a distance label d(i) for each node i, which is an upper bound on the 
shortest path length to a source node, s. At any intermediate step, the algorithm divides the 
nodes into two groups, permanently labelled and temporarily labelled. The distance label to 
any permanently labelled node represents the shortest distance to that node.  

For a graph G, consisting a set of nodes N and a set of arcs A such that each arc (i,j) has a 
cost cij. We can implement Dijkstra from a single node s by defining a set of permanently 
labelled nodes S, a set of temporarily labelled nodes ,S  an array of costs or distances from the 
source to each node d(i) and an array of predecessor nodes pred. The predecessor array is the 
storing of the previous node at the current node and allows path recovery when tracing back 
the shortest path out tree. For the case of a shortest path between a source-target pair Dijkstra 
or (s,t)-Dijkstra will terminate after the permanently labelling of the target node. 

The basic idea of the algorithm is to fan out from a single source node and permanently 
label nodes in the order of their distances from this node. This permanently labelled node set 
forms a circular region around the source node in the graph. This ball of permanently labelled 
nodes will expands radially until the target node is added to the set, thus terminating the 
algorithm. Since the region formed by the permanently labelled node set is circular, centred at 
the source node and with the target node being located at the circumference, there are a large 
number of unimportant nodes that are labelled. These irrelevant nodes are nodes that are not 
involved in the required shortest path or are nodes that form shortest paths directed away from 
the target node. To speed up the algorithm we introduce techniques that reduce the number of 
irrelevant nodes in the permanently labelled set.  
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2.3  Improvement Techniques for s-t shortest paths 

2.3.1 Bidirectional Implementation 
In this approach, we simultaneously execute two shortest path algorithms, one starting from 
the start node s and the other from the target node t. A forward shortest path tree from the 
source node is created in parallel to a backward shortest path tree from the target node. 
Essentially when the trees meet we have effectively solved the shortest path from source to 
target.  

In the case of a bidirectional Dijkstra implementation, two permanently labelled node sets 
will be created. These permanently labelled sets form two circular regions in the graph, in the 
shape of balls, with one centred at the source node and the other centred at the target node. 
These two balls expand radially until a common node is located and hence the shortest path 
between the source and target is found. By implementing a forward and backward algorithm 
we can reduce the permanently labelled region from a single large circular region centred at 
the source node into two smaller circular regions, one centred at source node and the other 
centred at the target node. This will reduce the number of irrelevant nodes in the permanently 
labelled node set. The bidirectional search implementation can be incorporated with other 
improvement techniques and further improve the performance of a shortest path algorithm 
(Sanders and Schultes 2007). 

2.3.2 A* - Geometric Goal Directed Search 
This search approach searches shortest paths that lead towards the general direction of the 
target. A* requires the modification of the arc costs so that arcs leading towards the direction 
of the target is more favorable that arcs leading away. This modified cost can be computed by 
preprocessing the data or during algorithm implementation. The general approach is to use a 
function w to modify costs of arcs to guide the graph search towards the target. This is 
achieved by computing a new cost ijc  for an arc (i,j) by modifying the old cost of the arc cij  

with a weighting function w: 
)()(: jwiwcc ijij +−=  

The function w must fulfill the condition so that each arc, does not have a new negative 
modified cost in order to guarantee optimality (Holzer, Schultz et al. 2005) and should just 
reduce the cost that favors arcs towards the target. The classical way to use A* for route 
planning in road maps is to use the Euclidean distance between two nodes as a lower bound. 
This is a valid approach due to the triangle inequality. However this is a conservative 
estimation and the improvement for finding quickest routes is rather small (Sanders and 
Schultes 2007). 

In the case of (s,t)-Dijkstra with A* a single set of permanently labelled nodes is  
created. This permanently labelled node set initially forms a small circular region in the 
graph, not centered at the source node. This region then expands deforming into a cone 
towards the target node. The largest region contains the source node. The tip of the cone is the 
target node. The algorithm still terminates when the target node is permanently labelled. By 
implementing (s,t) Dijkstra with A* we can reduce the permanently labelled region from a 
single large circular region centred at the source node into a smaller cone region with source 
and target nodes at the ends. This will reduce the number of irrelevant nodes in the 
permanently labelled node set. 

3.0 Our Approach 
3.1 Defining the problem 

Road networks contain a large amount of nodes and arcs making the problem of finding 
shortest paths or routes very difficult. In principle (s,t)-Dijkstra can be implemented, however 
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the method is far too slow for large road networks as the search space for Dijkstra grows out 
circularly around the source node. Although improvement techniques such as bidirectional 
and A* search can be implemented to improve the performance of an algorithm, a large 
amount of the search space is still considered. The search space can be further reduced by 
identifying important arcs for the given path and used in the evaluation. Ideally this auxiliary 
data can be computed in a preprocessing step and can be attached to the network information. 
In order to get faster algorithm implementation the auxiliary data should be easily assessable 
and require a minimal amount of storage. Given we have a large amount of preprocessing 
time but a limited amount of storage available, we then have to determine suitable auxiliary  
data that can be stored to improve algorithm performance. 

3.2 Method 

To improve the performance of the shortest path algorithm a reduction of the search space is 
required and achieved by reducing the number of scanned arcs. In this study we consider the 
generation of extra auxiliary arc labels that will reduce the search space and direct the 
algorithm towards the target. In practice a heap implementation of Dijkstra is implemented as 
better performance is achieved (Ahuja, Magnanti et al. 1993). 

3.2.1 Distance-to-go labels 
In order to decrease the search space, a measure of how useful a given arc is in reaching a 
destination is considered and used to eliminate possible routes.  In this study we consider the 
case in which a single additional label can be stored on each arc. The information stored is the 
maximum distance from this arc, to the end of any shortest path that uses this arc. These 
distance-to-go labels can be used to reduce the number of scanned nodes in shortest path label 
setting algorithms such as Dijkstra’s algorithm. During Dijkstra every permanently labelled 
node is scanned whereby every arc leaving is considered and neighbouring nodes that are not 
in the permanently labelled set are given a distance label. The number of nodes that are 
labelled can be reduced by considering the distance-to-go labels of these arcs. If the Euclidean 
distance from the current node to the target node is greater than the distance-to-go label of an 
arc, the arc is not considered as there is no shortest path involving this arc that can get us to 
our target. This will reduce the number of permanently labelled nodes and hence improve 
algorithm performance. 
 
They can be calculated a prior by computing the shortest path between all pairs of locations. 
The following procedure is used to evaluate of the distance-to-go labels for the arcs in a 
network: 

1. Intialise all arcs in the network with a distance-to-go label of -1.  
2. For each node s in the network 

• Determine the shortest path tree T rooted at s 
• Trace back from each leaf node t in T and formulate the distance-to-go label. 

Each arc (i, j) in the path s-t receives a distance-to-go label equal to the 
maximum of the current distance-to-go label and the length of the path from i 
to t plus the current arc cost. 

3.3 Implementation 

In this study we investigated the incorporation of the new distance-to-go labels with variants 
of the shortest path label setting Dijkstra algorithm. The shortest-path algorithms that were 
implemented are the following: 

• (s,t)-Dijkstra 
• (s,t)-Dijkstra with A*search 
• Bidirectional Dijkstra 
• Bidirectional Dijkstra with A*search 
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The implementations of these variants of Dijkstra’s algorithm are well known. Therefore 
properties such as the search space characteristics like that of the shape of the permanently 
labelled set around the source node are well documented for each implementation. A test 
network was constructed and analysed, shown in Figure 1. This small network contained 24 
nodes and 131 arcs. Performance counters were used to test the labelling modification as the 
number of popped and inserted nodes off the heap.  A node is inserted on the heap each time 
it is scanned and its label is updated. A node is popped each time it is permanently labelled. 
These performance counters provide an indication of the efficiency of the implementations as 
computation time is required every pop and insert operation performed. Comparisons were 
made between these implementations with and without the distance-to-go arc label 
information.  

 
FIGURE 1 - SMALL TEST NETWORK. 

The all pairs shortest path problem was computed and the performance data was collected. 
The data collected included the start node, end node, number of edges in the path, cost of the 
path and the difference in the number of inserts and pops between algorithm implementation 
with and without distance-to-go labels. The code was implemented in Lua, an open source 
scripting language.  

4.0 Results 

4.1. Single source single target Dijkstra 

 
 

FIGURE 2 - PLOT OF THE DIFFERENCE OF THE NUMBER OF LABEL UPDATES FOR THE INITIAL AND MODIFIED DIJKSTRA ALGORITHM 
IMPLEMENTATION 
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FIGURE 3 - PLOT OF THE DIFFERENCE OF THE NUMBER OR PERMANENTLY LABELLED NODES FOR THE INITIAL AND MODIFIED 
DIJKSTRA ALGORITHM IMPLEMENTATION 

Figure 2 is a plot of the difference in the number of distance updates of nodes between (s,t)-
Dijkstra’s implementation and (s,t)-Dijkstra’s implementation with the inclusion of the 
distance-to-go labels. Figure 3 is a plot of the difference in the number of permanently 
labelled nodes between (s,t)-Dijkstra’s implementation without the exclusion of the distance-
to-go labels and (s,t)-Dijkstra’s implementation with the inclusion of the distance-to-go 
labels. The plots of Figure 2 and Figure 3 representing the (s,t)-Dijkstra comparison indicate 
that there is an overall positive performance trend as the shortest path length increases. This 
implies that the further the locations are away from each other the better the performance of 
the shortest path algorithm incorporating the new arc labels. There are negative comparison 
cases in the permanently labelled nodes plot indicating that in this particular case the modified 
version of (s,t)-Dijkstra had more nodes in the permanently labelled set than the unmodified 
version. 
 

4.2 Single source single target Dijkstra with A* search 

Figure 4 is a plot of the difference in the number of distance updates of nodes between (s,t)-
Dijkstra’s implementation with A* search and (s,t)-Dijkstra’s implementation with A* search 
and with the inclusion of the distance-to-go labels. Figure 5 is a plot of the difference in the 
number of permanently labelled nodes between (s,t)-Dijkstra’s implementation with the 
A*search without the exclusion of the distance-to-go labels and (s,t)-Dijkstra’s 
implementation with A* search and with the inclusion of the distance-to-go labels.  
 

 
 

FIGURE 4 - PLOT OF THE DIFFERENCE OF THE NUMBER OF LABEL UPDATES FOR THE INITIAL AND MODIFIED DIJKSTRA ALGORITHM 
WITH A* SEARCH ALGORITHM IMPLEMENNTATION. 
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FIGURE 5 - PLOT OF THE DIFFERENCE OF THE NUMBER OF PERMANENTLY LABELED NODES FOR THE INITIAL AND MODIFIED DIJKSTRA 
WITH A* SEARCH ALGORITHM IMPLEMENTATION. 

The plots of Figure 4 and Figure 5 representing the (s,t)-Dijkstra with A* search comparison 
indicates much the same result as the (s,t)-Dijkstra case, there is an overall positive 
performance trend as the shortest path length increases. The same trend of improved 
performance is seen for paths whose locations are further away from each other and again we 
notice the negative comparison values in popped nodes. 
 

4.3 Bidirectional Dijkstra 

Figure 6 below is a plot of the difference in the number of distance updates of nodes between 
the bidirectional Dijkstra implementation and the bidirectional Dijkstra implementation with 
the inclusion of the distance-to-go labels. This plot shows there is a positive improved using 
the new labels with increasing improved as the length of the shortest path increases.  
 

 
 
FIGURE 6 - PLOT OF THE DIFFERENCE OF THE NUMBER OF LABEL UPDATES FOR THE INITIAL AND MODIFIED BIDIRECTIONAL DIJKSTRA 

ALGORITM IMPLEMENTATION. 

Figure 7 shows a plot of the difference in the number of permanently labelled nodes between 
the bidirectional Dijkstra implementation without the distance-to-go labels and the 
bidirectional Dijkstra implementation with the inclusion of the distance-to-go labels. This plot 
indicates that there a few negative performance values; however the overall trend is positive 
for permanently labelled nodes. 
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FIGURE 7 -PLOT OF THE DIFFERENCE OF THE NUMBER OF PERMANENTLY LABELED NODES FOR THE INITIAL AND MODIFIED BIDIRECTIONAL 

DIJKSTRA ALGORITHM IMPLEMENTATION. 

4.4 Bidirectional Dijkstra with A*search 

Figure 8 below shows a plot of the difference in the number of distance updates of nodes 
between bidirectional Dijkstra implementation with A* search and bidirectional Dijkstra 
implementation with A* search and with the inclusion of the distance-to-go labels. The 
update comparison plot shows much the same trends of the other update comparison plots, 
however there are more negative values; for paths with small path trends. However there is 
overall positive trend of algorithm improvement. 
 

 
 
FIGURE 8 - PLOT OF THE DIFFERENCE OF THE NUMBER OF LABEL UPDATES FOR THE INITIAL AND MODIFIED BIDIRECTIONAL DIJKSTRA 

ALGORITHM WITH A* SEARCH IMPLEMENTATION. 

Figure 9 is a plot of the difference in the number of permanently labeled nodes between 
bidirectional Dijkstra implementation with the A*search and bidirectional Dijkstra 
implementation with A* search and with the inclusion of the distance-to-go labels. This 
number of permanently labelled nodes comparison plot shows much the same trends of the 
other comparison plots, however there are more negative values; for paths with small path 
trends. However there is overall positive trend of algorithm improvement with sufficient 
improvement with paths of longer lengths. 
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FIGURE 9 - PLOT OF THE DIFFERENCE OF THE NUMBER OF PERMANENTLY LABELED NODES FOR THE INITIAL AND MODIFIED 
BIDIRECTIONAL DIJKSTRA ALGORITHM WITH A* SEARCH IMPLEMENTATION 

5.0 Discussion 
The overall trend of the plots is that as the path gets longer the better the performance. The 
negative performance values result in the location nodes having a very small Euclidean 
distance and the path not being very direct. It is a cause of concern that that these performance 
measures yields negative results as the expected worst case with the inclusion of the distance-
to-go labels should be that of the algorithm without these labels. However this may be 
dependent on the small network used to test the implementation of the performance measures. 

6.0 Conclusion 
The distance-to-go labels as an arc label has improved the implementation of the single 
source single target heap implementation of Dijkstra’s algorithm. Variants of (s,t)-Dijkstra’s 
algorithm were implemented with similar performance improvement. A general trend of 
performance is that as the length of the path increases the number of label updates and 
permanently labelled nodes decrease.  

This study shows that this arc labelling approach can improve the efficiency of shortest 
path evaluations with the use of minimal storage via a label setting shortest path algorithm. 
The improved technique yields better algorithm performance for locations that are further 
away from each other and require greater number of edges in path. It should be noted that a 
large amount of computation time is needed in the preprocessing of the network. 

7.0 Future work 
The evaluation of the all pairs shortest paths problem takes a large amount of computational 
time. An avenue of improved will be the preprocessing of the network to improve the 
evaluation of the distance-to-go labels. Further investigation is needed of the paths that gave a 
performance measures worse with the inclusion of the distance-to-go labels and the 
implementation of this approach onto larger road networks. 
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Abstract

This paper proposes repositioning models for emergency vehicles. The first model

considers a single vehicle moveup on a one-dimensional road. We aim to find a

policy that determines where to move the vehicle from any initial position in order

to maximize the probability of getting to the next call on time. An important insight

obtained from a worked example states that as the call arrival rate increases, the

benefit from moveup decreases. The second model considers a single vehicle moveup

on a circle. This model shows that the vehicle does not always take the shortest

path to its moveup destination.

The next model considers two vehicles on a one-dimensional road in order to

maximize the probability of getting to the next call. Experiments are conducted to

show insights.

The last model considers two vehicles on a road and an infinite number of calls.

The objective is to maximize the long-run average benefit generated by arriving at

calls on time less the travel costs. Two scenarios are explored to show the impact

of the hospital location on the moveup policy.

1 Single vehicle moveup on a 1D road

1.1 Model formulation

When emergency vehicles are dispatched to calls, we often find areas that no vehicles

can get to within the response time target. To remedy this, moveup operations are

needed. This section considers a simplified model which focuses on single vehicle

moveup on a 1D road. The 1D road consists of n nodes with time ∆t drive to an

adjacent node. Let N denote the set of nodes. Calls over the nodes are generated in

a Poisson manner at a total rate λ per hour and the probability that a call comes

from node j is pj .

An important measurement in emergency services is the response time target. If

the location of an emergency call is within the response time target , we consider

that this call can be reached on time. Let W denote the response time target, the
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probability of getting to the next call on time given the vehicle is at node j is denoted

by P cover
j which is computed as:

P cover
j =

∑

k∈N,|k−j|≤W

pk j∀N.

We use wait-and-jump to model the movement between adjacent nodes. For

example, if the vehicle is going to move from node j to node j + 1, it will wait at

node j for time ∆t and jump to node j + 1 instantly.

We use Dynamic Programming to find a policy that determines where to move

the vehicle for any initial position in order to maximize the probability of getting

to the next call on time. The states are defined according to the current position of

the vehicle. Let x denote the current position of the vehicle. For each state x, there

are three alternatives: 1) Move to node x − 1. 2) Stay at node x. 3) Move to node

x + 1.

At each position x, an alternative is chosen and the vehicle will wait at position

x for time ∆t. During this period, calls may occur with probability 1 − e−λ∆t. If

so, the vehicle will be dispatched to the first call with probability P cover
x of getting

to this call on time from position x. On the other hand, if no call occurs during

time ∆t with probability e−λ∆t, the vehicle will move to the node according to the

chosen alternative at position x. Therefore the expected reward of getting to the

next call on time for every alternative is (1 − e−λ∆t)P cover
x . Let V (x) denote the

maximum probability of getting to the next call on time at state x. Now we can

write a recursion formula as

V (x) = max







(1 − e−λ∆t)P cover
x + e−λ∆tV (x − 1),

(1 − e−λ∆t)P cover
x + e−λ∆tV (x),

(1 − e−λ∆t)P cover
x + e−λ∆tV (x + 1)







For the alternative of choosing to stay at node x, we have V (x) = (1−e−λ∆t)P cover
x +

e−λ∆tV (x). We can see that in this case, V (x) is independent of the other states

and can be solved directly as V (x) = P cover
x . Therefore V (x) can be written as

V (x) = max







(1 − e−λ∆t)P cover
x + e−λ∆tV (x − 1),

P cover
x ,

(1 − e−λ∆t)P cover
x + e−λ∆tV (x + 1)







1.2 Worked examples and insights

Figure 1: Move-up for λ = 1
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Figure 2: Move-up for λ = 5

The DP model developed in the previous section is implemented on two different

call arrival rates to explore insights. There are 60 nodes on the road. The response

time target W is 8 minutes and the travel time ∆t between two adjacent nodes is

one minute.

In Figure 1 and Figure 2, the x-axis shows there are 60 nodes on the road. The

y-axis shows the probability of getting to the next call on time. Each dark-coloured

bar at node j represents the probability, P cover
j , of getting to the next call on time

without moving the vehicle away from its initial position j. Each light-coloured bar

at node j represents the benefit after implementing the optimal move-up policy.

When λ = 1 calls per hour (Figure 1), the optimal move-up policy states that

the vehicle always moves to node 18 from any initial position. When λ = 5 calls

per hour (Figure 2), the optimal move-up policy states that if the vehicle is initially

located between node 1 and node 38, it moves to node 18. Otherwise it moves to

node 44. In this paper, we will use the term local attractor to represent an optimal

moveup destination.

We can see that for λ = 1 calls per hour, there is only one local attractor—

node 18 which has the highest probability of getting to the next call on time. By

increasing the call arrival rate to 5 calls per hour, a second local attractor emerges

at node 44. Consider the case where the vehicle is initially located at node 45: For

λ = 1 calls per hour, the vehicle will drive all the way to node 18 even though it will

drive through an area in which there is a low probability of calls occurring; However,

when λ increases up to 5 calls per hour, the vehicle will stop at node 44. The reason

the vehicle prefers not to drive through this area is that for a larger call arrival rate,

it is more likely that the vehicle will respond to the next call from this area. This

leads to less desirable reward of responding to the next call. Hence the vehicle will

stop at a closer local attractor–node 44.

Figure 3: Move-up benefit for λ = 5

Figure 3 shows the benefit from moveup for λ = 5 calls per hour. The x-axis
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represents the initial vehicle position and the y-axis represents the probability of

getting to the next call on time. The bottom curve represents the probability, P cover
j

of getting to the next call on time without moveup and the top curve represents the

probability of getting to the next call on time with moveup for λ = 5 calls per hour.

The positions where these two curves touch each other are local attractors —node

18 and node 44. The vertical line between these two local attractors shows the

initial vehicle position where moving to either local attractor is equally good. The

difference between these two curves shows the benefit from moveup for any initial

vehicle location.

Figure 4: Move-up benefit for λ = 8

Based on Figure 3, Figure 4 adds a new curve of probability of getting to the

next call on time with moveup for a larger call arrival rate (λ = 8 calls per hour).

Firstly, we can see that there is a new local attractor at node 28. Secondly we

can see that the benefit from moveup decreases with increasing call arrival rates.

These two observations lead to an important insight that states as the call arrival

rate λ increases, there are more local attractors and the vehicle tends to travel less

with decreasing moveup benefit. In addition, the second insight states that each

local attractor must be a local maximal point of P cover
j . This insight will be proved

mathematically in the next section.

Figure 5: Move-up benefit for more λ

More call arrival rates are used in Figure 5 to show another insight. Besides that

the moveup benefit decreases with the increasing call arrival rate, we can also observe

that as λ becomes infinitely large, each local maximal point of P cover
j becomes a local

attractor.
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1.3 Proofs for local attractors

The insight that states a local attractor must be a local maximal point of P cover
j is

proved analytically in this section. Let node j∗ denote a local attractor and node i

denote an attracted node by j∗. Without loss of generality, assume that node i is

on the left side of local attractor j∗. Let Pi,j∗ denote the probability of responding

to the next call on time by moving the vehicle from node i to node j∗. We can then

write the recursion formula alternatively as:

Pi,j∗ =

j∗−1
∑

k=i

e−λ∆t(k−i)(1 − e−λ∆t)P cover
k + e−λ∆t(j∗−i)P cover

j∗ . (1)

If the vehicle moves to node j∗+1 instead of j∗, the change in probability comparing

to moving to j∗ is

∆P = Pi,j∗+1 − Pij∗ = e−λ∆t(j∗+1−i)(P cover
j∗+1 − P cover

j∗ ).

And the change in probability if the vehicle moves to j∗ − 1 is

∆P = Pi,j∗−1 − Pij∗ = e−λ∆t(j∗−i)(P cover
j∗−1 − P cover

j∗ ).

If P cover
j∗+1 (or P cover

j∗−1 ) is greater than P cover
j∗ ,∆P will be positive which means node

j∗ + 1(or j∗ − 1) would be a better destination for node i instead of node j∗. But

this contradicts the fact that node j∗ is the actually attractor for node i. Therefore

we have the following inequality for each local attractor:

P cover
j∗ ≥ max[P cover

j∗−1 , P cover
j∗+1 ].

2 Single vehicle moveup on a circle

Figure 6: Move up for λ = 4

In this section, we are interested in the single vehicle moveup on a circle. To

form this model, we only need to add an alternative of moving to node n at state

x = 1 and an alternative of moving to node 1 at state x = n.

Figure 6 shows the moveup benefit (light-coloured bars) and the optimal moveup

policy which states that the vehicle always moves to node 46 for λ = 4 calls per

hour. But we know that on a circle, there are always two alternatives for moving

to a destination: the clockwise path or the counterclockwise path. The interesting

insight from this model states that the vehicle does not always take the shortest
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Figure 7: Counterclockwise travel to node 46

path to its moveup destination—local attractor 44. For example, if the initial vehicle

location is node 21, the vehicle will take the counterclockwise path which actually

is 9 minutes longer. If the vehicle took the clockwise path, it would reach node 46

faster but it had to drive through an area in which there is a very small probability

of calls occurring. On the other hand, taking the counterclockwise path means that

the vehicle will drive the area in which there is some probability of calls occurring

and this leads to more reward of getting to the next call on time even though this

path is longer.

3 Two vehicles moveup on 1D road

3.1 Model formulation

Previously we considered single vehicle cases. Now we consider two vehicles moveup

on 1D road in order to maximize the probability of getting to the next call on time.

Similarly, the states are defined according to the current positions of each vehicle.

Let (x1, x2) denote the current positions of vehicle 1 and vehicle 2. The recursion

can be written as:

V (x1, x2) = max
∆x1,∆x2∈(−1,0,1)

{(1 − e−λ∆t)P cover
x1,x2

+ e−λ∆tV (x1 + ∆x1, x2 + ∆x2)},

where P cover
x1,x2

is the probability of getting to the next call on time while vehicle 1 is

at node x1 and vehicle 2 is at node x2. It is assumed that only the closer vehicle

will be dispatched to the next call, so the probability P cover
x1,x2

is calculated as :

P cover
x1,x2

=
∑

k∈N,|k−p1|<=W or |k−p2|<=W

pk x1∀N, x2∀N.

3.2 Worked examples and insights

We use the same data for the single vehicle moveup on 1D road to explore insights

for two vehicles. There are 60 nodes on the road. The response time target W is 8

minutes and travel time ∆t between two adjacent nodes is 1 minute.
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Figure 8: Moveup for λ = 1

In Figure 8, the x-axis represents the vehicle 1 initial position, they y-axis repre-

sents the vehicle 2 initial position and the z-axis represents the probability of getting

to the next call on time. There are two surfaces in Figure 8. The bottom surface

represents the probability, P cover
x1,x2

of getting to the next call without moveup and the

top surface shows the probability of getting to the next call on time with moveup

for λ = 1 call per hour. First of all, both surfaces are symmetric along the diagonal.

This is because two vehicles are identical. Secondly, consider half of the top sur-

face along the diagonal, the peak on the top surface points to the positions where

two vehicles should move to, i.e. the local attractor in terms of two vehicles. The

difference between these two surfaces shows the benefit from moveup.

Figure 9: Moveup for λ = 5

By increasing λ to 5 calls per hour, the top surface in Figure 9 shows the new

probability of getting to the next call on time with moveup. The bottom surface still

is the probability of getting to the next call on time without moveup. Consider half

of the top surface along the diagonal, there are three concave areas and the peak at

each concave area is a local attractor. In Figure 10, the surfaces with moveup for

λ = 1 and λ = 5 are put together to visualize the decreasing moveup benefit as the
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Figure 10: Decreasing moveup benefit with increasing λ

call arrival rate λ increases. This observation is consistent with what we saw for the

single vehicle moveup on 1D road examples.

4 An infinite horizon DP

Previous models focus on maximizing the moveup benefit of getting to the next call

on time. In this section, we consider two identical vehicles and an infinite number

of calls in the future. The objective is to maximize the long-run average benefit

generated by arriving at calls on time less the travel costs. Only the closer vehicle

is dispatched to calls. Calls are lost if both vehicles are busy. A score 1 is rewarded

if the call can be responded to on time. Exponential service time is required at

scene and hospital. It is assumed that during each time step ∆t, either no event or

one event is possible. The event can be one of three incidents: 1) An idle vehicle

is assigned to a call. 2) A busy vehicle finishes service at scene. 3) A busy vehicle

finishes handing over the patient at hospital.

Movements of vehicles are modelled in a slightly different way comparing to

previous models. We use jump-and-wait instead of wait-and-jump. For example, if

the vehicle is moving from node j to node j + 1, it will move to node j +1 instantly

and wait at node j + 1 for ∆t. Travel cost is paid if the vehicle is moving. Extra fix

cost is paid if the vehicle just starts to move or does a U-turn.

The states are defined according to the current position and the current status

of each vehicle. The current position of a vehicle can be any node j on the road.

The current status of a vehicle can be: 1) Going to pick up a patient at node j. 2)

Serving the patient at scene. 3) Going to hospital. 4) Handing over the patient at

hospital. 5) Standing by at the current position. 6) Moving left from the current

position. 7) Moving right from the current position. Let (x1, x2, s1, s2) represent

the state where x1, x2 denote the positions of vehicles and s1, s2 denote the status

of vehicles. We use constants to represent the status of each vehicle. Table 1 shows

the interpretation of the constants.

We consider states with two idle vehicles and one idle vehicle as primary states

and states with no idle vehicles as secondary states to analyze. This is because we
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Status j Left Free Right Hospital

Constants j n+1 n+2 n+3 n+4

Interpretation go to the call at j moving left standing by moving right go to hospital

Table 1: Interpretation of constants

are only interested in states where we can implement moveup on idle vehicles. The

recursion formula for states with two idle vehicles is presented here in an effort to

let readers grasp some details of this model. To formulate the recursion, let

λ = average call arrival rate per hour,

pj = probability of the next call occurring at node j,

∆t = driving time between two adjacent nodes,

P cover
x1,x2

= probability of getting to the next call on time given both vehicles are idle,

P cover
x = probability of getting to the next call on time given one vehicle is idle,

f = fix cost,

c = travel cost of moving to an adjacent node

N1 = set of nodes that are closer to vehicle 1,

N2 = set of nodes that are closer to vehicle 2.

The recursion formula for two idle vehicles can be written as:

V (x1, x2, F ree, Free) = max
∆x1,∆x2∈(−1,0,1)

{(−(f + c)(|∆x1| + |∆x2|)

+ (1 − e−λ∆t)(P cover
x1+∆x1,x2+∆x2

+
∑

n1∀N1

pn1
V (x1 + ∆x1, x2 + ∆x2, n1, F ree + ∆x2)

+
∑

n2∀N2

pn2
V (x1 + ∆x1, x2 + ∆x2, F ree + ∆x1, n2))

+ e−λ∆tV (x1 + ∆x1, x2 + ∆x2, F ree + ∆x1, F ree + ∆x2)}

The first term represents the costs resulting from movements of vehicles, the second

term represents given the next occurs, the expected reward of getting to this call

on time, the third and fourth terms represent transitions after the closer vehicle is

dispatched. The last term represents the transition if no event occurs.

4.1 Experiments and insights

An example with 15 nodes on the 1D road is used to explore insights. The average

total call arrival rate is 3 calls per hour. The response time target is 2 minutes.

In Figure 11, each grey bar represents the probability, pj of calls occurring at each

node and each dark-coloured bar represents the probability, P cover
x of getting to the

next call on time given only one vehicle is idle at node x. The hospital is located at

node 4. We can see that under the optimal moveup policy, vehicle 1 will stand by

at node 6 and vehicle 2 will stand by at node 13. This guarantees the next call will

be responded to on time. Assume that the next call is generated at node 12 which

leads to the dispatch of vehicle 2, vehicle 1 will immediately start moving to node

10 which gives the highest probability, P cover
10 of getting to the next call on time for
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Figure 11: Local attractor for two vehicles

Figure 12: Local attractor for one vehicle

Figure 13: Hospital location effect

one idle vehicle. Therefore there is one local attractor for two idle vehicles—node 6

and 13 and there is one local attractor for one idle vehicle—node 10.

An interesting change (Figure 13) in the moveup policy is observed by moving

the hospital location from node 4 to node 11. When the next call is generated at

node 12 and vehicle 2 gets busy, vehicle 1 will no longer move to node 10. The reason

can be explained by considering the hospital as a source of free vehicles. We know

some time in the future, vehicle 2 will get released from the hospital and covers the

area around the hospital. Therefore we do not want to move the current idle vehicle

near the hospital. Otherwise this would lead to overlap and more travel costs.
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Abstract 

The aim of this project is to create quality roster that reduces the amount of tiredness a 
person experiences when working a particular cyclic roster. A common consequence of 
the shiftwork is increased fatigue level and hence this project focussed on creating a new 
optimisation model that incorporated fatigue while creating cyclic rosters. Previous 
optimisation models typically did not take fatigue into account while creating cyclic 
rosters.  Research showed that the ‘fatigue model’ developed by Adam Fletcher and 
Drew Dawson was used to measure fatigue based on the hours worked.  In the ‘fatigue 
model’, fatigue was measured using fatigue score.  The published version did not include 
all the information required to calculate the fatigue scores and hence this project involved 
developing a rigorous description of the ‘fatigue model’ to calculate these fatigue scores.  
The calculations of the fatigue scores were linear in form, enabling a linear integer 
program to be formulated. The linear program aimed at minimising the maximum fatigue 
score that occurred while at work while ensuring the shift coverage requirements for each 
day of the week are met.  This model produced better quality rosters but is subject to 
some limitations and hence alternate models were proposed. 

 
1.1 Introduction 

Cyclic rosters are staff rosters that repeat in a cyclic fashion.  Cyclic rosters are used in 
industries such as airline, hospitals and manufacturing where employees work different 
shifts.  One of the common consequences of shift work is the increased fatigue level 
among the employees due to disruption of their normal sleep times. Fatigue is weariness 
or tiredness that results from physical or mental activity.  Reduced fatigue levels enable 
the workers to be more productive and attentive which increases efficiency and safety 
within the organization (National Transport Commission, 2004).  Hence fatigue 
management is absolutely necessary to reduce the number of accidents caused by fatigue.   

This project involves understanding the ‘fatigue model’ used by FAID software to 
assess the work-related fatigue level of a person.  This is then followed by developing a 
linear program using AMPL (a mathematical programming language) to create cyclic 
rosters that minimises the tiredness experienced by an employee while ensuring that the 
staffing levels are maintained from week to week.    

 
1.1.1 Example of a Cyclic Roster 

A and B are two different shift types, for example A and B being the morning and 
evening shift respectively.  
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This roster shown in Table 1 would be typically worked by three employees, with 
each employee following the roster lines shown above.  For example, the roster could 
start with the three employees each working the lines 1 to 3 respectively for the first 
week, and consecutively moving down to the next line during the second week and so on 
with line 1 following line 3. This is essentially the idea behind a cyclic roster (Mason, 
1999).   

 
Day Mon Tues Wed Thurs Fri Sat Sun 
Week 1 A A B B B - A 
Week 2 A A A - - B B 
Week 3 B - - A A - - 
Table 1: An example of a cyclic roster 
 
A roster is a sequence of work-stretches.  An example is shown below: 
Work-stretch 1: A A A A - -; Work-stretch 2: A A B B -; Work-stretch 3: B B - -; 
Roster: A A A A - - B B - -; (Work-stretch 1 following 3) 
where A and B are shift types and ‘-’ indicates a day off. 
 
Previously developed optimization models used to create cyclic rosters typically 

aimed at minimizing the cost, where the cost of a roster was the sum of the costs of the 
individual work-stretches (a continuous sequence of days worked and the associated 
following days off) that made up the roster.  The cost of a work-stretch was indicative of 
the employee’s preference in working a particular work stretch but did not take into 
account the fatigue level of a person. The greater the preference for working a particular 
roster, the lower the cost.  Fatigue is an important factor that needs to be considered as a 
more fatigued the person has a lower alertness level and hence could yield to higher 
occurrences of accidents at the workplace.  Hence the aim of this project is to develop a 
linear program that creates quality rosters which accounts for the fatigue level of a 
person. 

 
1.1.2 FAID (Fatigue Audit InterDyne) software 

FAID software uses the basis of the fatigue model developed by Adam Fletcher and 
Drew Dawson to calculate the fatigue scores which is the measure of the fatigue level of 
a person.  FAID takes in the sequence of the hours worked as input and produces fatigue 
score (a relative number) that indicates how tired a person is.  The fatigue score value in 
itself does not signify anything but rather provides a relative measure.   For example, the 
alertness level of a person with a fatigue score of 40 is similar to a person working a 
normal shift 9-5, five days a week whereas a fatigue score of 80 is comparable to a 
person with blood alcohol concentration of 0.05% (Dawson and Reid , 1997).  Hence any 
roster that produces fatigues score greater than 80 during any hour of work is generally 
considered unsafe.  Typically, an organization initially would have to perform risk 
management to determine the maximum acceptable fatigue score for a particular task that 
needs to be carried out.  This would depend on the risk associated with the work 
performed (Shiftwork Services NZ Ltd, 2007).  

It is documented in the journal article ‘Commentary on a Model to Predict Work-
Related Fatigue Based on Hours of Work’ (Maislin, 2004) that the formulation used for 
FAID’s fatigue model is published in the public domain but FAID is proprietary software 
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and hence circadian scores (fatigue accumulation rate) information are protected for 
confidentiality reasons. 

Like most models, the fatigue model used by FAID also has some assumptions.  
Validations were previously done to confirm the validity of the fatigue scores produced 
by the fatigue model. 

 
1.1.2.1 Assumptions of the Fatigue Model 

According to Adam Fletcher, one of the developers of the FAID software, there are three 
major assumptions (Fletcher, 2005).  The first assumption that FAID software makes is 
that the biological time does not adjust to the abnormal sleep times imposed by irregular 
work patterns. It also does not account for individual differences.  For example, older 
adults go to bed and get up earlier than young adults and hence are more likely to be 
more active at times different to young adults.  The second assumption is that the 
recovery rate is constant.  It is more likely when a person is highly fatigued, the person 
experiences high recovery in the first few hours of sleep.  For example a nap is more 
likely to deliver high recovery value per unit time compared to other sleeps.  And finally 
the model assumes that the person experience recovery for every hour that is not spent 
working.  This is not true since the fatigue level of an individual also depends on non-
work related factors such as personal commitments (Fletcher, 2005).   
 
1.2 Factors that affect fatigue score 

FAID documentation specifies that the fatigue model used in the software depends on 
three factors.  These are time of the day of work and break periods, the duration of work 
and break periods and the work history in the preceding seven days.   

 
2.1 Implementation of the Fatigue model 

In order to understand the fatigue model used by FAID software, the following procedure 
was followed. 

 
2.1.1 Research 

Some background research was performed.  After reading the article ‘A quantitative 
model of work-related fatigue: background and definition’ (Dawson and Fletcher, 2001) 
published by Drew Dawson and Adam Fletcher, the authors of the fatigue model, the 
following mathematical model was obtained.   

 
Fatigue Model 

The fatigue score, S(x) at a particular hour, x is given by 

 

(3.1) 

where z(x-i) = 1, if the (x-i) th hour is worked, 0 otherwise. 
x is the index of the hour for which the fatigue score is being calculated.  
fh is the circadian score for a particular hour, h of the day. 
 
The fatigue accumulation rate (also known as circadian score) is different at different 

hours of the day.   This is given by the circadian score for each of the 24 hours in a day.  
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Hence, the fatigue score at a particular hour is a multiple of the weighted average of 
the fatigue accumulation rates (also known as circadian scores) during the working hours 
of the previous 168 hours (including the current hour) and the circadian score of the 
current hour.  In other words, the fatigue score at a particular hour depends on the 
number of hours worked in the previous week with more recent hours given more weight.  
This is then multiplied by the circadian score of the current hour to reflect the magnitude 
at which the accumulated fatigue at that hour is amplified. 

The weights given to the previous 168 hours of work are linear, with the weight for 
current hour being 1 and the weight of (1/168) for the 167th hour before the current hour.  

 
2.1.2 Obtaining Circadian Score: 

Equation 3.1 gives the fatigue score at the end of a particular hour of the day.  Hence the 
initial goal was to calculate the hourly fatigue score using the mathematical model and 
obtain results that are similar to those score produced by FAID software.  To calculate 
the fatigue score, the hours of work and the circadian score for each hour of the day are 
required to be known.  The hours of work are an input to FAID whereas the circadian 
scores are constants.  Hence the objective was to determine these circadian scores. 

In order to compute the circadian scores, several test rosters were to be created.  It 
was also necessary to ensure that every hour of the day (24 hours) was worked on at least 
certain days of the roster to enable solving for 24 unique variables (circadian scores are 
variables in this problem since their values are unknown but once found they are 
constants that are used in equation 3.1). Each of these rosters was then entered into FAID 
as hourly samples (The roster was entered as hourly shifts. For example, an 8 hour shift 
is entered as 8 one hour shifts and analysed.  The fatigue score produced by FAID at the 
end of each working hour were then required to be recorded.  These were later then used 
as target fatigue score for the computed fatigue score (using equation 3.1) at the 
corresponding hour of work.  The following optimisation problem was then required to 
be solved in order to obtain the unique set of circadian scores. 

Minimise 2

1

)( oi

n

i
ci FF −∑

=

 (3.2) 

 
where n is the number of working hours in a roster and i represents the index of the 

working hour. Fci is the calculated fatigue score and Foi is the fatigue score obtained from 
FAID software for the ith working hour of the roster. Fci is a variable in the above 
formulation since the calculated fatigue depends upon the circadian scores for each hour 
of the day which is unknown and Foi is a constant.   

In order to protect the interests of the developer of the FAID software, the circadian 
scores obtained using this method is not disclosed, but the circadian scores are numbers 
such as 1.502576 and 2.00367.  These numbers looks very close to numbers like 1.5 and 
2 which suggests that the circadian score were arbitrarily chosen.  

The implementation of this idea is illustrated in the figure below, which shows an 
almost perfect fit to the data: 
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Figure 1: Figure showing the match between the FAID data (test points) and fatigue 
score obtained using fatigue score calculation (Linear fit). 
 
2.1.3 Fractional hour of Work: 

It was found that when only a fraction of an hour was worked, fatigue model calculated 
the fatigue score at the end of that particular hour by replacing value of z in equation 3.1 
for the value of the fraction.  For example, if only 30 min of an hour was worked, fatigue 
score at the end of the hour was obtained by substituting z = 0.5 (30/60) in equation 3.1. 
 
3.1 Creating Cyclic Roster with Fatigue incorporated. 

The following sections will describe be the linear programming model used in building 
quality rosters. 

 
3.1.1 Integer Programming. 

 
Formulation 

 
(4.1) 

A typical integer program has an objective function that is aimed to be minimised and a 
set of constrained that needs to be satisfied.   

Indices: 
Let L be the number of weeks in one cycle of the cyclic roster. 
Each work-stretch specifies only certain days of the cyclic roster and hence every 

work-stretch is repeated L times to indicate different starting days. 
Let i represent the total number of work-stretches.  i ε 1…n*L, where n is the number 

of unique work-stretches. 
Let h be the index that represents each hour of the day. h ε 1…24. 
Let d be the index that represents each day of a week.  d ε 1...7 
Let k represent the index of the day in the cycle. k ε 1... L*7 
Let j represent the index of the hour in the cycle.  j ε 1…L*7*24 
Let S represent the different types of shifts. S ε 1…m, where m is the number of 

different shifts to be covered in a roster (including days off). 
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Parameters: 

Let  wji =   

where a is the fraction of hour j that is worked. 
Let ci be the cost of work-stretch i. 

Let (As)di =  

Let Ski =  

Let Circh represent the circadian scores for each hour h of the day, with Circ1 
representing the circadian score for the hour between 0000 – 0100. 

Let Rsd represent the number of times the shift S needs to be covered during the 
weekday d. 

 
Variables: 

Let zi =  

Let Fj represent the fatigue score at the end of hour j of the roster. 

Let Pj =  

Let M be the maximum fatigue score of the roster. 
 

Linear Program: 

Minimise: y*M+q *  
where y and q are subjective constants with y+q = 1 and  . (y and q 

depends on the relative importance the company gives to the employee's work-stretch 
preference and the maximum fatigue level a person should possess.)  

 
Subject to: 

Pj =  , ∀ j (To ensure hourly coverage for each cycle of the cyclic roster). 

 , ∀ d (To ensure shift cover each day of the week) 

, ∀ k (To ensure shift coverage every day of the roster)  

, ∀ j (To calculate the fatigue at 

each hour of the cyclic roster) 
 (To find the maximum fatigue score for a particular roster) 
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3.1.2 Discussion on Objective function 

One plausible approach is to minimise the maximum fatigue that occurs during a single 
cycle of the roster although there exist some other techniques such as minimising the 
average fatigue of the working hours of the cyclic roster (average work fatigue).  This 
intends to minimise the fatigue level of a person while at work.  This does not necessarily 
mean that the fatigue score of the person during the non-work hours is also minimised.  
Minimising the maximum fatigue is similar to minimizing the average work fatigue. This 
is because rosters that have huge clusters of work hours have greater average work 
fatigue and greater maximum fatigue score (since fatigue score depends on work history 
in the previous 168 days with greater priority given to recent hours).  The choice between 
minimizing the average of work fatigue and the maximum fatigue is dependent on the 
company’s preference.  However in the formulation described in section 3.1.1 the 
maximum fatigue was minimised due to the ease of implementation.   

The objective function also accounts for the quality of the work-stretch used in 
creating rosters.  Each work-stretch was given a relative cost according to the preference 
of the employees and the split weekends were further penalized.  An arbitrary weight was 
assigned to the maximum fatigue and the cost.  The choice of the weight also depends on 
the flexibility given to the employees by the management.   

 
4.1 Cyclic Roster Overview 

This section provides an example of the creation process of a cyclic roster.   
Length of the cyclic roster: 3 weeks 
Shift information: 
Shift Type Start Time End Time 
A 07:00 15:00 
B 15:00 23:00 

Table 2: Shift Information 
 
Set of Work-stretches along with costs: 
All possible work-stretches except for work-stretches with backward rotation were 

included.  A backward rotation is where the employee works an afternoon shift (the next 
day) after working a night shift.  A forward rotation is however permitted although 
penalized since employees prefer work-stretch with same shifts rather than mixed shifts.  
Sample work-stretches are shown below: 

 
Work-stretches 1 2 3 4 5 6 7 
 A A B A A . . 
 A A B A Off . . 
 B A B Off Off . . 
 B A Off Off Off . . 
 B Off Off  Off . . 
 Off Off   Off . . 
COST 55 40 30 20 5 . . 
Table 3: Work-stretch Information 
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Cost is a relative number showing the employees’ preference for a particular work-
stretch. This is a measure of the quality of the work-stretches. The higher the employee’s 
preference for a particular work-stretch, the lower the cost. 

 
Shift Coverage Requirement: 
Day Mon Tues Wed Thurs Fri Sat Sun 
‘A’ Total 2 2 1 1 1 0 1 
‘B’ Total 1 0 1 1 1 1 1 
Table 4: Shift Coverage Requirement 

 
Output: 

The optimal feasible solution that was obtained using the Cost minimization model 
(previously used model) is shown below: 

Optimal Roster - Cost Minimisation  
  Mon Tues Wed Thurs Fri Sat Sun 
Employee 1 A A A A A 0 A 
Employee 2 A A 0 0 0 B B 
Employee 3 B 0 B B B 0 0 
Maximum Fatigue Score:      65.38   
Table 5: Optimal Roster - Cost Minimisation Model 

 
The optimal feasible solution that was obtained using the Fatigue minimization model 

is shown in Table 8.  (The objective function in this case is to just minimise the overall 
maximum fatigue, giving the constant y a weight of one and q a weight of zero in the 
formulation 3.1.1).  

 
Optimal Roster - Fatigue Incorporated 
 Mon Tues Wed Thurs Fri Sat Sun 
Employee 1 A A B B 0 B B 
Employee 2 B 0 A 0 B 0 A 
Employee 3 A A 0 A A 0 0 
Maximum Fatigue Score : 56.80    
Table 6: Optimal Roster - Fatigue Incorporated 
 

It is seen that the maximum fatigue a person experiences is minimised considerably 
by taking fatigue into account.  The graph of the fatigue plot over the 21 days follows. 
The fatigue plot describes the fatigue score through the twenty days of the cyclic roster.  
The maximum fatigue score obtained by working the roster formed by minimizing the 
maximum fatigue score is considerably lower when compared to working the roster 
formed by minimizing the cost that is indicative of the employee’s work-stretch 
preference.  This illustrates that the cost minimization model doesn’t capture the amount 
of tiredness a person experiences over an entire cycle of the roster.  This is due to the fact 
that the cost given to a particular work-stretch is subjective and people prefer working 
three consecutive days and take three consecutive days off rather than having the pattern 
of working one day and taking one day off repeated three times in a row.  The maximum 
fatigue score obtained by following the earlier option generates a greater value than the 
latter option.   
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Figure 2: Fatigue Score Comparison of Cost minimisation and fatigue minimisation 
methods 

 
5.1 Limitations and Alternate Model 

FAID uses moving average of the fatigue accumulation rate during the working hours in 
the past 168 hours to reflect the underlying fatigue that a person experiences.  As seen in 
the previous section, the underlying fatigue increases closely to a linear fashion and 
decreases in a linear fashion.  This is not how a biological system such as human body is 
most likely to experience fatigue.  The fatigue level of a person is expected to increase or 
decrease in an exponential fashion as described by the ‘Two-Process Model’, ‘Sleep 
Wake Predictor Model’ and the ‘Circadian Alertness Simulator Model’ (Mallis, 2004).  

 
6.1 Conclusion 

The two main aims of the project were successfully accomplished.  The first main 
objective was to better understand the ‘fatigue model’ used by FAID software, one that is 
already commercially accepted.  Different rosters were entered as input into FAID and 
the output was analysed to obtain the fatigue accumulation at each hour.  This enable us 
to calculate the fatigue score at the end of any particular of the day based on the hours 
worked. 

The second main objective was to create an integer program to create quality rosters.  
An effective integer programming formulation was completed where importance was 
given to minimizing the maximum fatigue a person would experience in working a 
particular roster while trying to increase the quality of the roster by minimizing the cost 
of the roster.  
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Abstract

We introduce the conventional traffic assignment problem, which models route choice

of users of a road network assuming known and fixed travel demand between all ori-

gin and destination points within the network. All users choose their route in a

selfish way to minimise their own travel time. As congestion effects are taken into

account (travel time on a road increases with increasing traffic flow on that road) this

problem is an equilibrium problem. We briefly mention existing solution approaches.

Our aim is modelling the behaviour of network users when faced with route choice

taking into account time as well as a fixed toll cost on some roads. Traditionally this

is modelled by assuming users aim to minimise a linear combination of time and cost.

More advanced models allow several classes of users with different weighting of time

and toll or even distributions of the weighting factors. We illustrate shortcomings of

these models and propose a different formulation of the bi-objective traffic assign-

ment problem that we believe models reality more accurately. We discuss properties

of solutions to this new problem and present solution algorithms for it.

Introduction

The traffic assignment problem models route choice of users of a road network as-

suming known and fixed travel demand between all origin and destination points

within the network. The aim of traffic assignment (TA) is determining how many

users choose certain routes and/or how much traffic runs along each of the roads in

the network. TA can give valuable insights into the current usage of a road network,

for instance highlight congestion-prone areas and which parts of the network are

under-used. TA is often used as a planning tool as it helps predicting the impact of

for example adding or widening a road.

A topic that is getting more important in today’s world with ever increasing

numbers of cars on the road and thus increasing traffic congestion is road tolling

as a tool to control congestion. Many cities (Singapore, London, Melbourne, etc.)

have introduced road tolling in their centres to cope with blocked city centres or to

finance construction of new roads or public transport infrastructure. Again, TA can
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be used to predict usage of roads and therefore toll revenues collected. Of course,

charging a toll may alter the users’ travel behaviour – some users might not want

to pay the toll at all and therefore take a detour on the way to their destination

whereas others might happily pay to arrive at their destination quickly. Our aim is

to model travel behaviour taking the effect of tolls into account.

We firstly describe the conventional TA model, an equilibrium problem, together

with common solution approaches. Then, we illustrate current approaches to model

road networks with tolling and highlight some disadvantages of those models. We

finally introduce the bi-objective network equilibrium problem, discuss some prop-

erties and propose two heuristic solution algorithms.

1 Conventional Traffic Assignment

1.1 Problem Formulation

For an in-depth discussion of the TA problem, the interested reader is referred to

Patriksson (1994). A road network consists of a set of nodes N and a set of arcs A

that connect the nodes and that represent roads. We assume we know the demand

dw ≧ 0 of travel between pairs of nodes w = (n1, n2) ∈ W j N × N , and call w

an origin-destination (OD) pair. For every OD pair w there is a set of paths Pw

connecting them. The set of paths for all OD pairs is P =
⋃

w∈W Pw. The flow on

each path p ∈ P is denoted by f̄p. Arc flow fa is related to path flow by

fa =
∑

p∈P

f̄pδap ∀a ∈ A, (1)

where δap has value 1 if path p contains arc a, and 0 otherwise. The vector of path

flow is f̄ ∈ R|P |, and the vector of arc flow is f ∈ R|A|. Travel demand is satisfied if

dw =
∑

p∈Pw

f̄p ∀w ∈ W. (2)

The set K of feasible arc-flows is given by K :=
{

f ∈ R|A| : ∃f̄ ≧ 0 : (1) and (2)
}

.

Most importantly it is assumed that there is a single objective function which

all users aim to minimise: The travel time associated with an arc a is denoted

by ca(f), which may be a non-linear function depending on the flow of the whole

network. It is a reasonable assumption that travel time on an arc is positive and

continuous. The time it takes to travel along a path p, c̄p(f), is derived from ca(f) by

c̄p(f) =
∑

a∈A ca(f)δap, if path costs are assumed to be additive. The corresponding

arc-cost vector is denoted by c(f) ∈ R|A|. Although we refer to c as travel time here,

c can include other objectives as well – it often is a combination of time, cost and

other relevant factors.

It is commonly assumed that travellers have perfect knowledge of the travel time

on each alternative path and that they behave according to Wardrop’s first principle

(Wardrop 1952):

The journey times on all the routes actually used are equal, and less than

those which would be experienced by a single vehicle on any unused route.

This means that no individual driver can decrease her/his travel time by unilaterally

choosing a different path, therefore all travellers between the same OD pair experi-

ence the same travel time, although they might travel on different paths. If there
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were two paths p1, p2 ∈ Pw with c̄p1
(f) < c̄p2

(f) and f̄p2
> 0, at least some of the

travellers on p2 would switch from p2 to p1. The stable stable solution described by

Wardrop is obtained when all travellers for an OD pair experience the same travel

time, as no one has an incentive to change to another route – we call this stable

solution solution of the TA problem. This problem is an equilibrium problem, and

we refer to it as EQ from now on. We cast Wardrop’s description of EQ into mathe-

matical terms as follows: The feasible vector f ∗ ∈ K is called solution of EQ if and

only if

∀w ∈ W, ∀p, q ∈ Pw c̄p(f
∗) < c̄q(f

∗) =⇒ f ∗
q = 0. (3)

Based on the assumptions that ∀w ∈ W |Pw| ≧ 1 and dw ≧ 0, and that the arc

travel time function ca is positive and continuous and depends on the flow on arc

a only, i.e. ca(f) = ca(fa), it was first shown by Beckmann, McGuire, and Winsten

(1956) that EQ problem (3) can be equivalently solved via the optimisation problem

min
∑

a∈A

∫ fa

0
ca(s)ds

s.t. f ∈ K.
(4)

The given assumptions guarantee existence of a solution of (4), whereas unique-

ness of the solutions follows from the additional assumptions that ∀w ∈ W dw > 0

and that ca(fa) are non-decreasing (Patriksson 1994, for example). It is a reason-

able assumption that travel time increases with increasing flow on the arc, as more

travellers mean more congestion and thus a longer time to traverse the arc.

Another equivalent formulation of (3) is a so-called variational inequality (VI),

assuming that ∀w ∈ W |Pw| ≧ 1 and dw ≧ 0, and that c(f) is a continuous function

that may now depend on the flow in the entire network: An arc-flow vector f ∗ ∈ K

is a solution of EQ if and only if it satisfies the variational inequality problem

(Nagurney 1993, for example)

c(f ∗)⊤ · (h − f ∗) ≧ 0 ∀h ∈ K. (5)

Existence of f ∗ follows from the above assumptions. This VI is a more general

formulation than (4) as the arc cost functions are less restricted. In the literature,

this formulation is often given as definition of the traffic assignment equilibrium

problem.

1.2 Solution Algorithms

The simplest solution algorithm arises when arc travel time functions ca have con-

stant fixed values. In this case travellers are simply assigned to the shortest path

connecting their origin to their destination, a procedure called all-or-nothing (AON)

assignment. AON assignment can be solved by finding all shortest paths for each

OD pair w (using any single-objective shortest path algorithm) and assigning the

demand dw to the identified shortest path(s). When travel times are not constant,

however, every additional traveller on a path changes the time on this path, and on

other paths as well. Therefore, solution algorithms for EQ generally are of iterative

nature.

To solve EQ, an initial AON assignment of arc-flow is created, based on fixed

travel time derived from zero flow on all arcs, by assigning all demand for OD pair

w to the shortest path(s) p ∈ Pw. Travel times are updated using the new arc flows
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Algorithm 1 General Iterative Approach for Solving EQ

1: Calculate fixed times c(0); perform AON assignment yielding solution f 0; i = 0

2: while Convergence criterion not satisfied do

3: Calculate fixed times c(f i); perform AON assignment yielding solution h

4: Find convex combination f i+1 = (1 − λ)f i + λh with λ ∈ [0; 1]

5: i = i + 1

6: end while

Algorithm 2 Iterative Equilibration Approach for Solving EQ

1: Calculate fixed times c(0); perform AON assignment yielding solution f

2: Initialise set of paths with positive flow: P>
w = {p ∈ Pw : f̄p > 0} ∀w ∈ W

3: while Convergence criterion not satisfied do

4: for all w ∈ W do

5: Based on c(f): Find longest path p ∈ P>
w ; Find shortest path q ∈ Pw

6: Determine ∆ such that

c̄p(h) = c̄q(h) with h̄q = f̄q + ∆, h̄p = f̄p − ∆, and h̄p ≧ 0, or

c̄p(h) ≧ c̄q(h), h̄p = 0 /∗ arc flow vector h derived as in (1) ∗/

7: f̄p = f̄p−∆, f̄q = f̄q +∆, and f̄s, s ∈ Pw \{p, q} unchanged; P>
w = P>

w ∪{q}

8: if f̄p = 0 then

9: P>
w = P>

w ∩ {p}

10: end if

11: end for

12: end while

and another AON assignment is performed. Next, the new solution is obtained as

a convex combination of the current solution and the previous one. The process

repeats until a convergence criterion is satisfied, see Algorithm 1.

There are different strategies for Step 4 of Algorithm 1. Throughout the literature

the most popular approach to solving formulation (4) of the TA problem seems to

be the Frank-Wolfe (FW) algorithm, see for example Patriksson (1994). Here, the

convex combination is determined by choosing λ so that
∑

a∈A

∫ (1−λ)f i
a+λha

0
ca(s)ds,

the objective of (4), attains its minimum.

Another simple scheme for solving EQ, called method of successive averages

(MSA), is obtained by choosing λ = 1
i+1

(Powell and Sheffi 1982).

Algorithm 2 is a path-based approach to solving EQ as described by Dafermos

and Sparrow (1969): An initial AON assignment is performed based on travel times

c(0), then times are updated according to the new path flow values. Iteratively the

shortest path as well as the longest path with positive flow are determined for every

OD pair and “equilibrated” by shifting parts (or all) of the flow from the longest

path to the shortest one with the aim of making their travel times equal. Then

times are updated and the process repeats until a convergence criterion is satisfied.

It is not necessary to enumerate all paths: It is sufficient to keep track of all paths

with positive flow from which the longest path is selected, whereas a shortest path

algorithm can be used to identify the current shortest path in the network.

For convergence criteria, the reader is referred to the corresponding references.
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2 Conventional Traffic Assignment with Toll Costs

2.1 Problem Formulation

Our aim is modelling the behaviour of network users when faced with route choice

taking into account time as well as a (fixed) toll cost on some arcs. Traditionally

this is modelled by assuming users aim to minimise a linear combination of time

and cost, e.g. Sheffi (1985). The resulting objective function has the form ca(f) =

αta(f) + ma(f), where ta represents the travel time component and ma represents

the monetary component. The function ca(f) is called the generalised cost function

and α value of time (VOT). Clearly, assuming every traveller has the same VOT

value is not very realistic, as different studies such as Leurent (2001) have shown.

More advanced models allow several classes of users with different VOT values or

even assume a VOT distribution. The resulting models are similar to those discussed

in Section 1 and are solved with similar procedures. When considering different user

classes, travel demand di
w is given for each user class i and the whole demand is

assigned to all paths that are shortest with respect to the generalised cost function

with VOT class value αi (Nagurney 2000, for example). When a distribution of α is

given, all paths that are optimal for some range of α are determined. Each of those

paths is assigned a share of the total demand dw according to the distribution of α

(Dial 1999a; Dial 1999b; Leurent 1998, for example).

2.2 Shortcomings

We believe there are some shortcomings of these models. Assuming there is only

one OD pair we plot the two components t̄p and m̄p separately for all paths p ∈ Pw,

see Figure 1. In the figure we can distinguish those objective vectors that can

not be improved in one component without worsening the other, they are called

non-dominated and represented by black points. All other objective vectors are

called dominated. The corresponding paths are called efficient and non-efficient,

respectively. The point z2 is called non-supported as it can not be obtained as

solution to any weighted sum problem, it lies inside conv(z1, . . . , z6) + R2
≧ with

R2
≧ := {(η1, η2) ∈ R2|η1, η2 ≧ 0}.

Let path pi ∈ Pw correspond to point zi in the figure. A single VOT value of

α = 0.6, for instance, would result in all demand for OD pair w being assigned to

path p3 because p3 is the single minimal path for VOT 0.6 as indicated in the figure.

When several user classes with different VOT values are considered, flow can only

be assigned to paths p1, p3, p4, p5, p6, but no flow will be assigned to path p2 as it is

never an optimal solution for any generalised cost function. If a VOT distribution

is given, most solution algorithms will not assign any flow to path p4 either, as its

objective vector z4 lies on the same straight line with z3 and z5 and is therefore

only optimal for exactly one value of α. Clearly, both p2 and p4 should attract some

flow as they are not dominated by any other path, i.e. there is no other point in the

figure that is better in both components than z2 or z4!

All practical papers that present actual solution algorithms are of the generalised

cost type, some considering several user classes, VOT distributions or non-linear

VOT functions.
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Figure 1: All points (t̄p(f), m̄p(f)), p ∈ Pw for some f ∈ K and one OD pair w.

3 Bi-objective Traffic Assignment

We propose a different formulation of the bi-objective traffic assignment problem

that we believe can model reality more accurately. In particular we want to define

an equilibrium principle that permits flow on any efficient path thus overcoming

the restrictions imposed by using a generalised cost function as discussed in the

previous section. Wardrop’s first principle could be extended to the biobjective case

as follows.

Definition 1 Under biobjective equilibrium (BEQ) conditions, traffic arranges it-

self in such a way that no individual trip maker can improve either her/his monetary

expense or travel time without worsening the other component by unilaterally switch-

ing paths.

In other words, under BEQ conditions, traffic arranges itself in such a way that all

paths used for an OD pair are efficient paths. An extension of (3) follows readily by

defining C ∈ R|A|×2 as the cost matrix with first column t ∈ R|A| and second column

m ∈ R|A|. Ca(f) denotes the arc cost vector of arc a and C̄p(f) denotes the path

cost vector of p. A feasible f ∗ ∈ K is called solution of BEQ if and only if

∀w ∈ W, ∀p, q ∈ Pw C̄p(f
∗) � C̄q(f

∗) =⇒ f ∗
q = 0, (6)

where η � ξ means that ηi ≦ ξi, i = 1, 2 and η 6= ξ. Condition (6) ensures that the

flow on any path q whose cost is dominated by the cost of path p is zero.

In the literature, the more general case of vector equilibrium (VEQ) was first

introduced by Chen and Yen (1993), and denotes equilibrium problems with at least

two separate objective functions. Existence of solutions has been discussed, but no

correct solution algorithms were presented, and the numerical solution of (large)

real-world problems was never attempted.

3.1 Relating BEQ to Other Bi-objective Problems

Similar to the conventional traffic assignment problem (EQ), attempts were made

to establish equivalence of BEQ and other well-studied bi-objective problems. One

possible approach to solve BEQ might be considering a bi-objective optimisation

problem obtained by introducing two objective functions, one for t and one for m,
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derived similar to the single objective in (4). It was shown, that this bi-objective

optimisation problem is not equivalent to BEQ (Wang, Raith, and Ehrgott 2008, for

example). Similarly, a bi-objective extension of VI was considered in the literature,

termed vector variational inequality (VVI) and defined as the following problem.

Find f ∗ ∈ K, s.t. C(f ∗)⊤[h − f ∗] /∈ −R2
≧\{0} ∀h ∈ K. (7)

Equivalence of VVI and BEQ cannot be shown. In fact a solution of VVI is always a

solution of BEQ, but not vice versa (Yang and Goh 1997). Attempts were made to

find restrictions to BEQ that result in equivalence to VVI. All restrictions found so

far are very severe. For instance, under the assumption that for all OD pairs there

is always only a single efficient path, BEQ and VVI are equivalent (Yang and Goh

1997). The assumption implies that a single path is always optimal for both time

and cost, hence there is no need to actually consider a bi-objective problem at all!

We can show for the bi-objective case that the solution set of VVI (7) is a strict

subset of the solution set of BEQ, implying that attempts to solve BEQ via VVI

are futile. The following two theorems clarify the main differences between VVI and

BEQ. The assumptions of Theorems 1 and 2 are illustrated in Figures 2 and 3.

Theorem 1 Assume the vector f ∗ ∈ K is a solution of BEQ and there exists w ∈ W

such that the set of non-dominated points for w, Zw
nd(f

∗), contains at least one non-

supported point zp with corresponding path p ∈ Pw such that zp = C̄p(f
∗) and

f̄ ∗
p > 0. Then f ∗ does not solve VVI (7).

Proof We choose path indices q and r as indicated in Figure 2 such that zl =

C̄l(f
∗) = (t̄l(f

∗), m̄l(f
∗)), l = p, q, r. For slopes sqr and spr we have sqr > spr:

m̄q(f
∗) − m̄r(f

∗)

t̄q(f ∗) − t̄r(f ∗)
>

m̄p(f
∗) − m̄r(f

∗)

t̄p(f ∗) − t̄r(f ∗)
. (8)

We proceed by constructing h ∈ K such that C(f ∗)⊤[h − f ∗] ∈ −R2
≧\{0}. Let

path-flow vector h̄ be given as h̄p = f̄ ∗
p −∆, h̄q = f̄ ∗

q + a∆, h̄r = f̄ ∗
r + (1− a)∆, and

h̄l = f̄ ∗
l , l 6= p, q, r with 0 < a < 1 and 0 < ∆ ≦ f̄ ∗

p . As h̄l − f̄ ∗
l = 0 for l 6= p, q, r the

left-hand side of VVI reduces to

C(f ∗)⊤[h − f ∗] =

(

t̄q(f
∗)(h̄q − f̄ ∗

q ) + t̄p(f
∗)(h̄p − f̄ ∗

p ) + t̄r(f
∗)(h̄r − f̄ ∗

r )

m̄q(f
∗)(h̄q − f̄ ∗

q ) + m̄p(f
∗)(h̄p − f̄ ∗

p ) + m̄r(f
∗)(h̄r − f̄ ∗

r )

)

=

(

a∆t̄q(f
∗) − ∆t̄p(f

∗) + (1 − a)∆t̄r(f
∗)

a∆m̄q(f
∗) − ∆m̄p(f

∗) + (1 − a)∆m̄r(f
∗)

)

.

To show that f ∗ does not satisfy VVI (7), i.e. C(f ∗)⊤[h− f ∗] ∈ −R2
≧\{0}, it suffices

to show that a and ∆ exist so that

a∆t̄q(f
∗) − ∆t̄p(f

∗) + (1 − a)∆t̄r(f
∗) = 0 (9)

and a∆m̄q(f
∗) − ∆m̄p(f

∗) + (1 − a)∆m̄r(f
∗) < 0. (10)

From (9) it follows that a = t̄p(f∗)−t̄r(f∗)

t̄q(f∗)−t̄r(f∗)
, and t̄q(f

∗) < t̄p(f
∗) < t̄r(f

∗) implies that

0 < a < 1. With this choice of a, we can conclude that (10) holds from (8) – due

to space restrictions, we skip the details here. We obtain a feasible h ∈ K such that

(9) and (10) hold, therefore f does not satisfy VVI (7). �
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Theorem 2 Assume the vector f ∗ ∈ K is a solution of BEQ and there exists w ∈ W

such that the set of non-dominated points for w, Zw
nd(f

∗), contains at least three

supported points zp, zq, zr that are not optimal for a weighted sum problem with

the same weighting factor. Furthermore, we assume for the paths p, q, r ∈ Pw that

zl = Cl(f
∗) and f̄ ∗

l > 0, l = p, q, r. Then f ∗ does not solve VVI (7) .

Proof Along the lines of the proof of Theorem 1. �

To summarise, we established that VVI (7) does not yield any solutions with

positive flow on non-supported efficient paths in Theorem 1. Furthermore, solutions

with positive flow on at least three efficient paths that are not optimal for the same

weighting factor (so they do not lie on the same straight line in objective space) can

not be obtained, see Theorem 2.

In some articles, BEQ is even defined as solution to a VVI – the two Theorems

above show that this comes with a great loss of possible solutions.

3.2 Solving BEQ

Similar to other bi-objective non-discrete optimisation problems, there are infinitely

many solutions to BEQ. For example, the solution of any formulation in Section 2

for any given value(s) of α solves BEQ.

A solution algorithm of BEQ should be able to generate a set of solutions that

represents the whole set well (well-covered, no gaps, including extremes, etc.). Al-

though every solution generated as described in Section 2 is a BEQ solution, they

may be isolated and we do not know “where” in the set of all solutions they lie.

At the moment, some solutions can be generated by solving related VVIs or

bi-objective optimisation problems. Attempts were made by Chen, Goh, and Yang

(1999), among others, to present a procedure to generate a wide subset of all BEQ

solutions by reducing the original problem to a set of single-objective VI problems

similar to (5). Unfortunately the proposed transformation was erroneous in this case

(Li, Yang, and Chen 2006). Other attempts of finding solution algorithms failed as

well. Finding such an algorithm remains an open problem.
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3.3 Finding A Particular Solution of BEQ

From a transportation planning point of view, it is perfectly acceptable to produce

a single solution to BEQ that represents reality well. Our ambition is, however, not

to restrict the set of solutions that can be obtained a priori, which rules out any

approach in Section 2 as well as solving the problem via a VVI or bi-objective opti-

misation problem. We present heuristic algorithms that can generate such solutions

by tackling BEQ itself rather than any related problems that restrict the solutions

that can be obtained.

We first propose an extension of MSA to the bi-objective case. To solve BEQ, we

need to replace AON in Step 3 of Algorithm 1 by some other assignment procedure.

In every iteration, we now find all efficient paths, which can be done with any

bi-objective shortest path algorithm (Raith and Ehrgott 2009). Then we need to

assign trips to the different paths. A very simple approach would be just splitting

the demand evenly between the paths, we call this equal-share assignment. There

are various other assignment schemes, several of which are presented in Wang, Raith,

and Ehrgott (2008).

Our second approach extends the equilibration procedure, Algorithm 2, to the bi-

objective case BEQ. For each OD pair the currently “shortest” and “longest” paths

are selected in Step 5. When solving BEQ the “shortest” paths are the efficient paths

for the current flow distribution. There are different possible ways of identifying the

“longest” path p with positive flow: It could be the one with largest euclidean

distance from any of the efficient paths, or the path with largest sum of the two

objective criteria, etc. In Step 6 of Algorithm 2 a re-allocation of flow from the

“longest” path p to the efficient paths is determined with the aim of making p

efficient.

The quality of the obtained solution stands and falls with the choice of an ap-

propriate allocation step. The most important question to answer is how to assign

the demand for an OD pair to the efficient paths found. Unfortunately this ques-

tions needs to be addressed separately for every particular problem instance as the

reaction of road users to tolls may be completely different in London than it is in

New Zealand. Thus any model needs to be calibrated to local conditions according

to data obtained in surveys or observed on the road. Once calibrated, it should

accurately predict user behaviour for planning purposes.

Conclusion

We presented BEQ as an alternative to conventional traffic assignment models by

considering the two objectives travel time and (toll) cost separately. BEQ has a

greater set of solutions, some of which may model reality better than solutions to

conventional formulations do. Our contribution is twofold. Firstly, we clarify the

relationship between BEQ and VVI problems. In particular, we highlight charac-

teristics of solutions of BEQ that are not solutions of VVI. Secondly, we present

algorithms to tackle BEQ. Although our algorithms are of heuristic nature, they are

a first step on the way to understanding how to solve the BEQ problem.

Further research can certainly improve those algorithms, for example by devising

better and more realistic procedures for assigning flow to the set of efficient paths.

Furthermore, it is important to try our BEQ algorithms on real-world problems to

investigate their speed and the accuracy of obtained results.
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Abstract

Many real world problems can be formulated as network optimization models, and

often such models need to consider more than one objective function. One particu-

lar case of the minimum cost flow problem is the transportation problem. Despite

being an important and fundamental problem in Operations Research, there exists

no specific algorithm to solve integer transportation problems with two objectives

(such as the cost and time of transportation). However, an algorithm to solve the

more general case of the biobjective integer minimum cost flow problem does exist.

In this paper we develop a special case of this algorithm and tune it to run more

efficiently on transportation problems. We present numerical tests that show that

by implementing this algorithm, a significant speed increase of 73% over the general-

case algorithm can be obtained.

1 Introduction

The objective of this paper is to present an algorithm to efficiently solve the biob-

jective integer transportation problem. While the single objective transportation

problem is ubiquitous in the literature, and there exists significant research on the

more general biobjective integer minimum cost flow problem, there does not exist a

specific algorithm for the biobjective transportation problem. This paper uses an al-

gorithm developed for the biobjective integer minimum cost flow problem in (Raith

and Ehrgott 2008) and specializes it for the biobjective transportation problem.

First, we provide some necessary definitions for biobjective optimization. We

then present a mathematical formulation of the biobjective transportation problem

based on the form given by (Aneja and Nair 1979).

We then outline the complete algorithm for solving the biobjective integer min-

imum cost flow problem, and show where simplifications to the algorithm may be

made when it is applied to a biobjective transportation problem.

We present and compare numerical results for a number of instances of the biob-

jective transportation problem when solved with the general biobjective integer min-

imum cost flow algorithm, and when solved with the more specific biobjective trans-
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portation algorithm. We show that we can reduce the running time by an average

of 73%.

Finally we summarize the work done and propose areas for further investigation,

including alternative partitioning methods.

2 Biobjective Integer Programming

In this section, we present several useful definitions relating to biobjective integer

programmes in general.

A biobjective integer programme is an integer programme with two conflicting

objective functions; i.e., we assume that where there is no single optimal solution to

the biobjective integer programme; i.e. with objective functions z = (z1, z2), there

is no solution x in the set of feasible solutions X such that x ∈ arg minx∈X z1(x) ∩
arg minx∈X z2(x). Instead, we search for efficient solutions, where we cannot improve

one component of the objective vector z(x) without worsening the other.

Definition 2.1. A feasible solution x̂ ∈ X is called efficient if ∄x′ ∈ X with

(z1(x
′), z2(x

′)) ≤ (z1(x̂), z2(x̂)); the objective z(x̂) of an efficient solution is called

non-dominated.

Definition 2.2. A supported efficient solution is an efficient solution that can be

obtained as an optimal solution to the weighted sum problem

min
x∈X

λ1z1(x) + λ2z2(x) (1)

for some λ1, λ2 > 0.

Definition 2.3. A non-supported efficient solution is an efficient solution that can-

not be obtained as an optimal solution to (1) for any λ1, λ2 > 0.

Definition 2.4. We call a supported efficient solution that defines an extreme point

of the convex hull conv(Z) an extreme efficient solution.

Let XE ≡ XSE∪XNE denote the set of all efficient solutions, where XSE is the set

of all supported efficient solutions and XNE is the set of all non-supported efficient

solutions; similarly, let ZE ≡ ZSE ∪ZNE denote the set of all non-dominated points

in objective space, where ZSE is the set of all supported non-dominated points and

ZNE is the set of all non-supported non-dominated points.

We also define the notion of lexicographic minimization, where we select a solu-

tion from the set of all optimal solutions for one component of the objective vector

such that the objective value for the other component of the objective vector is

optimal in that set.

Definition 2.5. Let k ∈ {1, 2} and l ∈ {1, 2}\{k}. Then z(x̂) ≦lex(k,l) z(x′) if either

zk(x̂) < zk(x
′) or both zk(x̂) = zk(x

′) and zl(x̂) ≦ zl(x
′). We call x̂ a lex(k, l)-best

solution if z(x̂) ≦lex(k,l) z(x) ∀x ∈ X and denote it by xlex(k,l).

53



3 The Biobjective Transportation Problem

In this section, we outline the terminology and theory of the biobjective transporta-

tion problem. We use the following formulation of the biobjective transportation

problem, originally given in (Aneja and Nair 1979): define xij as the amount of flow

sent from a supply node i to a demand node j, m as the number of supply nodes,

and n as the number of demand nodes. We then associate with each arc (i, j) a

non-negative cost vector cij = (c1
ij, c

2
ij) ∈ N × N. We also associate each supply

vertex with a non-negative supply ai, and each demand vertex with a non-negative

demand bj, such that
∑m

i=1 ai −
∑n

j=1 bj = 0. Our formulation is then given by (2)

– (5):

min z(x) =























z1(x) =
m

∑

i=1

n
∑

j=1

c1
ijxij

z2(x) =
m

∑

i=1

n
∑

j=1

c2
ijxij

(2)

s.t.
n

∑

j=1

xij = ai i = 1, . . . ,m (3)

m
∑

i=1

xij = bj j = 1, . . . , n (4)

xij ≥ 0, integer ∀(i, j) (5)

The objective is to minimize both transportation costs (2), while not exceeding

the supply at each supply node (3), meeting the demand at each demand node (4),

and maintaining positive flow from supply to demand (5).

We can also consider this as a directed network N = (G, c, u, l), where the graph

G = (V ,A) consists of a set of nodes V = Vs ∪ Vd (Vs being the set of supply nodes,

and Vd the set of demand nodes) and a set of arcs A = Vs × Vd, and u = ∞, l = 0

are the upper and lower bounds on x.

4 An Algorithm for the Biobjective Transportation Prob-

lem

This section describes the algorithm developed for the biobjective transportation

problem, based on the algorithm presented in (Raith and Ehrgott 2008) for the

biobjective integer minimum cost flow problem.

In Phase 1 of the algorithm, one extreme supported efficient solutions to the prob-

lem is calculated for each extreme non-dominated point of the convex hull conv(Z)

of the feasible region in objective space. First, the lex(1, 2)-best solution is found;

then a parametric simplex algorithm is used to find all other efficient solutions to

(1) for all values of λ1, λ2. In Phase 2, all non-supported efficient solutions are found

by considering all adjacent pairs of supported efficient solutions and using a k-best

ranking algorithm to exhaustively search the feasible region defined by those efficient

solutions.
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Algorithm 4.1 EnteringArcs

1: input (c̄, xk)

2: Ek = {(i, j) : xij = 0, c̄2
ij < 0, c̄1

ij > 0}

3: µk = min
{

c̄2

ij

c̄1

ij

: (i, j) ∈ Ek

}

4: Sk = {(i, j) :
c̄2

ij

c̄1

ij

= µk, (i, j) ∈ Ek}

5: return (µk, Sk)

Algorithm 4.2 NextBFS

1: input (Sk, c̄, xk)

2: Choose (i, j) ∈ Sk, Sk = Sk \ {(i, j)}
3: if c̄2

ij < 0, c̄1
ij > 0 then

4: Perform simplex pivot on xk with en-

tering arc (i, j)

5: end if

6: return xk+1

4.1 Phase 1

In Phase 1, we compute all extreme supported efficient solutions to the problem. Ini-

tially, we solve for the lex(1, 2)-best solution with a single-objective network simplex

algorithm.

In the network simplex algorithm for the transportation problem, each basic

feasible solution is represented by a tree given by a set of basic arcs with flow

0 ≤ xij; all other arcs have flow xij = 0. Each step in the network simplex algorithm

progresses from basic feasible solution to basic feasible solution by introducing an

entering arc into the tree to form a cycle, and increasing flow along that cycle until

the flow on another arc in the cycle (the leaving arc) is decreased to 0. (Unlike in

the more general case of the network flow problem, we need not consider the case of

an arc reaching its upper bound.)

We apply this method by moving from efficient basic feasible solution to efficient

basic feasible solution, starting from x0 = xlex(1,2) and continuing until we find

xlex(2,1). However, this requires us to consider both cost components of the objective

function. In the single-objective case, the entering arc is determined by finding the

arc with the lowest reduced cost c̄ij; in the biobjective case, as there is a vector of

costs for each arc, there is also a vector of reduced costs c̄ij = (c̄1
ij, c̄

2
ij) for each arc

(i, j). Therefore, in the biobjective case, we use Algorithm 4.1 to find the entering

arc in iteration k, given the previous solution xk.

We then find xk+1 by selecting an arc in Sk and inserting it into the basis while

removing the leaving arc. We can then update the reduced costs of all arcs re-

maining in Sk and perform the same operation until Sk = ∅. This is formalized in

Algorithm 4.2 for finding the next basic feasible solution.

Not all basic feasible solutions thus found are necessarily extreme efficient so-

lutions; in fact, xk+1 is an extreme efficient solution only if µk 6= µk+1. Thus we

need only record those solutions where this is true; Algorithm 4.3 implements this

and gives the complete algorithm for Phase 1, returning the complete set of extreme

efficient solutions Eex.

4.2 Phase 2

In Phase 2, we find all non-supported efficient solutions and all non-extreme sup-

ported efficient solutions. It is clear that when plotted in objective space, these

solutions can only lie in the triangles between adjacent extreme efficient solutions;

if a solution x′ does not lie inside a triangle, then there exists an extreme efficient

solution x∗ such that z(x∗) ≤ z(x′), and thus x′ is not efficient.

In order to find these solutions, we consider adjacent extreme efficient solutions xi

and xi+1, where z1(x
i) < z1(x

i+1), and define weighting factors λ1 = z1(x
i+1)−z1(x

i),
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Algorithm 4.3 Phase 1
1: input (a, b, c)

2: Find x1 = xlex(1,2)

3: Eex = {x1}
4: Compute the reduced costs c̄ for x1

5: (µ1, S1) = EnteringArcs(c̄, x1)

6: k = 1, ℓ = 1

7: while Sk 6= ∅ do

8: xk+1 = NewBFS(Sk, c̄, xk)

9: Update c̄ for xk+1

10: (µk+1, Sk+1) = EnteringArcs(c̄, xk+1)

11: if µk+1 6= µk then

12: µℓ+1 = µk+1, x
ℓ+1 = xk+1

13: Eex = Eex ∪ {xℓ+1}
14: ℓ = ℓ + 1

15: end if

16: k = k + 1

17: end while

18: return Eex

λ2 = z2(x
i) − z2(x

i+1). We can then solve the weighted sum problem defined in (1)

with these weights; this will give us the optimal solutions xi and xi+1. The remaining

efficient solutions can be found using a k-best ranking method, based on the concept

of partitioning, originally described in (Hamacher 1995).

In this ranking method, we start with an optimal solution x, and construct an

incremental graph Gx = (V ,Ax), where V is defined as before and Ax = (Vs ×
Vd) ∪ A−

x , where (j, i) ∈ A−
x ⇐⇒ xij > 0. Each arc (i,j) is given a weighted cost

c
(x)
ij = λ1c

1
ij + λ2c

2
ij.

We then search for a proper minimum cost cycle C that does not consist solely

of symmetric arcs, where we call the pair of arcs (i, j) and (j, i) symmetric if both

(i, j) ∈ Ax and (j, i) ∈ Ax. More formally, given:

C(Gx) = {C : C is a cycle in Gx such that ∃(i, j) ∈ C with (j, i) /∈ C} (6)

we find the proper minimum cost cycle C = arg min{c(x)(C) : C ∈ C(Gx)}. By

increasing the flow by one unit along C, we obtain a second-best flow in the original

transportation network, as shown in Algorithm 4.4.

We can then divide the set of solutions into two partitions, where each partition

is defined by the set of feasible solutions to another, further restricted biobjective

transportation problem: in one partition, x is the optimal solution to the restricted

problem and x̂ is infeasible; in the other partition, x̂ is the optimal solution to the

restricted problem and x is infeasible.

In the first partition, to set the optimal solution to x and make x̂ infeasible,

we remove an arc (i, j) ∈ C from the network, where xij = 0. In practice, this is

accomplished by setting cx
ij
′ ≫ all other costs in the network.

In the second partition, to set the optimal solution to x̂ and make x infeasible, we

need to ensure that flow cannot be sent backwards along the cycle C that flow was

originally sent forwards along. In the biobjective integer minimum cost flow problem,

this can be achieved by changing the lower bound on an arc; however, applying

this method here would require additional constraints, as our formulation of the

biobjective transportation problem (2) – (5) implicitly considers lij = 0, uij = ∞.

In order to avoid adding these constraints, and so maintain the structure of the
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Algorithm 4.4 SecondBestF low
1: input (c, x, C)

2: for (i, j) ∈ C do

3: if (i, j) ∈ A−
x then

4: x̂ji = xji − 1

5: else if (i, j) ∈ Ax \ A−
x then

6: x̂ij = xij + 1

7: else

8: x̂ij = xij

9: end if

10: end for

11: return x̂

Algorithm 4.5 Partition
1: input (a, b, c, c̃, x, x̂, C)

2: Let (i, j) ∈ C be an arc with xij = 0

3: c′ij = ∞
4: a′′

i = ai − 1

5: b′′j = bj − 1

6: x̂ij = 0

7: c̃′′ = c̃′′ + cij

8: return ((a, b, c′, c̃, x), (a′′, b′′, c, c̃′′, x̂))

biobjective transportation problem, we developed a different partitioning method.

In this, we choose the arc (i, j) ∈ C where the flow was increased from 0 and decrease

the flow back to 0, as well as decreasing the supply at i and the demand at j by 1.

The cost of the flow thus removed from the problem is accumulated in a variable c̃,

initialized to 0. Formally, the partition step is given by Algorithm 4.5.

The above partitioning method relies on the fact that we can always choose an

arc (i, j) from C such that xij = 0. Proof that there always exists such an arc is

given below.

Theorem 4.1. Let x be an optimal basic feasible solution of the transportation

problem and C be a proper minimum cost cycle in Gx. Then, C contains an arc

(i, j) with xij = 0.

Proof. Let C be a proper minimum cost cycle in the incremental graph Gx with

c(x)(C) ≥ 0, and x be an optimal basic feasible solution to the biobjective transporta-

tion problem given by the supplies a, demands b, and arc costs c(x) = λ1c
1 + λ2c

2.

Assume that there does not exist an arc (i, j) ∈ C with xij = 0. Then, it is

possible to both increase and decrease flow by at least one unit on all arcs in the

cycle.

In the case where c(x)(C) > 0, decreasing flow by one unit along the cycle will

result in a solution x̂ with z(x̂) < z(x). Therefore, x is not optimal and we have

achieved a contradiction.

In the case where c(x)(C) = 0, we can increase flow by one unit along the cycle to

obtain an optimal solution x′ and decrease flow by one unit along the cycle to obtain

another optimal solution x′′. We can then write the flow on x as x = x′+x′′

2
. But this

means that x is a convex combination of two feasible flows, and thus not an extreme

point. Therefore, x is not a basic solution, and we have achieved a contradiction.

Below, we prove that applying the partition method described in Algorithm 4.5

results in two subproblems with basic feasible solutions x and x̂. Therefore, starting

with a basic feasible solution x0 and repeatedly applying the partitioning method

always results in a basic feasible solution, and thus we can always find an arc with

zero flow in the proper minimum cost cycle.

Theorem 4.2. After partitioning on a basic feasible solution, the optimal solutions

to both partitions remain basic and feasible in their respective modified networks.
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Proof. This is trivially true in the first partition, where the optimal solution remains

optimal after the partition; the only change made is to the cost on an arc (i, j) with

xij = 0. Therefore, we need only consider the second partition, where the optimal

solution becomes infeasible and the second-best solution becomes optimal.

The optimal solution in the second partition is also clearly feasible: after increas-

ing the flow along the cycle, the solution remains feasible; decreasing the flow on

the arc (i, j) by 1 while also decreasing ai and bj by 1 also maintains feasibility. The

solution can also be simply shown to be basic: before the partition, the solution

is basic and thus there are at most m + n − 1 arcs with non-zero flow. After the

partition, the flow on the arc being partitioned on is decreased to 0. As the cycle

consists of alternating forward and backwards arcs, after the partition has been ap-

plied, flow can only increase on the forward arcs, and these arcs are already in the

basis. Therefore no arcs enter the basis, and so the solution is still basic.

We can iteratively apply the same partitioning method to each of the partitions

generated; if we maintain a list of partitions, and apply the method to the partition

with the smallest objective function value of the optimal solution at each step, we

can find the k best solutions to the original problem after k − 1 partitions. As we

do not know how many solutions exist within each feasible triangle, we enumerate

solutions until the objective value of the next-best solution found is greater than that

of the worst solution not dominated by either of the two extreme efficient solutions

defining the triangle: this nadir point will have an objective value of λ1(z1(x
i+1) −

1) +λ2(z2(x
i))− 1), as an increase in the value of either objective component would

mean that the solution would be dominated by either xi or xi+1.

We can improve this bound as we find more non-dominated solutions, as each new

solution dominates more areas of the feasible triangle and thus reduces the search

space. Let Ei = {xi,0, xi,1, . . . , xi,r, xi,r+1}, be a set of mutually non-dominating fea-

sible solutions lying within a triangle in objective space defined by the extreme

efficient points xi = xi,0, xi+1 = xi,r+1, and assume the elements of Ei are or-

dered by increasing value of z1(x). We then have the improved upper bound

∆ = maxj{λ1(z1(x
i,j+1) − 1) + λ2(z2(x

i,j)) − 1)}.
Incorporating all these steps gives us Algorithm 4.6, the complete Phase 2 of the

algorithm for the biobjective transportation problem.

5 Implementation

Other improvements may also be made over the biobjective integer minimum cost

flow algorithm; in particular, we developed several refinements of the method used

to find the proper minimum cost cycle C referred to in Algorithm 4.4.

In the implementation of the biobjective integer minimum cost flow algorithm

developed in (Raith and Ehrgott 2008), the proper minimum cost cycle C is found by

first using Floyd’s algorithm to calculate the shortest path between all pairs of nodes

in the incremental graph. The costs thus found are adjusted so that they are all

positive; then Dijkstra’s method, is applied for all arcs (i, j) to find the shortest path

from j to i, not counting its symmetric partner (j, i) if one exists, as the resulting

cycle would not be proper (as defined in (6)).

In the implementation of the algorithm for the biobjective transportation prob-

lem developed during this project, we can restrict the amount of calculations required
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Algorithm 4.6 Phase 2
1: input (a, b, c, Eex)

2: i = 1, s = |Eex|
3: while i < s do

4: Eex = {xi, xi+1}
5: λ1 = z1(x

i+1) − z1(x
i)

6: λ2 = z2(x
i) − z2(x

i+1)

7: c(x) = λ1c
1 + λ2c

2

8: ∆ = λ1(z1(x
i+1) − 1) + λ2(z2(x

i)) − 1)

9: C = arg min{c(x)(C) : C ∈ C(Gx)}, with C(Gx)} defined as in (6)

10: x̂ = SecondBestF low(c(x), x, C)

11: c̃ = 0

12: Let P = (a, b, c, c̃, xi+1, x̂, C)

13: P = {P}
14: while P 6= ∅ and min{c(x)(x̂p) : P p ∈ P} ≦ ∆ do

15: Choose P = min{c(x)(x̂p) : P p ∈ P}
16: P = P \ P

17: (P ′, P ′′) = Partition(P )

18: Let xp be the optimal solution to P ′, x̂p be the optimal solution to P ′′

19: if C(Gxp) 6= ∅ then

20: C ′ = arg min{c(xp)(C) : C ∈ C(Gxp)}
21: x′ = SecondBestF low(c(xp), xp, C ′)

22: P = P ∪ {(a′, b′, c′, c̃′, xp, x′, C ′)}
23: end if

24: if C(Gx̂p) 6= ∅ then

25: C ′′ = arg min{c(x̂p)(C) : C ∈ C(Gx̂p)}
26: x′′ = SecondBestF low(c(x̂p), x̂p, C ′′)

27: P = P ∪ {(a′′, b′′, c′′, c̃′′, x̂p, x′′, C ′′)}
28: end if

29: if x̂p lies within the current feasible triangle and is not dominated by or equivalent to

any solution in Ei then

30: Ei = Ei ∪ {x̂p}
31: ∆ = maxj{λ1(z1(x

i,j+1) − 1) + λ2(z2(x
i,j)) − 1)}

32: end if

33: end while

34: i = i + 1

35: end while

36: return E =
⋃s−1

i=1 Ei

significantly by taking advantage of the structure of the problem. Firstly, we do not

need to calculate the shortest paths between each pair of nodes; since the underly-

ing graph of the transportation network is bipartite—there are no arcs from supply

nodes to supply nodes or demand nodes to demand nodes—it suffices to calculate

only the shortest path between every supply node to every demand node.

Secondly, we do not need to apply Dijkstra’s method to all arcs, as above; since

we know that there exists a proper minimum cost cycle containing an arc (i, j) with

xij = 0, we only need to consider those arcs. These two changes allow us to reduce

the amount of computation required by a noticeable factor.

6 Numerical results

In order to test the performance of the algorithm developed for the biobjective

transportation problem, a number of instances of the biobjective transportation

problem were randomly generated. Certain parameters of the problem were varied
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across the instances: the number of supply nodes m, the number of demand nodes

n (which was kept the same as m in these instances), the total flow
∑

i∈Vd
bi, and

the maximum arc cost cmax.

For each set of parameters, 10 instances of the biobjective transportation problem

were generated. Table 1 shows the minimum, average, and maximum CPU time

taken in seconds to solve these instances for each set of parameters with the original

biobjective integer minimum cost flow algorithm (bflow) and with the biobjective

transportation algorithm (btp). The final column shows the decrease in the time

taken to solve each instance, calculated as 1− btp mean
bflow mean

. These results were obtained

on a 1.67GHz PowerPC G4 with 1GB of RAM.

Table 1: Numerical results of biobjective transportation problem instances

Instance m
∑

i∈Vd
bi cmax

bflow btp
speedup

min mean max min mean max

1 10 100 100 0.92 3.91 22.95 0.32 1.87 12.39 52.2%

2 15 100 100 8.39 18.04 44.34 2.02 4.80 11.94 73.4%

3 20 100 100 23.23 45.30 87.43 4.96 10.84 20.49 76.1%

4 25 100 100 66.80 104.67 160.69 17.14 23.66 35.16 77.4%
5 10 100 150 1.44 4.42 8.78 0.36 1.08 2.27 75.6%

6 15 100 150 10.91 16.93 25.15 2.45 3.55 6.46 79.0%

7 20 100 150 20.08 50.14 87.48 3.61 8.54 11.34 83.0%

8 25 100 150 67.75 133.69 211.60 11.75 23.54 33.01 82.4%

9 10 150 100 1.13 3.29 4.55 0.47 1.35 2.21 59.1%

10 15 150 100 8.54 26.43 58.47 3.10 7.77 20.84 70.6%

11 20 150 100 35.37 81.00 199.76 9.76 19.07 41.71 76.5%
12 25 150 100 109.72 185.77 276.93 30.28 48.37 68.61 74.0%

As these results show, the optimizations made to the algorithm for the biobjective

transportation problem provides a significant speed increase over the algorithm for

the biobjective integer minimum cost flow problem. Depending on the size and

parameters of the problem, the speed increase ranges from 52% to 83%; the average

speedup across all problem instances is 73%.

It is clear from Table 1 that several factors affect the amount of time taken to

find all non-dominated solutions. Most obvious is the number of supply or demand

nodes, e.g. comparing instances 1 and 4: as the number of combined supply and

demand nodes increases from 20 to 50 with all other parameters held constant, the

average amount of time to find all non-dominated solutions with the biobjective

transportation algorithm increases from 1.87 seconds to 23.66 seconds, a 13-fold

increase.

Increasing the amount of flow in the system also increases the amount of time to

find all non-dominated solutions: while the only difference between instances 3 and

11 is that instance 11 has 50% more flow, the average time taken to find all non-

dominated solutions to instance 11 is 76% more than the average time taken to find

all non-dominated solutions to instance 3 when using the biobjective transportation

algorithm.

Comparing the results of solving instances 1–4 and 5–8 shows that increasing

the maximum arc cost does not appear to significantly increase the amount of time

required to find all non-dominated points when using either the biobjective integer

minimum cost network flow algorithm or the biobjective transportation algorithm.
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7 Conclusions and Future Work

The algorithm presented in this report finds all non-dominated solutions to the biob-

jective transportation problem, and when implemented provides a significant speed

increase over the more general algorithm for the biobjective integer minimum cost

flow problem while also maintaining the formulation of the partitioned problems.

The algorithm achieves this speed increase by only considering partitions on a lim-

ited number of arcs in phase 2, and by making several other improvements in the

implementation of the method for finding proper minimum cost cycles.

The most promising area of expansion for this algorithm relates to the ranking

method used in Phase 2 of the algorithm, presented in Section 4.2. (Pedersen 2006)

presents a review of the current literature in this area and discusses several methods

for ranking solutions to a multiobjective network flow problem, many of which could

be adapted to ranking solutions to the biobjective transportation problem. He also

presents a method of ranking solutions to single objective transportation problems,

which bears similarity to the method used in this project.

(Lawler 1972) presents a method for ranking solutions to a discrete optimization

problem by partitioning the search space into n2 partitions at each step, where the

optimization problem is in n variables; this method is directly applicable to ranking

solutions to the assignment problem, and so has potential to be extended to ranking

solutions to the transportation problem.
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Abstract 
This paper describes a multi-framing approach to the decision problem of choosing 

between options for elder care. Goldratt’s Theory of Constraints, and in particular, the Pre-
requisite Tree (PRT) is used alongside Multi-Criteria Decision Analysis (MCDA) using 
Belton’s VISA software to determine the best alternative to meet the objective of Mary (the 
elderly person) being “happy and healthy in the future”. 

Mary currently lives alone and her physical and emotional/social health are of concern 
to her children. Building the PRT highlighted many obstacles, for example, Mary’s desire 
for social interaction with peers, and her trouble hearing in group situations. The obstacles 
formed the basis of an MCDA value tree to illustrate the evaluative criteria. Five 
alternatives were identified, ranging from the status quo to a retirement village, which were 
evaluated using these criteria. 

The various alternatives were analysed for their strengths and weaknesses and overall 
performance before a recommendation was made for the family to consider further. The 
limitations of any methodology must always be considered and the paper also discusses the 
strengths and weaknesses of the two methodologies and how their comparative strengths 
are used to advantage in this multi-framing exercise. 

 

1 Introduction to the Problem/Situation 

Mary Simpson never seriously considered being widowed. She was in her 80s, had 
experienced significant health problems, and was four years older than her fit husband. 
When suddenly widowed Mary stayed in her small rural community and continued to 
derive great pleasure from her large garden. However after four years she accepted it was 
time to leave her friends and move to Lower Hutt to be closer to medical facilities, and near 
two of her daughters.  

Mary settled in reasonably quickly to her new home and surroundings. She enjoys 
seeing her daughters and their families on the weekend. However, her daughters are 
concerned about her spending most of the week days on her own while they are at work.  
Her digestive health problem, hearing loss, and lack of transport, however, contribute to her 
ambivalence about joining groups to meet new people. 

It is time for Mary and her family to decide the best course of action to improve and 
maintain her physical and emotional wellbeing. This case study will apply methodologies 
from Goldratt’s Theory of Constraints (TOC) thinking processes, and Multi-Criteria 
Decision Analysis to the complex and multi-faceted problem faced by the Simpson family. 
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2 The Theory of Constraints and the Prerequisite Tree 

The TOC first emerged in 1979 as a production software tool (Watson, Blackstone & 
Gardiner, 2006). Since then the TOC management philosophy has endured numerous 
adaptations, revisions and expansions to reach its 21st century definition as a “multi-faceted 
systems methodology [which can] assist people and organisations to think about problems, 
develop breakthrough solutions and implement those solutions successfully” (Mabin & 
Balderstone, 2003) 

To organise the growing collection of TOC tools, Cox & Spencer (1998) devised three 
categories: operations strategy tools, performance measurement systems, and thinking 
process (TP) tools.  

2.1 The Prerequisite Tree 

The prerequisite tree (PRT) is a TP tool that leads us to identify and address potential 
obstacles that could compromise our goals (Scheinkopf, 1999). It forces the problem-solver 
to not only clearly identify a goal, but to identify and confront the complicated reality of 
achieving the goal. The first element of the PRT describes the objective, situated at the top 
of the tree shown in Figure 1. The Simpson family’s objective was For Mary to remain 
happy and healthy in the future’’. 

Using Dettmer’s (2007) version of the PRT method, the next element of the PRT 
highlights the intermediate objectives (illustrated by rectangles). These are necessary steps 
in achieving the main objective. The four intermediate objectives were that: “Mary 
maintains her independence”, “Mary spends enjoyable time with others”, “Mary is 
physically healthy in the future”, and “Mary’s daughters are happy about Mary’s future”. 
Intermediate objectives can contribute to reaching the main objective or overcoming 
potential obstacles (Dettmer, 2007). Obstacles include any events, conditions, or beliefs 
inhibiting Mary and her family from achieving their goal.  

The PRT uses necessary condition logic. This is when requirements may not be 
sufficient in themselves to result in the desired outcome, but their existence is seen as 
necessary for it (Patrick, 2007). Looking at the bottom left of the tree, the obstacle “Mary 
doesn’t have a car to transport herself to social events” is overcome by the intermediate 
objective “A ride is arranged for Mary”. Necessary condition logic dictates that the PRT is 
read, “In order for Mary to spend enjoyable time with her peers…carpooling must be 
arranged for Mary because Mary doesn’t have her own car to transport herself to social 
events”. 

Most obstacles are easily overcome, for example, “Mary’s has a history of heart 
disease” is overcome by the intermediate objective “Mary takes her medication every day”. 
However, some intermediate objectives, while they are the best option to solve the obstacle 
at hand, may result in additional obstacles to overcome. This is usually when the obstacle is 
not physical, but about personal beliefs. For example, “Mary doesn’t have her own car to 
transport herself to social events” is overcome by “arranging a ride for Mary”. However, 
this action also necessitates that “other activities are identified for Mary to do on her own” 
because “Mary doesn’t like to impinge on others”. Some obstacles require additional 
research and analysis, and can become a PRT in themselves. The obstacle “it is not known 
what care alternatives are available for Mary” was explored using Multi-Criteria Decision 
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Analysis to implement the intermediate objective “different care options for Mary are 
researched”. 

 
 
 

3 Multi-Criteria Decision Analysis 

Multiple-criteria decision analysis (MCDA) is often used “in circumstances which 
necessitate the consideration of different courses of action which cannot be evaluated by 
measurement on a simple, single dimension” (Belton, 1990). The decision problem is 
usually complex because one alternative will perform very well on attribute A and less so 
on attribute B. Likewise, other alternatives will perform well on attribute B but not on 
attribute A. 

Belton’s Visual Interactive Sensitivity Analysis (VISA) software will be used to 
evaluate the proposed alternatives for Mary. The first step is to identify the appropriate 
evaluative criteria and arrange them into a logical hierarchy (the Value Tree). This 
conceptualises the criteria by separating the criteria into high-level criteria, (or parent 
criteria), which are composed of greater layers of detail, or children criteria (Belton & 
Vickers, 1990; Davies and Mabin, 2000). 

3.1 Evaluative Criteria 

Using the obstacles and intermediate objectives identified in the PRT as a guide, the 
following evaluative criteria and value tree have been formed. The three high level criteria: 
‘Location’, ‘Wellbeing’, and ‘Cost’, which were considered to be important for assessing 
the overall satisfaction of Mary’s future, are comprised of additional ‘children’ criteria. 

1. The pre-requisite tree. 
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3. Value tree 

 
Parent 
Criterion 

Child Criterion Rationale 

Location Proximity to GP Mary needs regular checkups and medication. 

 Proximity to Hospital If Mary has a serious accident or illness 

 Proximity to Family Enables Mary to feel safe in her neighbourhood and benefit from 

social activities and practical help 

 Proximity to Public 

Transport 

Allows Mary to maintain her independence, attend to her personal 

shopping, and enjoy being amongst others. Mary self-esteem is 

boosted when she can run these errands on her own. 

Physical Health Exercise Mary needs to maintain her mobility and circulation which 

reduces her aches and pains. 

 Diet Due to her episodic digestive problems, it is essential Mary eats 

balanced and nutritious foods and maintains her weight.  

Emotional / 

Mental Health 

Interaction with 

Others 

Social interaction improves Mary’s wellbeing and her outlook on 

life. 

 Range of Activities Mary feels happy when she is busy with recreational projects. 

Cost  Even though Mary receives superannuation she would need to use 

some of her savings to cover the cost of some of the proposed 

alternatives.  

2. Evaluative criteria 
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3.2 Choosing Between Alternatives 

Using the criteria as a guide, the Simpson family has identified five alternatives for Mary; 
‘Status Quo’, ‘Live With Daughter’, ‘Meals on Wheels’, ‘In-home Help’, and ‘Retirement 
Village’. 

Scores for each alternative are derived by calculating a score for each attribute within 
each alternative and weighting each attribute to incorporate its relative importance. Scores 
for each alternative for Mary are illustrated in Table 4. 

Belton (1990) explains the difference between local scales and global scales. A local 
scale “is defined by the set of alternatives under consideration, [whereas], a global scale is 
defined by reference to the wider set of possibilities”. For example, to calculate the score 
for Cost when Mary is living with her daughter, a score of 90 has been chosen. This case 
study adopts a global scale as Cost could be higher (i.e. 100) given another unexplored 
alternative. If a local scale was used, Cost would be calculated at 100 for when Mary lives 
with her daughter, and 0 for Retirement Village as this is the most expensive option. 
However, as this case study uses a global scale, Retirement Village has been scored 20. 

 

 Proximity 
to GP 

Proximity 
to 
Hospital 

Proximity 
to Family 

Proximity 
to Public 
Transport 

Exercise Diet Interaction 
with 
Others 

Range of 
Activities 

Cost 

Status Quo 70 60 90 90 70 30 20 30 80 

Live With 

Daughter 

70 60 100 70 70 100 50 40 90 

Meals on 

Wheels 

70 60 90 90 70 50 30 30 60 

In-home 

Help 

70 60 90 90 80 60 50 50 40 

Retirement 

Village 

100 100 40 90 70 80 100 100 20 

4. Scores for each alternative across each criterion. 
 
Proximity to GP - As none of ‘Status Quo’, ‘Meals on Wheels’ or ‘In-home Help’ 

require Mary to move house and Mary’s daughter lives nearby they have all scored the 
same. Retirement Village scored higher as there would be a GP onsite. 

Proximity to Hospital – Scores are lower than Proximity to GP as Mary lives closer to 
her GP than to the nearest hospital. 

Proximity to Family - Mary’s family would need to travel further to visit her at a 
Retirement Village. The current proximity of Mary’s to her daughter scores highly while 
living with her daughter would score the maximum on this criterion. 

Proximity to Public transport - Mary lives near bus stop, and her daughter lives only 
100m further away. A Retirement Village would operate its own shuttle service. 

Exercise - Mary’s main form of exercise is gardening which she could continue if she 
lived with her daughter. An in-home helper could go for walks with Mary around the 
neighbourhood, while at the Retirement Village Mary could play bowls or croquet 
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Diet - Mary prepares her own meals, although she doesn’t enjoy cooking for one and 
eating alone. She has been gradually losing weight which concerns her family. Meals on 
Wheels and In-home help might motivate Mary to eat a greater amount of healthy foods, 
while eating with others at a Retirement Village or with her daughter would further 
encourage Mary to finish her meals. 

Interaction with Others - Mary’s current interaction with others is limited. In-home help 
would provide increased interaction during the day while living with her daughter would 
make evenings and weekends more social. A Retirement Village would provide opportunity 
for the most interaction. 

Range of Activities - Meals on Wheels would not directly affect Mary’s range of 
activities whereas an in-home helper might expand Mary’s activities, especially if she could 
drive her to craft activities. A Retirement Village would provide the greatest range of 
activities for Mary. 

Cost - Retirement Village would incur the greatest financial outlay, while Living with 
her daughter would have the lowest cost as the Status Quo food and utility costs would be 
lower. 

3.4 Weighting the Criteria 

To make an informed decision, the values for the different attributes need to be combined 
to gain an understanding of the overall benefits each alternative offers. The appropriate 
weighting method is called ‘Swing Weights’ which allows the decision maker to compare a 
change (from the least favoured value to the most favoured value) on one criterion to a 
similar change on another criterion (Goodwin & Wright, 1998). Swing Weights ensure a 
truer reflection of the relative weights compared to an intuitive approach to setting weights. 

3.5 Assessing Overall Performance 

The Thermometer of Overall Scores - Overall performance of each alternative is 
obtained by multiplying the individual score for each criterion by the weight given to it and 
summing these. VISA is therefore an example of a linear additive model (Davies and 
Mabin, 2000). This is shown in Figure 5 on The Thermometer of Overall Scores which 
highlights that the best option for Mary with a score of 78 is to live with her daughter. This 
option has scored significantly higher than ‘Status Quo’ which is the next best alternative. 
‘Status Quo’, however, is not largely preferred over the remaining alternatives. 

Profiles for Sub-criteria - Figure 6 illustrates the strengths and weaknesses of each 
alternative. Location yields very similar scores across all the alternatives while the changes 
in cost are much more varied. No one alternative scores better than any other across more 
than one criterion. To validate the decision to move Mary in with her daughter, VISA’s 
other analysis charts have been utilised. 

3.6 Assessing Relative Performance – Trade-off Analysis 

Assessing the relative performance of alternatives allows the decision-maker to identify 
strengths and weaknesses. However, one of the key tradeoffs, between cost and benefits, is 
made easier using the following Value Tree where ‘Location’ and ‘Wellbeing’ have been 
grouped together to form the ‘Benefits’ criterion, separated from Cost. 
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7. Revised Value Tree with costs & benefits. 

Cost / Benefit Analysis - Figure 8 illustrates the cost and benefit scores for each 
alternative. As a low financial outlay scored highly for ‘Cost’, the preferential position on 
the chart is the top right hand corner. ‘Live with Daughter’ appears the most preferred 
alternative as it performs well on both cost, and benefits. The dashed line shows ‘Live with 
Daughter’ dominates ‘In-home help’, ‘Meals on Wheels’ and ‘Status Quo’. This is because 
‘Live with Daughter’ is positioned North-East of the other alternatives. The dashed line is 
known as the Efficient Frontier and is obtained by connecting the outside points on the 
chart. 

Benefit / Benefit Analysis - The same style of trade-off analysis can be used to evaluate 
‘Location’ versus Wellbeing’. If cost was not a concern for the Simpson family, moving 
Mary into a ‘Retirement Village’ would be the most preferred alternative. This is shown in 
Figure 9 where ‘Retirement Village’ is the most North-East alternative. 

3.7 Assessing Relative Performance - Sensitivity Analysis 

Sensitivity analysis also measures relative performance, in particular, it is used to “examine 
how robust the choice of an alternative is to changes in the figures used in the analysis” 
(Goodwin and Wright, 1998). Figure 10 illustrates the alternatives that are most/least 
favoured given changes to the weight placed on ‘Cost’ versus ‘Location’ and ‘Wellbeing’ 
as they impact on ‘Overall’. 

The current weight for ‘Cost’ is 0.25 (the weight for ‘Location’ is 0.33 and ‘Wellbeing’ 
is 0.42). This is illustrated by the dashed line. If greater importance was placed on ‘Cost’ 
the dashed line would move right. The gradients and direction of the lines indicate that an 
increase in the weight placed on ‘Cost’ would result in ‘Live with Daughter’ becoming 
even more strongly the preferred alternative.  However, if ‘Cost’ was not considered, the 
dashed line would become the vertical axis and ‘Retirement Village’ would be the best 
option. Live with Daughter is preferred as along as the weight on Cost exceeds ....
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5. Assessing overall performance: The thermometer and the bar chart. 
6. Comparison of sub-criteria. 
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4 Conclusion and Reflection 

This case study applied a multi-framing approach to the Simpson family’s decision about 
future care for Mary. Belton (1990) suggests that when a problem cannot be evaluated on a 
single dimension, MCDA is a suitable decision-making tool. Furthermore, Garvin and 
Roberto (2001) state that “decision making is arguably the most important job of the senior 
executive and one of the easiest to get wrong”. This is equally true for family decisions, and 
is why the Simpson family has not rushed into sudden changes for Mary. 

Goldratt’s PRT was used to gain a preliminary overview of the steps needed to reach the 
goal that “Mary is happy and healthy in the future”. Many obstacles were identified and 
actions were proposed to overcome these. For example, “Mary doesn’t have her own car to 
transport herself to social events” is overcome by “arranging a ride for Mary”. However, 
this also requires that “other activities are identified for Mary to do on her own” because 
“Mary doesn’t like to impinge on others”. This process of constructing the PRT assisted in 
identifying evaluative criteria for the MCDA. More importantly, it provided grounding for 
the criteria that would assist in mediating any tensions between family members about the 
choice of care for Mary. While the PRT is a valuable tool in theory, it does not ensure 
implementation. It is for this reason that Dettmer (2007) highlights the importance of 
recognising the status quo. With elderly people in particular, it can be easier to leave some 
obstacles unchallenged. For example, Mary’s digestive problems are worse when she is 
tired, however, she does not always rest in the afternoon. 

MCDA was used to evaluate different care options identified for Mary; ‘Status Quo’, 
‘Live with Daughter’, ‘Meals on Wheels’, ‘In-home Help’ and ‘Retirement Village’. For 
the Simpson family, the greatest benefit of the analysis was the ability to capture and 
consider complex interactions in a systematic and holistic manner. MCDA also highlighted 
the multitude of criteria that could be included, for example, the physical attributes of the 
house (grass/stairs), the impact of privacy, dignity, and independence on emotional health, 
although these were not included in the above analysis. Likewise, the evaluated alternatives 
are not an exhaustive set. It may be most suitable for Mary to have only meals with her 
daughter, or perhaps her daughters could take turns working four days a week and take 
Mary to social events on the other day. The analysis revealed that Mary should move in 
with her daughter, however, this needs to be re-evaluated in light of the additional criteria 
identified during the analysis.  

Dyer et al. (1991) posit that MCDA “assumes that a decision maker is to choose among 
a set of alternatives whose objective function values or attributes are known with certainty”. 
For Mary, attributes are not known with certainty (such as her health) and the importance of 
other criteria can change weekly. While the insights gained from MCDA are valuable to the 
Simpson family, Goldratt’s five focusing steps which identify and improve the weakest link 
in a system (Gupta, Boyd and Sussman, 2004) may be a more suitable, slower-paced, 
decision-making tool. For example, Mary’s weakest link is her diet. Once this improves, 
the weakest link may be her interaction with others, and so on, in a continuous 
improvement fashion. The greatest benefit, however, in this exercise came from the use of 
not one, but two decision-making tools which surfaced important aspects of Mary’s 
situation that the family may not have otherwise considered. 
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Abstract

This project considers the order picking process in warehouses. Order picking
is the process of walking or driving around a warehouse to manually pick products
to satisfy a customer’s order.

The project has two stages. The first stage involved creating an algorithm to
calculate the optimal pick route for an order. The pick route for an order is the
path taken through the warehouse to collect all the items for that order. Given
these pick routes, the goal was to create another algorithm to schedule orders to
minimise the average congestion throughout the warehouse. The second stage of the
project involved additions to the current scheduling algorithm to create a simulator
that can simulate the effects of instituting a new pick policy. The goal of the new
pick policy was to reduce the fluctuations in the number of order pickers required
throughout the week, while minimising the possiblity of delays.

The results showed that by introducing this picking policy the warehouse could
reduce the fluctuations in the number of order pickers, as well as significantly reduc-
ing the chances of delays in the system. The new pick policy would be an effective
strategy, and it is worthwhile to perform a complete feasibility analysis.

1 Introduction

The globalisation of the economy is causing the function of warehouses to rapidly
change. Warehouses are becoming substantially larger as many manufacturers are
beginning to outsource their warehousing operations entirely (De-Luc, 2005). These
larger ’specialist’ warehouses are able to operate with far greater efficiency than the
individual manufacturer could achieve. Also, with the introduction of e-commerce
and its subsequent success there are an increasing number of ’small’ orders (orders
that contain a few individual items) that these warehouses receive. These changes
mean that the importance of efficiency in the process of storage, retrieval, and
delivery of these orders is increasing rapidly.
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1.1 A Typical Warehouse and the Order Picking Process

The typical warehouse refers to an industrial warehouse. These are used as storage
facilities between the producer of the goods and the customers, which might include
stores and supermarkets who on sell the goods.

The warehouse receives orders from these customers, the warehouse then col-
lects the appropriate items and transports them to the customer. An order will
contain one or more pallets, these may be whole pallets of a single item or sev-
eral different items on one pallet. If an order contains a whole pallet of a single
product the warehouse has automated machinery that can pick this pallet, without
human involvement. However, if the pallet contains several different products, or
is a partial pallet of a single product a person must travel through the warehouse
and manually pick these items. This is known as the order picking process.

At either end of each aisle there is an automatic wrapping machine. Pickers
pick all the items for a pallet then the pallet is wrapped. Generally at warehouses,
pallets are wrapped in a plastic wrap using these automatic wrapping machine.
Having wrapped the pallet the order picker will place the pallet on the marshalling
lane. Marshalling lanes are tracks, where an order picker can place a picked pallet
to be loaded onto a delivery truck. The route the order picker travels during this
process is known as the pick route.

1.2 Context and motivation

The order picking process is a complicated, time consuming and costly process. The
warehouse’s logistics team is in charge of making sure that this process is carried
out efficiently and effectively. Each day the logistics staff needs to evaluate several
parameters for the process. These include the number of order pickers needed that
day, which orders these order pickers should pick, and which route the picker should
take around the warehouse to collect all the items, in these orders.

If there are not enough order pickers at the warehouse, the warehouse will be
unable to process all the orders before their respective due date. This causes delays
in the system, which will have a cost associated to it. If the orders are not effectively
assigned to pickers the warehouse may experience delays, even though the number of
order pickers was determined correctly. Also, if routes are not effectively determined
then the warehouse will end up using more staff than it actually requires, as order
pickers will be travelling a larger distance than is necessary.

Apart from the capital expenditure required the cost associated with order pick-
ing is the largest operating cost for many warehouses. These costs can account for
up to 55% of the total operating costs (Tompkins et al, 2003). Therefore, creating a
method for evaluating more efficient schedules and picking routes has the potential
to substantially reduce costs for the warehouse.

The company whose data was used to model the order picking process was
a large snack food company with several warehousing operations in the United
Kingdom. In this paper this company will be referred to as, the Company.
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1.3 Project Aim

Though we used the Company as a model, the aim was to create an algorithm that
was robust, and applicable to many different warehousing operations.

This project has been completed in two stages. The first stage of the project
has an aim that is three fold. Firstly, each pallet was assigned a pick route. This
pick route represents the path for a picker to travel through the warehouse and
collect all the items to satisfy the customer’s order. Secondly, the position of a
picker is calculated at discrete time steps through the process of picking a pallet.
This information is used to analyse the congestion in the warehouse. Finally, an
algorithm schedules the pallets to minimise the average congestion throughout the
warehouse.

The second stage of the project focuses on using the algorithms that are designed
and implemented in the first stage, to build an accurate simulator. The simulator
is designed to analyse the effects of adopting a new pick policy.

2 First Stage Formulation

2.1 Objectives

The efficiency of the order picking process depends on several factors; the layout
of the warehouse, the storage systems, the control mechanisms and the handling
time.

The handling time can be defined as the time between when the order picker
gets the empty pallet to the time they put the fully picked and wrapped pallet into
the appropriate marshalling lane to be loaded onto the truck.

The first stage of the project involved creating an algorithm that could be used
to evaluate the most efficient operating plan for a particular day. This approach
focused on reducing the total handling time. For the scope of this project handling
time was the point of interest as the other factors can be assumed to be constant.

There are three different activities which combine to produce an estimate for the
total handling time for an individual pallet. These are the travel time, the pick time
and the wrapping time. Travel time is the time a picker spends walking or driving
from one item to the next. The pick time is the time for a picker to pick up a single
item from the customer’s order and place it onto the pallet. The wrapping time
is the time the picker spends putting the picked pallet on an automatic wrapping
machine, waiting for the pallet to be wrapped, and removing it from the automatic
wrapping machine. Because wrapping time is constant, the two objectives for the
first stage problem are; minimise the distance travelled by pickers, and minimise
the average congestion in the warehouse.

2.2 Constraints

In the pick route algorithm the physical constraints ensure that when performing
the distance calculations between two items or an item and a marshalling lane, the
algorithm calculates the distance between the two locations, taking into account
the physical obstructions.
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The next constraint discussed is the one governing the order with which an
order picker is required to collect items. The company refers to this constraint as
a pallet build constraint. This is relevant due to the diversity of products being
stored and processed by an individual warehouse.

Because of the diversity of products, different products are stored in different
areas based on their weight and fragility. This means there is a fixed order with
which the order pickers must travel between the different blocks in the warehouse.

2.3 Parameters

The pick route algorithm requires the use of several parameters that have been
estimated in order to give a complete model. These parameters include the travel
speed of the order picker, the pick time each picker requires to get an item from
the shelf and place it on the pallet, and the wrapping time each pallet requires. All
of these parameters are estimated under the assumption of zero congestion.

To get the estimations for travel speed, pick time and wrapping time, raw data
was taken from the spreadsheet that was supplied by the Company. The raw data
provided a value for the actual handling time the pallet took to get picked under
the company’s current schedule, it also provided a value for the number of items on
each pallet. Using the pick route from the algorithm as an approximation for travel
distance, a approximation for handling time could be produced. By adjusting the
three variables to minimise the difference between the actual handling time and the
approximated handling time, these three variables could be estimated accurately.

This linear program was solved using twenty five different sample pallets to
maintain the accuracy of the parameter estimation. The sample orders that were
used were pallets where there was not much congestion, in order to minimise the
error caused by assuming there was no congestion. The results from solving this
linear program gave an approximate travel speed of 1.1ms−1, a pick time of 2.5
seconds per item, and a wrapping time of 305 seconds per pallet.

3 First Stage Implementation

3.1 Pick Route Problem

To find the best pick route, the order picking process for each pallet is modelled
as a travelling salesperson probem(TSP). The standard TSP consists of finding
the shortest path that passes through a set of points and returns to the origin
(MacGregor, 2000). The pick route problem is a slight variation on the standard
TSP, as it uses different nodes for the start and the finish of the route.

The first constraint that was implemented, was the physical constraints that
ensure the order picker is not directed to ignore the physical obstructions. To
guarantee that the pickers remained within the aisles, the algorithm uses a set of
dummy nodes. These dummy nodes are located in the middle of the aisle at either
end. There are two dummy nodes for each of the aisle pairs where there was not a
crane located. These ensure distances are calculated feasibly.
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This TSP, can be solved in several different ways, complete enumeration and
the Nearest Neighbour heuristic are two methods used. Because of the pallet build
constraint on the problem, the constraint requiring each block be visited in a specific
order, the algorithm separates the TSP into as many as three smaller TSP’s. The
algorithm would solve a smaller TSP for each of the blocks that the picker visits.

The algorithm solves the TSP for each block and stores the path and path
distance it then evaluates the optimal combination of paths and stores the path as
the pick route for the particular pallet.

The problem shows a lot more structure than a standard TSP. The structure
of the problem arises from the fact that all the items in the TSP are located in
blocks, which are arranged into aisles. Because of the structure in the problem
there were some quite good heuristics available that could be implemented to solve
the problem. The best general heuristic according to the literature is the Combined
Plus heuristic (Roodbergen, 2001).

For this reasons, the algorithm used is similar to the Combined Plus heuristic.
There are however several key differences between my algorithm and the Combined
Plus heuristic. The differences include a modifications to ensure the algorithm
gives an optimal solution on smaller problems, this was a weakness identified in the
Combined Plus heuristic.

3.2 Congestion

The measure of congestion is the number of pickers in a certain area at any one
particular time. To get a measurement of this the warehouse is divided into different
zones. This allows us to measure the exact number of pickers in a zone at any one
time.

To get an accurate measurement, before even looking at the congestion, the
algorithm evaluates which zone the order picker will be in at different times during
the process of picking the pallet. To measure this the algorithm uses discrete time
steps, and measures where the order picker would be at the end of each of these
time steps.

The time steps needed to be sufficiently small that the order picker will not
pass through any of the zones without registering as being through that zone. In
the implementation of the algorithm 5 seconds was used, as the exact number was
rounded down to the nearest integer.

3.3 Scheduling

The evening before an order is due all the pallets in that order are assigned to
a particular marshalling lane to go on a particular truck. This is called ’routing’
an order. The current policy for scheduling is that an available picker should pick
the available pallet, where an available pallet is one that has been ’routed’, that is
closest to its due time.

This algorithm will schedule an available picker to pick the available pallet, that
causes the least amount of congestion. The algorithm will schedule a pallet to be
picked if it is approaching its due time, even if it will cause congestion. This is to
ensure that the algorithm still minimizes the number of delays.
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The algorithm measures how close an order is to becoming due using a variable
called, slack time. Slack time at a specific point measures how early a job would be
if the order pickers were to start picking all the pallets in the order, not yet picked,
at that specific instant in time.

4 First Stage Results and Conclusions

4.1 Pick Route Results

The pick route algorithm can accurately direct a picker, through the warehouse to
collect the items in a pallet. An important result from the algorithm is that it di-
rects the picker feasibly, where feasibility was governed by the constraints discussed
earlier.

4.2 Scheduling with Congestion

This algorithm can differentiate between pallets when deciding which pallets should
be picked next. This algorithm could be used to accurately measure the congestion
in a warehouse at any specific point in time.

When implementing this algorithm a constant factor was built in. This constant
weighs congestion against the slack time when scheduling the next pallet. Where
slack time is a measure of the amount of time before an order is due. This allows
the effects of congestion to be weighted depending on the importance that it is
given by a specific warehouse.

4.3 First Phase Conclusions

The goal of the first phase of this project was to create a robust algorithm that
can be used to improve the efficiency of a warehouse’s order picking process. The
algorithm produced gives an accurate approximation of the pick route, given the
appropriate constraints, and can effectively anticipate congestion. The algorithm
then schedules the orders to reduce the congestion.

These results, were submitted to the Company to verify the accuracy with the
operational experts at the warehouse. The Operations Manager on the warehouse
floor believed that there are significant problems associated with analysing the
congestion. The Operation Manager’s belief was that it would be impossible to
accurately model congestion. The manager held this belief because the order pickers
did not always follow the specified directions when collecting a pallet. An order
picker would sometimes stop in the middle of collecting a pallet, for example, to
talk with another picker. These small distruptions to the schedule would mean the
pickers would not always be at the intended location.

There is however, another problem associated to the order picking process. The
problem is based around the fluctuations in the level of activity from day-to-day.
This problem could be addressed by the adoption of the pick-before-route policy.
The problem was that the costs associated with instituting this policy are reason-
ably large. The Company would be required to install several new systems including
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a system to control the new storage area. The Company had not instituted this
policy because of uncertainty about the benefits of introducing this policy.

Therefore, the second phase of the project was to build an accurate simulator
that could model the adoption of a pick-before-route policy, and test for significant
gains to justify the investment.

5 Pick-before-Route Problem

5.1 Objectives

For many warehouses there is a significant difference in the level of activity required
from the order pickers on a busy day and a less busy day (Vis, 2004). The intent
of the pick-before-route policy is to reduce the fluctuations in activity between the
less busy days and the busier days.

To fix this problem the Company is looking at scheduling the order pickers to
pick some of the orders due on the busier days on the less busy days and store
them in a temporary storage area. This will mean there is less risk of delays on the
busier days. The reason the orders are required to be stored in a temporary storage
area is because, as discussed earlier in the paper, orders are not ’routed’ until the
evening before they are due.

The objective for the simulation is to minimise the number of order pickers
working at the warehouse, while maintaining a low probability of the warehouse
experiencing delays.

5.2 Parameters

An important parameter that needed to be estimated for the simulation was the
time taken to locate an item in the storage area. For this figure the raw data could
not be used, so an educated estimate from the Operations Manager at the Company
has been used. The Operations Manager is on the warehouse floor day to day so
this figure can be assumed to be accurate. The figure used in the simulation is five
minutes.

Storing these pallets in a temporary storage area is effectively adding waste
to the order picking process. This amount of waste will be constant per pallet.
Therefore, to be efficient for a pallet to be picked-before-route, the pallet must be
of a certain size so that the efficiency gains from avoiding possible delays are greater
than the inefficiencies associated with the pick-before-route process.

For the simulation it was therefore necessary to quantify this threshold value,
defining how many different order items there must be in a pallet before it becomes
efficient to apply the pick-before-route policy. Information from the Company sug-
gested that the total handling time for a ’fiddly’ pallet was approximately 30-40
minutes. Therefore, if an order had more than 10 different order items it would be
classed as ’fiddly’.
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5.3 Variables

The number of order pickers working under the current pick policy are 30 and 20
on busy days and less busy days respectively. The number of order pickers will be a
variable between simulations and the effects of changing the number of pickers will
be analysed. The simulation will establish the minimum number of order pickers
required to satisfy all the customer orders without delays.

6 Implementation of the Simulator

6.1 Scheduling

The scheduling algorithm selects the ’best’ pallet to pick when a picker becomes
available. The ’best’ pallet to do next was dependent on a number of factors,
including the due date of a particular order, as well as the number of other jobs
to do in the near future. The idea of this algorithm is to do all the jobs that are
due immediately on a less busy day, and if there is an order picker that is free then
they can do some pick-before-route pallets.

If the number of jobs due in the near future is above a certain threshold point
then the algorithm will decide that all pickers should work on today’s orders. To
quantify the term ’near’ the pick time was approximated for a longer order as being
about 1.5 hours. The algorithm gives a safety factor of two for the slack time,
therefore the time an order should be started is:

3× 1.5hours = 4.5hours

For the purposes of my algorithm ’near’ is defined as within five hours. The thresh-
old point can be approximated by calculating the known number of items that can
be picked in the ’near’ future. The number of items that can be picked per hour is
approximately 1600, therefore:

Items picked in ′near′ future = 5× 1600

= 8000

The number of items in a large order is approximately 400, and applying a safety
factor of two gives:

Threshold point =
1

2

8000

400
= 10 orders

Therefore, if the number of orders due in the next five hours is below 10, then the
algorithm will assign some free pickers to do pick-before-route pallets.

To measure the urgency of a particular job, the simulator uses the slack time.
If the value for slack time drops below a certain value then that order becomes
an ’urgent’ job and is completed as soon as possible. If there are very few low
slack times then the algorithm will decide that it is an appropriate time to do
some pick-before-route pallets, when a free order picker is available. The best pick-
before-route pallet is determined by how ’fiddly’ the pallet is. In this algorithm the
definition of ’fiddly’ is the pallet that has the largest number of different items.
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Because the process of collecting a pick-before-route pallet adds inefficiencies
to the order picking process, the number of different items in the pallet must be
of at least a certain amount. This is because the inefficiencies from using pick-
before-route policy are outweighed by the efficiency gains from lowering the chance
of delays.

7 Results and Conclusions from Simulation

The aim of this simulator was to analyse the effects of instituting a new pick-before-
route policy, and test if it would be worthwhile investigating the policy’s potential
further. The Company was interested in determining the minimum number of order
pickers required, and whether this policy could reduce the chance of delays.

The adoption of the policy would mean that the Company would be using the
available operating hours more efficiently. The results from the simulation suggest
the Company could operate with 22 order pickers working throughout the week.
This is an improvement from the current schedule where the Company fluctuates
between 20 and 30 order pickers depending on the level of activity.

Operating under this new pick policy would lower the probability of delays
caused by the order picking process. This will result in a reduction in costs for the
Company. If there is less risk of experiencing delays the Company will not face the
costs of potential loss of business due to delays or other possible financial penalties
they may face for having delays.

To conclude, the simulation shows that instituting the pick-before-route policy
will acheive its goals of improving the efficiency of the order picking process. Before
the Company adopts this new pick policy they would need to conduct a more
complete feasibility analysis, but the results show that this would be a worthwhile
line of investigation.

8 Future Work

8.1 Improvements on Current Functions

Though this simulator showed there were significant gains from implementing this
new policy, before the Company could conclude that it was good for the overall
operational efficiency, they would need to conduct a complete feasibility analysis
on the policy.

In this project, there were several important facts that were ignored due to a lack
of information. This includes the costs associated with installing new equipment
to handle the pick-before-route pallets, and the costs associated with delaying a
delivery truck. Therefore appropriate future work would include performing this
simulation with all the information necessary to guarantee accuracy.

8.2 Analyse Layout

For the scope of this project, the assumption was that the warehouse layout was
fixed. This was assumed as the time frame the algorithm was designed to assess
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was sufficiently short that the layout would be fixed. The current layout is not
necessarily optimal, and because the warehouse is smaller and fully automated, the
Company may get efficiency gains from using a dynamic layout.

There could be some future work done adding an algorithm to the simulator
that could analyse the implications of changing from a fixed warehouse layout to
a dynamic warehouse layout. It could also assess the effects of retaining a fixed
layout, to identify possible problem areas in the current system.

Acknowledgments

I would like to express my gratitude to Prof. David Ryan and Dr Hamish Waterer,
for their invaluable support and guidance throughout the course of this project.

References

[RK] Roodbergen, K.J., De Koster, R. (2001), Routing methods for warehouses
with multiple cross aisles. International Journal for Production Research
39(9), 1865-1883.

[TD] de Koster, R. Le-Duc, T. and Roodbergen, K (2007), Design and Control of
Efficient Order Picking Processes: A Literature Review. European Journal
of Operational Research 182(2), 481-501.

[TJ] Tompkins, J.A., White, J.A., Bozer, Y.A., Frazelle, E.H. and Tanchoco
J.M.A. (2003), Facility Planning. (NJ:John Wiley & Sons).

[IV] Vis, I.F.A., Roodbergen, K.J. (2004), Warehouse layout al-
ternatives for varying demand situations. Retreived from
http://hdl.handle.net/1871/10247.

[MA] McKinnon, A.C. and Campbell, J. (1998), Quick Response in the Frozen
Food Supply Chain. Christian Salversen Logistics Research Paper no. 2,
School of Management, Heriot-Watt University.

[LM] Lahmar, M. (2008), Facility Logistics: Approaches and Solutions to Next
Generations Challenges.

[MJ] MacGregor, J.N. Ormerod, T.C. (2000), A model of human performance on
the traveling salesperson problem. Memory Cognition 28(7), 1183-1190

[TS] Tsarev, S.P. (1996). An algorithm for complete enumerations of all factor-
izations of a linear ordinary differential operator, Proceedings ISSAC’96.

81



The Referee Assignment Problem for Soccer 
Leagues 

 
Pang Fei Cheung 

Department of Engineering Science 
University of Auckland 

New Zealand 
pche082@aucklanduni.ac.nz 

Abstract 

In recent years, Operations Research techniques have been successfully applied 
to number of problems in sports management.  

In this paper, we will consider one such problem of referee assignment in soccer 
games that are already scheduled. Soccer games have different referee level 
requirements depending on the importance of the game. Each game requires one main 
and two side judges. Each referee has a skill level and can only referee those games that 
are equal or below his/her skill level. There are also other constraints that need to be 
satisfied. These constraints can make the problem very complex. The goal of solving 
this problem is to optimize the satisfactions of all the stakeholders – referees, for 
example. 

We formulate this problem as a set partitioning problem, which has the same 
characteristics as the airline crew rostering model. The objective is set to minimize the 
total idle time of all the referees. The problem was solved using branch and bound with 
constraint branching and column generation.  
 

 
1. Introduction 

 
The referee assignment problem for soccer leagues is described in Duarte et al. 

(2007b). The problem is formulated as an integer programming problem, and proven to 
be NP-hard. In Duarte et al. (2007a, b) heuristics are proposed to solve the problem. In 
this paper we use a different integer programming formulation and a method to solve it 
exactly. 

Soccer games are scheduled at a number of sports grounds (referred to as 
facilities) each containing a number of playing fields. Each game requires one main and 
two side judges which need to have a required skills level depending on the importance 
of the game. Referees are scheduled to referee games that are at or below their skill 
level at a single facility only. Each referee may have a number of unavailabilities, i.e. 
times at which they cannot referee any games. Moreover, referees who also play games 
will only referee games at the facility where they are playing. The referee assignment 
problem is to assign referees to the scheduled games so as to minimise the total idle 
time of all referees, where the idle time of a referee is the time between the start of the 
first refereeing game to the end of the last minus refereeing, playing and unavailable 
times. 

 
2. Problem Formulation 

 
While Duarte et al. (2007a) formulated an assignment type model with 

constraints modelling the restrictions mentioned above, we formulate this problem as a 
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set partitioning problem, which has the same characteristics as the airline crew rostering 
model. The general form is min cTx subject to Ax=b, where x is a vector of 0-1 
variables, A is a 0-1 matrix and b a right hand side vector of 1s and 2s. Figure 1 shows 
the structure of A and b.  

 
Figure 1: Structure of the Constraints 

Each variable (column) represents, for a specific referee, a sequence of games at 
which the referee would act as referee or side judge. Cost coefficient cj is the idle time 
in game sequence j. The referee constraints ensure that each referee is assigned exactly 
one sequence (possibly containing no games). The game constraints for each facility 
ensure that each game has one main and two side referees assigned. All other 
restrictions mentioned before are implicitly satisfied by proper construction of the 
columns. 

The size of this type of problems can be very large. For example, a problem 
instance in Duarte et al. (2007a, b) which involves 750 referees, 500 games, and 75 
facilities, will have 1750 constraints and more than 11 million variables in our 
formulation. We notice that apart from the referee constraints the problem can be 
decomposed by facility. Thus in our approach we first heuristically assign referees to 
facilities and solve the problem by facility one at a time. The problem for one facility is 
relatively small and easy to solve, involving only about 10 games and 30 referees.   

Hence, we face the problem of selecting the best facility to solve at the 
beginning. If we first solve the problem for a facility that contains low level games, then 
the high level referees might be accidentally assigned to this facility and no longer 
available when we solve the later problems of facilities that contain high level games, 
resulting in infeasibility. Therefore, we will first solve the problem for the facility that 
contains higher level games, and a bigger number of games playing at the same time 
(parallel games). Once a facility is chosen, we will then select “appropriate” referees for 
the chosen facility. The diagram of the whole procedure is shown in Figure 2. We first 
select the facility that is currently the hardest to solve (1), select referees to be assigned 
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duties at that facility (2), generate all columns for that problem (3), solve it to optimality 
using branch and bound with constraint branching (4) and remove the games at this 
facility and the referees assigned non-empty game sequences from the problem (4). This 
is repeated until problems of all facilities are solved. 

 

Figure 2: Diagram of the Problem Decomposition and Solution Procedures 
 

3. Heuristics for Selecting Facilities and Appropriate Referees   
 
To select the “hardest” facility, we first estimate how many games each referee can 

do at each facility. A facility at which each referee can do a large proportion of the 
games is arguably easier to solve than one where this average is small. We call this 
proportion the facility ratio Fg for facility g. To calculate the facilities ratio we first 
calculate a referee ratio Rj (Formula 3) for each referee j. A do-able game for a referee 
means the referee is free to referee that game and he has sufficient skill level to referee 
such game. To avoid high level referees being used for low level games, we will only 
assign games at most 2 levels lower than the referee skill level when we calculate the 
referee ratio. We assign do-able games to referees in a greedy fashion, processing 
games in order of their starting game and invoking a new referee when needed. Since 
we are greedily assigning games to each referee, and each referee cannot be assigned to 
do more than one game at the same time, therefore, the more the parallel games in a 
facility, the lower the ratio it will get. The final facility ratio for Fg is the sum of the 
referee ratios. We select the facility with the lowest value of Fg as the “hardest” facility. 

 

 

Rj: Referee ratio of referee j 
N: Total number of games in this facility 
di: Do-able game i of referee j in this facility 
    =1: if referee j is able to referee game i; 
    =0: else. 
G = Total number of games in this facility 
 

Formula 2: Referee Ratio 

 

Fg: Facility ratio of facility g 
k: Total number of referees 
Rj: Referee ratio of referee j 
 
 

Formula 3: Facility Ratio 

4: Solve the 
Optimization 

problem 

1: Select the Current 
Hardest Facility 

2: Select the 
Suitable Referees 

Remove Used 
Referees and 

Solved Games 

3: Column 
Generator 

List Chosen 
Facility 

List Chosen 
Referees 

List All Possible 
Columns 

All Facilities 
Are Solved 
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Once we have chosen a facility, we will then select appropriate referees to work at 
that facility. We use again the referee ratios. However, we cannot simply select referees 
based on the highest do-able games ratio. For example, if the chosen facility requires a 
level 7 referee, but all other referees have higher referee ratio than him, then it is likely 
that the required level 7 referee will not be selected, and the problem will become 
infeasible when it gets to the optimisation stage (4). To avoid this problem, we need to 
make sure there are enough referees selected for each game at the chosen facility. 
Firstly, we will start from the earliest game, select the referee with highest do-able 
games ratio and matching skill level – if there is no referee with the same skill level as 
the game required, we will look for the referees with higher level until we have enough 
referees for the games. Once we have selected the referees for the first game (1 main 
and 2 sides), we will greedily assign other games to the chosen referees as in the 
facilities ratio procedure, and then record all the games that the chosen referees are able 
to referee. When we get to the later games that some of the previously selected referees 
are able to referee, we will not select any further referees for such games, as it is not 
required. This procedure will repeat until we have found enough referees for every 
game in the chosen facility.  

 
 

4. Conclusions   
 
In conclusion, this decomposition approach can significantly reduce problem 

solving time, especially for very large problem. However, since we are solving 
problems separately, the final solution might not be the optimal solution, or even a 
feasible solution. Referees may be assigned to the “wrong” facility in (2) of  Figure 1, 
even if the overall problem is feasible. Therefore, further works are needed to be done 
in the future to overcome this problem. Using full Dantzig-Wolfe decomposition, it will 
be possible to relocate referees. 
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Abstract

In studying the Super 14 rugby tournament schedule there are 2 main aims. Firstly to de-

duce the constraints that are required to create a ‘feasible’ Super 14. This is accomplished

by analysing the 2006–2008 Super 14 schedules for various patterns and translating these

patterns into logical constraints as part of a Super 14 model. Secondly to solve the Su-

per 14 model with an emphasis on improving the proposed Super 14 schedule in future

years. This is done by comparing the generated schedule from the Integer Programming

(IP) model based on the inferred constraints to the actual schedule. As these constraints

are inferred from past schedules they may not be the actual constraints which are used

to construct a Super 14 schedule, so all results should be interpreted accordingly. All

of the models were produced were for the 2007 Super 14 schedule as this has the same

Home/Away pattern as the 2009 schedule is predicted to have. This means that any solu-

tions found could have an application for scheduling the 2009 Super 14.

1 Requirements of a Feasible Super 14 Schedule

Here we attempt to deduce the constraints that are used by the organisers of the Super 14

by looking at the schedules of the previous years Super 14, formulate a model of the Super

14 and generate a feasible schedule for the Super 14 based on the formulated model. By

looking at the 2006–2008 Super 14 schedules (see Appendix A) the following constraints

have been deduced. In the following analysis, scheduling games to specific start-times in

rounds has been ignored to construct the model as this follows a simple pattern once the

games have been determined.

1. The tournament is a Single Round Robin (SRR) tournament with exactly one Bye

for each team and Home/Away game status fixed in advance to be the opposite of

the previous year. This is done in such a way that every team alternates between 7

Home/6 Away and 6 Home/7 Away in successive years. There is also a breakdown

so that in a given year each team will play as close to half the teams from each

country, which is important for ensuring there is one game in every country in every

week.

2. At most two teams may have a bye in any given round.
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3. Byes can only occur in rounds 4–11 inclusive. This means there is no byes in the

first or last three rounds.

4. South African teams must complete all of their away games in New Zealand and

Australia in sequence (one trip).

5. New Zealand and Australian teams must complete all of their South African games

in sequence (one trip).

6. There must be at least 1 game in each country in each round.

7. Every New Zealand and Australian team, except 1 New Zealand team (the Chiefs

and Highlanders in alternating years), is constrained by At Most 3 consecutive

Home and At Most 3 consecutive Away games. The South African teams are not

constrained by At Most constraints on either Home games or Away games (conflicts

with #4).

Almost all of the above constraints are related to costs involved in transporting teams

or to ensure a balanced schedule for TV networks, fans and teams. These constraints

were deduced from the Super 14 schedules, so it follows that the 2006–2008 schedules

satisfy all of the above constraints. Using all these constraints, it can be deduced that

any feasible solution must also be a feasible solution if the rounds are played in reverse

order (symmetry). It is also assumed that a team will go home on any round that does

not have an Away game (e.g. Teams go home for Byes), teams go directly from one

Away to another if there are two Away games in sequence and that Byes do not count as

either Home or Away games. The main reason for defining Byes in this way is because

if they are defined as equivalent to Home games, the model is infeasible with the rest of

the constraints. An unusual feature of a Super 14 schedule is the large stretches of Away

games for all of the South African teams. This is generally not considered good scheduling

practice but considering the extreme distances involved in traveling to and from South

Africa it is understandable that the actual schedules were constructed to ensure that only

the minimum number of trips to and from South Africa are taken.

2 IP Model Formulation

Given that every team in every round must either have a Bye or be playing, the schedule

must consist of exactly 14 rounds.

Let yijk be a binary variable such that:

yijk =

{

1 if team i plays at team j in round k

0 otherwise

where a bye is considered to be team i playing itself in round k (yiik = 1). The Super 14

constraints are dealt with as follows:

1. Only one Bye per team:

14
∑

k=1

yiik = 1 ∀i ∈ {1, .., 14}

Fixed Home/Away Status:

yjik = 0 ∀(i, j) where i plays at team j
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2. Maximum two teams with Byes in a given round:

14
∑

i=1

yiik ≤ 2 ∀k ∈ {1, .., 14}

3. Byes only in rounds 4–11 inclusive:

3
∑

k=1

(

14
∑

i=1

yiik

)

+
14

∑

k=12

(

14
∑

i=1

yiik

)

= 0

4. South African Teams must play all overseas games in one trip:

This constraint is the most challenging to enforce. The ideal constraint here would

be to have every possible order for each team explicitly enumerated with extra bi-

nary variables to ensure only one possible order is chosen but this is computationally

very expensive. The current method is to generate a list of teams that have to be vis-

ited overseas, apply an order to that list and enforce the travel order of the overseas

trip. In this model orders were chosen based on the 2007 Super 14 ordering for the

South African teams if it contained only one NZ leg and 1 Australian leg, otherwise

appropriately reordered so that this is true. For the current model let T1,...Tf be an

ordering of f teams in the overseas leg of a South African Team. Let SA be a South

African Team. Then:

South African Teams - 1 Overseas Trip:

y(SA)(T1)(k) ≤ y(SA)(T2)(k+1) ∀k

y(SA)(T2)(k) ≤ y(SA)(T3)(k+1) ∀k

...
...

...

y(SA)(Tf−1)(k) ≤ y(SA)(Tf )(k+1) ∀k

y(SA)(T1)(14) = 0

y(SA)(T2)(14) = 0

...
...

y(SA)(Tf−1)(14) = 0

This means whenever T1 plays the next f − 1 games for the South African team are

fixed.

5. Australian/New Zealand Teams Can Only Make 1 Trip to South Africa:

Same as above except let ANZ be a New Zealand or Australian team. Then:

1 South African Trip for Australia/NZ teams:

y(ANZ)(T1)(k) ≤ y(ANZ)(T2)(k+1) ∀k

y(ANZ)(T2)(k) ≤ y(ANZ)(T3)(k+1) ∀k

...
...

...

y(ANZ)(Tf−1)(k) ≤ y(ANZ)(Tf )(k+1) ∀k

y(ANZ)(T1)(14) = 0

y(ANZ)(T2)(14) = 0

...
...

y(ANZ)(Tf−1)(14) = 0
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6. At Least 1 Home Game in Each Country in Every Round:

5
∑

j=1

yijk ≥ 1 ∀i,k i 6= j

9
∑

j=6

yijk ≥ 1 ∀i,k i 6= j

14
∑

j=10

yijk ≥ 1 ∀i,k i 6= j

7. At Most Constraints:

14
∑

j=1

(

yijk + yij(k+1) + yij(k+2) + yij(k+3)

)

≤ 3 ∀i ∈ {1, .., 9} ∀k ∈ {1, .., 11} i 6= j

14
∑

j=1

(

yjik + yji(k+1) + yji(k+2) + yji(k+3)

)

≤ 3 ∀i ∈ {1, .., 9} ∀k ∈ {1, .., 11} i 6= j

Note that here the 4 home games for either the Chief’s or the Highlander’s is considered

to be undesirable so it is removed. Under this formulation the actual schedules for 2006–

2008 are infeasible. Constraining every NZ and Australian team by At Most 3 consecutive

home and At Most 3 consecutive away games is considered to be an improvement to the

model.

3 Results

Using the IP model from Section 2, we have constructed two recommended Super 14

schedules for 2007,2009,... The schedules were generated using the NEOS Server, specif-

ically the SCIP Mixed-Integer Programming solver with a CPLEX Pre-solver, as the IP

model was unsolvable by the GNU Linear Programming Kit solver available. More in-

formation on the NEOS Server is available at (J. Czyzyk and Mor 1998)(Gropp and Mor

1997)(Dolan 2001). Some of the features of the first schedule (Table 1,Table 2) are:

• Every New Zealand and Australian team is constrained by At Most 3 Home games

in a row and At Most 3 Away games in a row. This is an improvement on the actual

schedules because it eliminates the strecth of four home games for the NZ team.

• Only 1 Away trip is made for each South African team, consisting of 1 leg in New

Zealand and 1 leg in Australia. The 2007 Super 14 schedule required the Sharks

to make a trip from South Africa to New Zealand to Australia to New Zealand to

South Africa.

89



Table 1: 2007 First Proposed Schedule

Round Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot 6 Slot 7

1: 1v7 2v5 4v9 6v3 8v13 10v11 12v14

2: 2v14 3v12 4v6 5v13 7v10 8v11 9v1

3: 1v6 2v12 3v10 5v11 7v14 8v9 13v4

4: 3v14 4v1 5v10 6v9 7v12 13v2 8—11

5: 1v5 4v12 8v6 9v2 11v7 13v3 10—14

6: 1v2 4v14 5v8 10v12 11v9 13v7 3—6

7: 2v3 8v1 11v4 12v6 13v9 14v10 5—7

8: 3v4 7v5 11v2 12v8 13v10 14v6 1—9

9: 5v9 6v13 7v2 10v4 11v3 12v1 14v8

10: 6v11 8v3 9v7 10v2 12v5 14v1 4—13

11: 3v9 6v7 8v4 10v1 13v11 14v5 2—12

12: 1v13 2v6 5v3 7v4 9v12 10v8 11v14

13: 1v11 2v8 3v7 5v4 9v14 10v6 12v13

14: 3v1 4v2 6v5 7v8 9v10 11v12 14v13

Table 2: 2007 Home/Away Pattern for First Proposed Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14

A2 A1 H A2 H A1 H A3 H A3 H A3 H H

H A3 A3 A2 A3 H A3 A3 A1 H H H H H

A2 A3 A3 H A3 H A3 A2 H H H H A1 H

H H A3 A1 A3 A2 A3 B H H B H A1 H

A1 H H A3 H H H A2 A1 B A2 H A1 B

A1 H B A3 A2 B H H H A3 A2 H A2 H

H A1 H H B H B A1 H H A1 A2 A2 A3

B H A1 H H H A1 H B H A1 A2 A3 A2

H H H H A2 A3 A1 H H A1 A1 A1 H A2

H H H B H A3 H A1 A2 A1 H A1 B A1

H B A2 H H A2 H A1 H A1 H B A3 A1

A3 A2 H H A1 H A1 H A3 A2 A3 H H H

A3 A2 A2 H A1 H H H A3 A2 H A3 H H

H H A1 A1 H A1 A2 H A3 H A3 H H A3
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The second schedule (Table 3,Table 4) has all the properties of the first schedule with

the added condition that:

• All the byes must be in rounds 5-11.

This was added to mirror the 2008 schedule that seems to be modified from the 2006

schedule with the intent of placing all of the byes in a row.

Table 3: 2007 Second Proposed Schedule

Round Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot 6 Slot 7

1: 1v13 2v14 3v7 6v5 8v4 9v12 10v11

2: 1v11 2v12 4v6 7v5 8v3 9v14 13v10

3: 3v12 4v1 5v13 7v2 8v6 9v10 11v14

4: 1v2 3v10 5v11 6v9 7v8 12v14 13v4

5: 3v14 4v12 5v10 9v1 11v7 13v2 6—8

6: 1v5 2v8 4v14 11v9 12v6 13v3 7—10

7: 1v6 5v9 11v4 12v8 13v7 14v10 2—3

8: 5v8 6v3 7v10 11v2 12v1 13v9 4—14

9: 2v6 7v14 8v1 10v4 11v3 12v5 9—13

10: 3v4 7v12 8v9 10v2 13v11 14v6 1—5

11: 4v2 5v3 6v13 9v7 10v1 14v8 11—12

12: 2v5 3v9 6v11 7v4 10v8 12v13 14v1

13: 1v7 2v3 4v9 8v13 10v6 11v12 14v5

14: 3v1 5v4 6v7 8v11 9v2 10v12 14v13

Table 4: 2007 Home/Away Pattern for Second Proposed Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14

A3 A3 A2 H H A1 H A1 A3 A3 H H H H

A3 A3 H A2 H H A1 A1 A3 H H H A3 H

H H A3 A1 A3 H A1 A2 A3 H A3 H H H

A1 H A3 H A3 A2 A2 H H H H A3 A1 H

H H A3 A3 A3 B H B A1 H A2 H A1 H

A1 A2 H A3 H H B H H B A2 A2 A1 H

A2 B B H A2 H H H H H A1 A2 A2 A3

H H H B A2 A1 A3 H H H A1 A1 A2 B

H A2 H H H H A3 A1 B A1 A1 A1 B H

B H A1 H B H A3 A2 H A1 H H A3 A2

H H H A1 A1 A3 H H A2 A1 B B H A2

H A1 A2 H H A3 A1 H H A2 H A3 H A1

A2 A1 H A2 H H H A3 H A2 A3 H H A1

H H A1 H A1 A2 H A3 A1 A3 H H H A3

4 Conclusions

The Super 14 model formulated is only a very limited formulation of a Super 14 sched-

ule. There would undoubtably be ‘real world’ difficulties that would make scheduling the

Super 14 more challenging than how it is presented here. Examples of this would include

venues not being available for certain time periods, certain games may need to be sched-

uled in time slots to maximize revenue from audiences, teams may have commitments that

require them to be at home for certain time periods and many other possible difficulties.

Beyond the difficulties that cannot be directly inferred from the actual schedules there is

also an issue that the model is oversimplified, specifically requiring teams to have fixed
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away team orders for certain games. A more realistic model would incorporate sets of

possible away team orders for every team, with extra constraints to select only one of the

possible away team orders. Due to the general difficulty involved in solving such large

IP’s it should be seen as a success that a feasible schedule was obtainable for this model,

especially as there was no prior reason to believe such a schedule would even exist for

this model. The following recommendations for future research in this area are:

• Obtain actual constraints for Super 14 schedules from SANZAR, the governing

body of the Super 14. Then using the actual constraints attempt to generate a sched-

ule for the Super 14.

• With current state of the art technology (both computers and solvers), reformulate

the model to include a set of possible away sequences instead of the somewhat

arbitrary fixed sequence given in this model. While this is expected to add large

amounts of time to the computations it may allow generation of schedules with

‘better’ properties, such as a maximum of 2 away overseas trips for every team,

which was infeasible under the current model.

• This problem is essentially just a constraint satisfaction problem. This suggests that

Constraint Programming may be useful for generating schedules. This is further

justified by the partial success of Constraint Programming to generate solutions

to the Traveling Tournament Problem (Easton, Nemhauser, and Trick 2003). It is

suggested to reformulate the problem as a Constraint Programming problem and

compare results to the IP formulation.

• It would also be useful to extend the model to include a cost function. This could

be in a simplified form or could be the actual distances.

• For the sake of completeness, actually generate start times for the schedules gener-

ated. This would essentially require comparing the number of home games in every

country each week to previous actual schedules to determine a pattern to follow.

This assumes that there is no restrictions on the start times other than no two games

can run simultaneously.

A Actual Schedules

The following schedulesin Tables 6–11 were found at (SANZAR 2005; SANZAR 2006;

SANZAR 2007) for the 2006, 2007,2008 schedules respectively, following the key in

Table 5.

Table 5: Key for Schedules

N.Z. Home Game Australia Home Game S.A. Home Game Bye (Both Teams)

1 - Blues 5 - Chiefs 9 - Waratahs 13 - Sharks

2 - Hurricanes 6 - W. Force 10 - Cheetahs 14 - Stormers

3 - Crusaders 7 - Brumbies 11 - Bulls

4 - Highlanders 8 - Reds 12 - Lions/Cats
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Table 6: Actual Super 14 2006 Schedule

Round Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot 6 Slot 7

1: 2v1 7v6 11v10 4v3 9v8 13v12 5v14

2: 1v4 5v11 7v12 6v2 3v8 10v14 9v13

3: 12v2 5v6 7v13 14v3 1v8 9v11 4v10

4: 8v5 12v7 14v9 1v3 4v13 2v10 6—11

5: 3v5 12v9 14v7 6v8 4v11 2v13 1—10

6: 12v3 9v6 2v11 7v1 14v4 10v13 5—8

7: 14v2 1v9 8v10 5v7 12v4 11v6 3—13

8: 11v1 10v9 13v6 3v2 4v5 8v14 7—12

9: 9v3 6v4 11v5 13v1 10v7 8v12 2—14

10: 6v1 10v3 13v5 6v8 14v12 2v4 7v9

11: 10v5 13v8 3v6 2v7 1v14 12v11 4—9

12: 9v4 6v12 5v2 8v7 1v10 14v11 3v13

13: 8v2 3v11 9v5 4v7 6v10 13v14 1v12

14: 7v3 4v8 6v14 5v1 2v9 12v10 11v13

Table 7: 2006 Home/Away Pattern (H–Home;A1–Away N.Z.;A2–Away Aus.;A3–Away

S.A.)

1 2 3 4 5 6 7 8 9 10 11 12 13 14

H A1 H A1 A3 H A2 H A2 H A3 H A3 H

A1 H A2 H A3 A1 A3 H A3 A3 H H H H

A2 H H A3 A2 H A3 H A3 H H A1 H A1

A1 A3 H A3 H B H A1 H H B A2 H A2

B A3 A1 A3 H A2 H H H B H A2 H A2

H A3 H H B H A1 B A2 A3 H A1 H A1

A2 H B H A2 H H A3 H H A2 A1 B A1

H H A1 A1 H H B A3 H A2 A1 B A2 H

H B H H H A1 H A3 A1 A2 A1 H A1 B

H A1 H H H B A2 H H A1 B H A1 A3

A3 A2 A2 B H H H H B A1 H A3 A2 H

A3 H A3 H A1 A3 H A2 A1 H H H H A3

A3 H A3 A2 H A3 H A1 A1 H H H A3 H

H A2 H A2 A1 A3 A1 H H H A3 A3 H H

Table 8: 2007 Actual Super 14 Schedule

Round Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot 6 Slot 7

1: 3v1 4v6 9v12 7v5 2v8 11v14 13v10

2: 2v5 6v13 9v14 8v3 1v7 10v11 4v12

3: 5v13 6v11 7v8 1v2 9v10 3v12 4v14

4: 7v2 13v4 8v1 12v6 5v11 3v10 9—14

5: 4v1 6v9 5v10 13v2 11v7 12v8 3v14

6: 8v4 13v7 2v6 12v1 11v9 14v10 3—5

7: 12v5 8v6 11v3 13v9 7v10 2v14 1—4

8: 9v1 11v4 13v3 5v8 7v14 2v12 6—10

9: 10v4 14v6 11v2 1v5 3v9 7v12 8—13

10: 10v1 5v4 6v3 14v8 12v13 9v7 2—11

11: 10v2 6v5 3v4 14v1 8v9 13v11 7—12

12: 2v3 6v7 10v8 14v5 4v9 11v12 1v13

13: 4v2 5v9 10v6 1v11 3v7 12v14 8v13

14: 5v3 7v4 9v2 1v6 10v12 14v13 8v11
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Table 9: 2007 Home/Away Pattern

1 2 3 4 5 6 7 8 9 10 11 12 13 14

H A2 A1 A2 H H A1 H A3 H A3 H A3 H

A2 A1 H A3 H A3 H A1 A3 A3 H H H H

A1 H A3 A3 A3 A3 A2 H A3 H H H H H

H H A3 H A3 H A1 A1 B H H A2 A1 B

H H A3 A1 A3 A2 H H H H A2 A2 A1 H

H A2 B H B H H A1 H H A2 A1 A2 A3

B A3 H B H H A3 A2 H H A1 A1 A2 H

H A3 H H A2 B A3 H A1 B A1 H A1 H

A1 H A2 H H H A3 B H A1 A1 H B A2

H B H H A1 A1 H H A2 A1 B A3 H A2

H H A1 H H A1 B A2 H A1 H B A3 A1

A3 A1 H A2 H A2 H H H A2 A3 H H A1

A3 H A2 A1 A2 H H A3 H A2 H A3 H H

A2 H H H A1 H A1 A3 A1 A3 H H H A3

Table 10: 2008 Super 14 Schedule

Round Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot 6 Slot 7

1: 7v3 4v8 6v14 5v1 2v9 11v13 12v10

2: 8v2 6v10 3v11 9v5 4v7 13v14 1v12

3: 5v2 6v12 3v13 9v4 8v7 1v10 14v11

4: 2v4 7v9 12v11 10v5 13v8 1v14 3v6

5: 13v5 2v7 6v1 10v3 11v8 14v12 4—9

6: 9v3 10v7 6v4 13v1 11v5 8v12 2—14

7: 3v2 10v9 13v6 4v5 11v1 8v14 7—12

8: 12v4 5v7 11v6 14v2 1v9 8v10 3—13

9: 14v4 12v3 7v1 9v6 10v13 2v11 5—8

10: 3v5 6v8 12v9 14v7 4v11 2v13 1—10

11: 1v3 12v7 8v5 14v9 2v10 4v13 6—11

12: 14v3 5v6 4v10 12v2 1v8 9v11 7v13

13: 6v2 7v11 1v4 3v8 10v14 5v12 9v13

14: 2v1 7v6 4v3 9v8 13v12 11v10 5v14

Table 11: 2008 Home/Away Pattern

1 2 3 4 5 6 7 8 9 10 11 12 13 14

H A2 H A2 A1 A3 A1 H H H A3 A3 H H

A3 H A3 A2 H A3 H A1 A1 H H H A3 H

A3 H A3 H A1 A3 H A2 A1 H H H H A3

A3 A1 A2 H H H A2 H H A1 H A3 A2 H

H A2 H B H A1 H H B A1 A2 H A1 A3

H B H H H A1 H A3 A1 A2 A1 H A1 B

H H A1 A1 H H B A3 H A2 A1 B A2 H

A2 H B H A2 H H A3 H H A2 A1 B A1

H A3 H H B H A1 B A2 A3 H A1 H A1

B A3 A1 A3 H A2 H H H B H A2 H A2

A1 A3 H A3 H B H A1 H H B A2 H A2

A2 H H A3 A2 H A3 H A3 H H A1 H A1

A1 H A2 H A3 A1 A3 H A3 A3 H H H H

H A1 H A1 A3 H A2 H A2 H A3 H A3 H
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Abstract

In many industries products which have reached the end of their useful life are re-

turned to their producer. Often these returned products can be recovered and used,

along with newly produced products, to satisfy consumer demand. The management

of inventory in this scenario can be represented by a product recovery model. This

paper extends the existing literature by using the quality of returns to determine

the type of recovery within a product recovery model. In our model returns are

either of high quality or low quality; for high quality returns, recovery is used to

make products ‘as good as new’; for low quality returns, recovery is used to salvage

components. Components are required for the production of new products and can

be sourced from external purchase orders, as well as from the low quality returns.

Production, recovery and ordering occur in lots of a fixed size. Costs are incurred

for holding serviceable, returned and component inventory. Set-up costs for each

type of lot, as well as further variable costs, are incurred. For a policy with one

production lot, a method is proposed for obtaining the lot sizes and number of lots

per cycle for production, recovery and ordering, which minimise total cost per time

unit. This method is illustrated in a numerical example.

1 Introduction

In many industries products which have reached the end of their useful life are

returned to their producer. Often it is profitable for these products to under go

product recovery. Product recovery is used to describe several types of activity,

such as repair, refurbishing, remanufacturing, cannibalisation and recycling (Thierry

et al. 1995). Research into product recovery is particularly relevant at the moment as

many producers are looking for ways to cut costs and some maybe required by law to

take back their used products. Recovery can also be used to promote a ‘green’ image

which is desirable for producers. The particular motivation behind the current paper

was the recovery of old office computers, however many other applications of product
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recovery systems have been discussed in the literature, e.g., military equipment

(Schrady 1967) and disposable cameras (Toktay, Wein, and Zenios 2000).

In deterministic product recovery models, a proportion of all products demanded

is returned, recovered to be ‘as-good-as-new’ and then used, along with newly pro-

duced products, to meet consumer demand. The problem in a product recovery

model is to manage the inventory levels in the system by determining the lot sizes

for production and recovery that give the minimum cost. Schrady 1967 used an

economic order quantity (EOQ) model with infinite production and recovery rates

to study the management of inventory in a product recovery system. Nahmias and

Rivera 1979 extended this model to incorporate a finite repair rate. For more details

of early research in this area, the reader is referred to a review by Fleischmann et al.

1997. Recently systems with multiple production lots and multiple recovery lots

have been examined, e.g., Dobos and Richter 2004; Konstantaras and Papachris-

tos 2006; Teunter 2004. The sequencing of these lots within a cycle has also been

studied, e.g., Choi, Hwang, and Koh 2007; Inderfurth 2004.

Some papers study product recovery models in which a proportion of returns is

recovered and the remainder is disposed, e.g., Dobos and Richter 2004; Dobos and

Richter 2006; Kiesmuller 2003. Dobos and Richter 2004 define the disposal rate of

unneeded returns as a decision variable. This was extended by Dobos and Richter

2006 who considered the quality of returns, in particular examining the inventory

holding costs for a producer that could choose to buyback returns regardless of

quality and then dispose of low quality items, or to only buyback high quality

returns. A different type of recovery was considered by Oh and Hwang 2006 who

studied a product recovery system in which the returned inventory is used directly

as raw materials in the production process.

The current paper extends the literature by combining the types of recovery in

Oh and Hwang 2006 and in traditional product recovery models, such as Teunter

2004, into one model, and then using the quality of returns to determine the type

of recovery. In our model, when recovery begins returns are revealed as either high

quality or low quality. For high quality returns, recovery uses repairs, refurbishing

or remanufacturing to make products ‘as good as new’. For low quality returns,

recovery uses cannibalisation or recycling to salvage components. Components are

required for the production of new products and can be sourced from external pur-

chase orders, as well as from the recovery of low quality returns. To the best of

our knowledge, no previous papers have studied product recovery models which can

recover returns in two different ways depending on their quality.

The remainder of this paper is organised as follows. The new model is described

in Section 2 and the total cost per time unit is derived in Section 3. In Section 4, for

a policy with one production lot, a method is proposed for obtaining the lot sizes and

number of lots per cycle for production, recovery and ordering, which minimise total

cost per time unit. This method is illustrated by a numerical example in Section 5.

Conclusions and directions for future research are provided in Section 6.

2 Model Description

2.1 Parameters

The structure of this product recovery model is shown in Figure 1. In this model

consumer demand, which occurs constantly at a rate of d, is met by the stock of
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Figure 1: Product recovery model that uses the quality of returns to determine type

of recovery.

serviceable inventory. Serviceable inventory is supplied either from the production

of new products or the recovery of high quality returned products. Production and

recovery occur in lots and occur on the same facility so can not happen simulta-

neously. Production uses raw materials from the component inventory to produce

new products. During production, component inventory decreases at a rate of p and

serviceable inventory is produced at a rate of p. Following the literature, e.g., Dobos

and Richter 2006; Teunter 2004, we assume that the production rate is greater than

the demand rate p > d.

During recovery a fixed proportion α of returns are revealed as high quality and

are recovered into ‘as good as new’ serviceable inventory. The remaining proportion

(1 − α) of returns are revealed as low quality and are recovered in order to salvage

components which, in turn, are used for producing new products. We require that

some recovered products must be high quality so that they can supply serviceable

inventory (α > 0). With enough expenditure it is possible that all returns could be

‘high’ quality (α = 1) and be recovered to supply serviceable inventory. Therefore

0 < α ≤ 1. If all returns are high quality then the current model has a similar

structure to some existing models, such as Dobos and Richter 2004; Teunter 2004.

During recovery, returned inventory is recovered at a rate of r, with serviceable

inventory being supplied at a rate of αr and component inventory being supplied at a

rate of (1−α)r. Following the literature, e.g., Dobos and Richter 2006; Teunter 2004,

we assume that the rate at which serviceable inventory increases during recovery is

greater than the demand rate, i.e., αr > d.

Components are required for the production of new products and can be sourced

from external purchase orders or from the recovery of low quality returns. To ensure

that demand is met, once the components from recovery have been used, new com-

ponents are ordered from an external supplier. These orders have an arrival rate of

b, occur in lots and are only placed during production. We assume that these orders

have a leadtime of zero and arrive instantly, thus the arrival rate b = ∞.

A fixed proportion f of all products demanded are returned back to the system.

Returns arrive back in the system constantly at a rate of fd. Since this is a product

recovery model there must be both production and recovery, therefore 0 < f < 1.

Note that the rates relating to demand d, fd and (1−f)d are constant, whereas the

rate p happens only during production, the rates r, αr, (1−α)r happen only during

recovery, and the rate b happens only during ordering.
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2.2 Variables

We study this product recovery model over a period of time called a cycle. A cycle

is of length T and consists of a sequence of Np production lots of size Qp, followed

by a sequence of Nr recovery lots of size Qr. Each production and recovery lot

starts when there is zero serviceable inventory in stock. Components only need to

be ordered during production. During the sequence of production lots, Nb ordering

lots of size Qb are placed, with each one being placed when component inventory

reaches zero. A cycle can be followed by another identical cycle, therefore the level

of each type of inventory must be the same at the beginning and end of a cycle.

For serviceable inventory we assume that this level is zero and for returned and

component inventories we assume that this level is nonnegative.

There are no backorders or lost sales in this model, therefore during a cycle, the

total number of products demanded must equal the number of products produced

plus the number of high quality returned products which are recovered, hence dT =

QpNp + αQrNr. There is no disposal of returned products, therefore during a cycle,

the total number of products returned must equal the total number of products

recovered, hence QrNr = fdT . Components are sourced either by ordering new

components, or by recovering low quality returned products. Components can not

be backordered, therefore the number of components ordered during a cycle is the

number of new products produced, less the number of low quality recoveries, hence

QbNb = QpNp − (1 − α)QrNr.

We can use these equalities to express the total number of products produced

QpNp in terms of the total number of products recovered QrNr and the total number

of components bought QbNb, thus:

QpNp =
QrNr(1 − αf)

f
=

QbNb(1 − αf)

(1 − f)
(1)

In a similar fashion, the cycle length T can be expressed as:

T =
QpNp

d(1 − αf)
=

QrNr

fd
=

QbNb

d(1 − f)
(2)

The decision variables for this model are the lot sizes and the number of lots

for production Qp, Np, recovery Qr, Nr and ordering Qb, Nb. Note that the cycle

length T is dependent on the variables. Values for the decision variables are chosen

with the objective of minimising the total cost per time unit of the system. In

practice the lot sizes and the number of lots should be positive integers. However,

we assume that the lot sizes will be sufficiently large that rounding the values to the

nearest integer will not greatly affect the model. The numbers of each type of lot,

on the other hand, are likely to be comparatively smaller and therefore rounding the

values to the nearest integer could have a significant effect on the total cost. Thus

in this model we require that the variables Qp, Qr, Qb be positive real numbers and

Np, Nr, Nb be positive integers.

2.3 Inventory Levels Across a Cycle for Np = Nr = Nb = 1

Figure 2 shows the levels and rates of change of serviceable inventory, returned inven-

tory and component inventory across one cycle under a policy with one production

lot Np = 1, one recovery lot Nr = 1 and one ordering lot Nb = 1.
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Figure 2: Inventory levels under a policy with Np = Nr = Nb = 1.

Serviceable inventory begins a cycle at zero. During production, which lasts

for Qp/p time units, serviceable inventory increases at a rate of (p − d). At the

completion of a production lot there are Qp(1 − d/p) units of serviceable inventory.

The serviceable inventory then decreases at a rate of d for Qp(1/d − 1/p) time

units until the inventory level reaches zero, at which point recovery begins. During

recovery, which lasts for Qr/r time units, serviceable inventory increases at a rate

of (αr−d). At the completion of recovery there are Qr(α−d/r) units of serviceable

inventory. The inventory level then decreases at a rate of d for Qr(α/d − 1/r) time

units until the inventory level reaches zero, at which point the cycle ends.

Returned inventory begins a cycle at Qrf(α − d/r), which is the number of

products returned between the end of recovery and the end of the cycle. From the

beginning of a cycle returned inventory increases at a rate of fd for Qp/d time units,

reaching a level of Qr(1 − fd/r). At the beginning of recovery returned inventory

decreases at a rate of (fd − r). Returned inventory reaches zero at the completion

of recovery, before increasing again at a rate of fd to a level of Qrf(α− d/r) at the

end of the cycle.

Components inventory begins a cycle at Qr(1 − α), which is the number low

quality returns recovered in a cycle. These components are used in production at a

rate of p so the inventory level reaches zero at time Qr(1 − α)/p. At this time an

order of size Qb is placed and arrives instantly. Components inventory will reach

zero at the end of production. During recovery the component inventory increases

at a rate of (1−α)r up to a level of Qr(1−α), which it stays at until the end of the

cycle.
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3 Derivation of Total Cost

Costs are incurred for acquiring inventory, processing inventory, holding inventory

and for the set up of each lot. The decision variables are chosen in order to minimise

total cost per time unit, which is derived in this section.

Acquisition Costs. Acquisition costs are the cost of bringing items (either

returned products or components) into the system. The return of used products

incurs a per item acquisition cost of ar. The purchase of new components incurs a per

item acquisition cost of ab. The total acquisition costs per cycle are arQrNr+abQbNb

and using equation (2) the total acquisition costs per time unit are:

A = arfd + abd(1 − f) (3)

Processing Costs. Processing costs are incurred for each product which is

produced or recovered. The per item processing costs for producing new products

is cp, for recovering high quality returns is cr and for recovering low quality returns

is cd. The total processing costs per cycle are cpQpNp + crαQrNr + cd(1 − α)QrNr

and using equation (2) the total processing costs per time unit are:

C = cp(1 − αf)d + crαfd + cd(1 − α)fd (4)

Setup Costs. Setup costs of kp, kr, and kb per lot are incurred for each

production, recovery and ordering lot respectively. The total setup costs per cycle

are kpNp + krNr + kbNb and using equation (2) the total setup costs per time unit

are

K =
d(1 − αf)

QpNp

(kpNp + krNr + kbNb) (5)

Holding Costs. Holding costs are incurred for each type of inventory at a

fixed rate per item, per time unit. The holding costs over a time period equal the

area under the graph of inventory level against time, multiplied by the per item, per

time unit holding cost. The per item, per time unit holding cost is hs for serviceable

inventory, hr for returned inventory and is hc for component inventory.
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Figure 3: Serviceable inventory levels under a policy with Np = 2, Nr = 4.

Serviceable Inventory. Figure 3 shows a graph of serviceable inventory level

against time for one cycle, for a system with Np = 2 production lots and Nr = 4

recovery lots. The area under the graph is made up of Np triangles A1 and Nr

triangles A2. Using equations (1) and (2) it can be shown that the cost per time

unit of holding serviceable inventory in terms of Qp is:

Hs = hs[NpA1 + NrA2]/T =
hsQp

2

[

(1 − αf)
(

1 −
d

p

)

+
Npαf 2

Nr(1 − αf)

(

α −
d

r

)]

(6)
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Returned Inventory. Figure 4 shows a graph of returned inventory level against

time for one cycle, for a system with Nr = 4 recovery lots. The area under the graph

is made up of trapezium A3, Nr triangles A4, Nr triangles A5 and the rectangles Ai
6

for i = 1, . . .Nr. The area Ai
6

= αQr/d[QpNpf + iQrf(α − d/r) − i(r − fd)Qr/r].

Using equations (1) and (2) it can be shown that the cost per time unit of holding

returned inventory in terms of Qp is:

Hr =
hr

T

[

A3 + NrA4 + NrA5 +

Nr
∑

i=1

Ai
6

]

=
hrQpNpf

2

2(1 − αf)

[ 1

f
− α +

1

Nr

(

α −
d

r

)]

(7)
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Figure 4: Returned inventory levels under a policy with Nr = 4 recovery lots.

Component Inventory. For Np > 1 the shape of the component inventory level

graph during production depends on the relationship between Np, Nb and some of

the parameters. One example of this is the time at which the first order needs to be

placed. The component inventory at the beginning of a cycle is QrNr(1−α) and the

first order will be placed when this stock runs out. If Qp > QrNr(1 − α), then the

first order will occur during the first production lot. When Np = 1 we know that

Qp > QrNr(1−α) from Section 2.2. However, when Np > 1, we can only know that

QpNp > QrNr(1 − α). Thus when Np > 1, unless we have some information about

the parameter values, we do not know when the first ordering lot will occur.

In order to keep the derivation as general as possible, we will consider the cost

of holding component inventory in two parts. Let Hc = Hp
c + Hr

c , where Hp
c is the

holding cost during production, i.e., over the time interval [0, QpNp/d] and Hr
c is the

holding cost during recovery, i.e., time interval [QpNp/d, QpNp/d + αQrNr/d]. The

cost Hp
c is derived for a policy with Np = 1 in Section 4. The cost Hr

c is not effected

in the same way as Hp
c , so the derivation here applies for any number of lots.

Figure 5 shows the component inventory level under a policy with Np = 1, Nr = 4

and Nb = 3. During recovery, the area under this graph is made up of rectangles Ai
7
,

for i = 1, . . . , Nr, and Nr triangles A8. The area Ai
7

= Qr(1 − α)[Qr(α/d − 1/r) +

(i − 1)Qrα/d]. Using equations (1) and (2) it can be shown that the holding cost

per time unit for component inventory across a cycle is:

Hc = Hp
c + hc

[

Nr
∑

i=1

Ai
7
+ NrA8

]

/T = Hp
c +

hcQpNpf
2(1 − α)

2(1 − αf)

[

α +
1

Nr

(α

d
−

1

r

)]

(8)

Total Cost. The total cost per time unit is the sum of equations (3)–(8).
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Figure 5: Components inventory level under a policy with Np = 1, Nr = 4, Nb = 3.

4 Policy with Np = 1

In this section we consider the product recovery model under a policy which allows

Np = 1 production lot, Nr recovery lots and Nb ordering lots. Under this policy the

component inventory holding cost during production can be easily calculated. As

shown in Figure 5, the area under the component inventory graph during production

consists of a triangle of size A9 and Nb triangles of size A10. Using equations (1) and

(2) it can be shown that under this policy, the holding cost for component inventory

per time unit is Hc = hc[A9 + NbA10]/T + Hr
c , which in terms of Qp is:

Hc =
hcQpdf

2

2(1 − αf)

[(1 − α)2

p
+

(1 − f)2

f 2pNb

+
(1 − α)α

d
+

(1 − α)

Nr

(α

d
−

1

r

)]

(9)

When Np = 1 the total cost per time unit is the sum of equations (3)–(7) and (9), and

will be denoted by TC1,Nr ,Nb. This equation contains three unknown independent

variables, Qp, Nr, Nb. Recall that the numbers of each type of lot Np, Nr, Nb are

required to be positive integers.

For a policy with Np = 1, we propose the following method for finding the

production lot size Qp, number of recovery lots Nr and number of ordering lots Nb

which provides the minimum total cost per time unit, whilst taking into account

the integer requirement of Nr and Nb. Firstly, assuming that Nr and Nb are fixed,

differentiate the total cost equation to obtain the optimal lot size Q∗

p.

Q∗

p =
√

d(1 − αf)(kp + krNr + kbNb)

[

hrf
2

2(1 − αf)

[ 1

f
− α +

1

Nr

(

α −
d

r

)]

+
hcdf

2

2(1 − αf)

[(1 − α)2

p
+

(1 − f)2

f 2pNb

+
(1 − α)α

d
+

(1 − α)

Nr

(α

d
−

1

r

)]

+
hs

2

[

(1 − αf)
(

1 −
d

p

)

+
1

Nr

αf 2

(1 − αf)

(

α −
d

r

)]

]

−0.5

(10)

Then using Q∗

p, evaluate the total cost across a range of integer values of Nr and Nb.

Identify the Nr and Nb that give the smallest total cost and denote these values by

N∗

r and N∗

b respectively. Given Q∗

p, N
∗

r , N∗

b and Np = 1, the corresponding values of

Q∗

r, Q
∗

b , T
∗ can be calculated using equations (1) and (2). The total cost per time

unit with these values is denoted by TC1,N∗

r ,N∗

b . The second derivative of TC1,N∗

r ,N∗

b ,

with respect to Qp, is positive for all Qp > 0 therefore the total cost function is

convex and Q∗

p provides a unique minimum, for a fixed Nr, Nb.
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5 Example

In this section we present a numerical example to illustrate the method described

in Section 4. The parameters used in this example are d = 200, f = 0.6, r = 300,

p = 500, α = 0.8. The acquisition costs per item are ar = 0.01, ab = 0.05. The

processing costs per item are cp = 0.1, cr = 0.07, cd = 0.001, cb = 0.05. The setup

costs per item are kp = 0.1, kr = 0.005, kb = 0.0025. The holding costs per item

are hs = 0.1, hr = 0.01, hb = 0.05. The number of production lots is Np = 1. The

variables Qp, Nr, Nb will be chosen such that total cost is minimised. Using equation

(10), the total cost per time unit TC1,Np,Nr was calculated for values of Nr = 1, . . . , 8

and Nb = 1, . . . , 10. A plot of TC1,Np,Nr against Nr and Nb is shown in Figure 6.

In this example the smallest total cost was reached with N∗

r = 2 recovery lots and

N∗

b = 2 ordering lots. For these values, the lot size for production is Q∗

p = 21.660.

The corresponding lot sizes for recovery is Q∗

r = 12.496, and ordering is Q∗

b = 8.331,

the cycle length is T ∗ = 0.208 and the total cost per time unit is TC1,N∗

r ,N∗

b = 23.448.
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Figure 6: Total cost per time unit across a range of integer values of Nr and Nb.

6 Conclusion

This paper presents a product recovery model which uses the quality of returned

products to determine the type of recovery. High quality returns are recovered into

serviceable inventory, low quality returns are recovered so that components can be

salvaged. Components are required for the production of new products and can be

sourced from external purchase orders, as well as from the low quality returns. The

total cost per time unit was derived under a policy with Np = 1, and was used to

determine the optimal lot size for production Q∗

p, for a fixed Nr and Nb. A method

was presented for dealing with the requirement that the variables Nr and Nb must

be integers and this was illustrated by a numerical example.
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There are many possibilities for future research. Under the current policy Np =

1 future work could compare the current method for finding the minimum total

cost, i.e., minimising in Qp and searching across integer values of Nr and Nb, with

other methods. This model could also be extended to include a greater number of

production lots Np > 1. It is possible that with enough expenditure all returns could

be recovered into serviceable inventory. Therefore the model could be extended to

allow the proportion of high quality returns α to be a decision variable.

References

Choi, D. W., H. Hwang, and S. G. Koh. 2007. “A generalized ordering and recovery

policy for reusable items.” European Journal of Operational Research 182 (2):

764–774.

Dobos, I., and K. Richter. 2004. “An extended production/recycling model with

stationary demand and return rates.” International Journal of Production Eco-

nomics 90 (3): 311–323.

. 2006. “A production/recycling model with quality consideration.” Inter-

national Journal of Production Economics 104 (2): 571–579.

Fleischmann, M., J. M. Bloemhof-Ruwaard, R. Dekker, E. van der Laan, J. A.

E. E. van Nunen, and L. N. Van Wassenhove. 1997. “Quantitative models for

reverse logistics: A review.” European Journal of Operational Research 103 (1):

1–17.

Inderfurth, K. 2004. “Optimal policies in hybrid manufacturing/remanufacturing

systems with product substitution.” International Journal of Production Eco-

nomics 90 (3): 325–343.

Kiesmuller, G. P. 2003. “Optimal control of a one product recovery system with

leadtimes.” International Journal of Production Economics 81-2:333–340.

Konstantaras, I., and S. Papachristos. 2006. “Lot-sizing for a single-product recov-

ery system with backordering.” International Journal of Production Research

44 (10): 2031–2045.

Nahmias, S., and H. Rivera. 1979. “A Deterministic Model for a Repairable

Item Inventory System with a Finite Repair Rate.” International Journal of

Production Research 17 (3): 215–221.

Oh, Y. H., and H. Hwang. 2006. “Deterministic inventory model for recycling

system.” Journal of Intelligent Manufacturing 17 (4): 423–428.

Schrady, D. A. 1967. “A Deterministic Inventory Model for Reparable Items.”

Naval Research Logistics Quarterly 14 (3): 391–398.

Teunter, R. 2004. “Lot-sizing for inventory systems with product recovery.” Com-

puters & Industrial Engineering 46 (3): 431–441.

Thierry, Martijn, Marc Salomon, Jo Van Nunen, and Luk Van Wassenhove. 1995.

“Strategic Issues in Product Recovery Management.” California Management

Review 37 (2): 114–135.

Toktay, L. B., L. M. Wein, and S. A. Zenios. 2000. “Inventory management of

remanufacturable products.” Management Science 46 (11): 1412–1426.

105



���������	
��
���	
������	�
����	���


�	�
���	�
�����	�����	
�������

��������	
������������

�������	�������������	�	�����������

�����������	������������

�������	��� !��∀�	!
�������#���� �	�!���∀�	!�

��������

������∃����	�!����%�������!�&�∃%∋����(	����)!���!������	��&()∋���	∗�������	����

� ������	�����	� ���	�	 ��	!������ �����	��������∀ �+�������	∗���� � ������ ��������� �	��

,�����	��� � ,�� � �!����	�� � �� � ����	���, � �� � ����	�� � �	������� � ������������∀�

����������������	���������������������	������������	��������
���������������������	����

�!����	��������,���,����	��������	�!���
������������		�	������	∗���������������������,�

������������
��������−��������	���!����	���������	�����	�����������	∗���∀�

.� ����� ���������� � � � �������� ���	∗��� � 	� �!���	� �	� � ���������, ��∃%��� � ()�

��	∗�������������������	�����
������������
������������������	���	������/���,�∀�0�	∗�����

���� � �	���������1� � �� � ����� � ����, � � � �����	� � ���� � ���!��	��∀ � )���� � ��� �����

,������ � �� � � � ����� � ���� � ��	���� � �	�������, � 	� � ��� � ��������
 � � � ������ � 	� �!������

���������	�� � �� � ����������
 � �� � � � ������ �	� � �2���� � 	����	��∀ �+�� �	���	!�� �	� � �����

�������� ���	∗��� �����3 � � �!	�� � �	� �������, � �������� ��∃%����() ���	∗����4 ��� ���

���!��	�� � �	� � ���������, � �� � ��������, � ��� � ������� � 	� � ����	�� � ����	�� � 	� � ��	∗����

����	�!���� � �� � ����	� �!����� � �����∀ �5 � ��� � �	!�	���� � 	� � ���� � 	���	!� ���� � ����

����	�!����	������,�������	�����������	������������������	∗���6������������������������

�����������������	���������������	��!�����∀�

� �	���������	

)������������������!��������,���������������������������,���������,�	�����������,�∀�+���

��	�	 � 0�	�	�	� � ��� � ����	��� � �� � 7889 � ���� � ��� � �������	� � 	� � ������, � ,�	����

,�����	����,����!����	��
��	�!���������������������	��������	�	!�������	�!���∀�

�����������	�	�0�	�	�	��:���;�����������	!!������	��������������,�����	����,���

�!����	����	�<==8�������∀�

+	 � ���	!����� � ���� � 	���,���	� � ��� �:�� �;����� � ,	����!��� � ��� � ����	��� � ���

/!����	���+����,�����!��&����:;�/+�∋∀�+������������>��>���������!���������������

���� � �!������ � 	� �,�����	��� �,���� �!��� � �������� � �	 � ��� �,	����!��� � � �−������� �	��

����	� ������� ��−�������� � �	 � ����� ������� � �!����	��∀ �+�� �−������� �	� ��!����	� �������

���	������	�����!��������������
�����!����	���������������������	!���������
����

���������	���������∗�����	�������� ����������	��∀ �)��78<8��	������/���,�
 �������� �	�� ����

�����	���������,������	�
���������	!����������	�������!����	�����������������!�∀�+���

�����	���� �����,� � ����	� � �������� � �	 � ������� � ���	����	� �	� � ������ � �	 �	������ �!��� � ���

�	�������	!�����!�����∀

����� �∃����	�!��� �%�������! � &�∃%∋ � �� � (	��� � )!���!������	� � &()∋ � ��	∗�����

��	�����������	�����	����	�	��	!�����������	��������∀�+���������������������������

106

mailto:brendan_kite@hotmail.com
mailto:kevinlaowen@msn.com


�����	�!����������������6�	���,���	������������:;�/+�∀��∃%����()���	∗�����������

����������	���!����	����������	���,��������	����	��������������������∀ �+����∃%�

���!��	����������������!	��������������������	��()∀�(����	����?88��∃%���	∗����������

���������������������������	�()���	∗�����������������������������	����∀���5������������

	�����������!����������������	�����	�������	,�����������∃%�	��()���	∗���∀��∃%����()�

��	∗����
������������	��!������������
��������∗�����	���,���������	���������������������∀�

����������� � ����	��� � ��� � ������ � ����� � 	� � ����	� � ������
 � ��� � ������ � ���������	����

�!����	��������,���,����	��������	�!���
������������		�	������	∗���������������������,�

������������
��������−��������	���!����	���������	�����	���∀�

+�������	���	��������	�	������	∗��������	�����	����!���		�	,���	���	������/���,��

�	�����������	���������∃%����()���	∗�����������!��	������
������������
��	�������������∀�

5������	!�	�����	�������	���	!�������������	�!����	������,�������	�����������	������

������������	∗���6�������
������������������������������������������������������	�������

��������	��!�����∀��∃%����()���	∗����������	�������������������������,��������	��

���� � ���!��	��∀ � )���� ���� �����,������ � �� �� � ���������� ���	���� ��	�������, �	�3 �����

��������4����������	��!���������������	����������������4�������������	���2�����	����	�∀�

� ��������
 ��!

+�����	∗�������������	��!�������������������������������	���,���������������∀�5����,��

��!����	�����������	����2�����������	�������∗�����������,�������	�!����������	�!����∀�

5���!���������������������,��	������∃%≅()�!�������������	���,���	���∀�5��������	��

���������� � ��	��� � �	 � �������� � �������� � �	 � ��� � ��!� � 	� � ���� � ��	∗���∀ �5 � ��!��� � 	��

��������1� � ����	� �!����� � �	�������, � ���!� � 	���� � ��	���� � �	� � �����, � ��	∗���� � ���

��������,���������	��!�����������	�!���∀�∃�������	����������	����������	�����������

�����������������−�������	���������	����	����������������	�∗�,�∀

5������������������������	�������	��������������������!������������	�����������

����	�����∀�������������������������������������!���	��������!�����	���	�������!���	�

�� ��	�� ����� �!���	� �����	�!������������ � �	 � ���� � ���� ���	���!�∀ �+�� � �����������

�������������	����	������	���	������3�����	�������	����������������������������

�������������4 � �� � ����	����� � �	 � ������, � ��	∗���≅������!��� � 	��	���������∀ � +�� � ����

�����,��������!!����������	��	��∀

�∀� ���������
��
��	���#
�	�
�����
���∃�
�	�
�	�����	���

Α��������,�	�∗�����������������������������	���
���	�����������������,���������!�∗	��

����� � �� � ��������, � �∃%≅() � ��	∗���� � �� � �	 � ��� � �	��������� � ���� � 	� � ���	�!���	��

����������������	��!������∀�)��!�����������������	������������,��	���������������	������

�	 � ������ � ����� � �� ��������������∀ �+�����	��� � ���� �������!��� � �� ����� �	� � ����,���,�

��	�������� � ���������	��
 � ��	��� � �� ����,��� � �	 � ��������� � ����!����� � �� � ��������,�

����	����� � ���∀ � ����	,��!�
 � �!������� � ��!������� � ������ � ������	��
 � ���	��������

��	�������� � ���������	�� � �� � ��,�����	� � �������� � ��� � �	!!	� � ����	����� � �	 � ������,�

��	������������������	��∀��	�����
�����������	����������	����!������������������∃%≅()�

!����������������������������������,∀�

��������,��2�����	����	�������������������	�����������������	������������������∀�

�	����� � ������ � ������� � ��� � ��,��� � ���∗������ � �� � �������� � �	 � ������∀ � )� � 	��� � �	�

!���!��������
�������	������	����������,��2�����6�	����	��������	�����������������,���

���!���,�∀

107



����,	�����, � ����� � �� � ������������� � ��� � ������ � �����	� �!����� � �	 � �2��	�� � ����

������	���������������������������������������������	�������������	∗���∀�)����������,�

����������������������������������������,	������	������	�����∀��������������	��������	�

,�	�������� ��� �!�����>������������
 � ����� �	���	!�����	�
 �������������	��� � �����∀ �+���

!�����>�����������,	����	����������������	�����������������������!����	�����������∀�

���������	��������	��������	�����	������	�������������,	��������������	���	!�����	�∀�

)��������	�����������	������������	�����������������	������������������∀

5�	������		���	������������,�����������	�����������������������������	!�	����	�∀�

)� �����������������������������������	������	�����	�������������,���������������	���

����������∀��5��������������,��!��������!������	!�	����	���		�
������������������

�	�����������������������	������������	�����������������������	��∀

�∀� ������
��������	
���������

+�����	����������!�����������������	���������������	�����	������������	���&∃�Β∋∀�

+�����!���	����	�������	�∗����������−�������������������	�����������,�������!����

�����	�� � ���� � ���������
 � �	����� � ���� � ����� � ���� � �� � ����������� � �		���∀ � )��

��������,� ���������� �������� � �������� ������������ �������� ������������� � ��	!
 ����

�2�����	����	�������	����∃�Β�������−���∀�

∃�����	�����������������2�����∃�Β�����������	��������������������������������	����

��	∗�������������	����������������	�∀�+��������	�����2������������	������	������������	��

���2��������������,��������!���������	��∀�+������������	�!���������	����	����,������	��

�������	����	��	�����������������	������������	��!������	���!���	�������	��������

!�2�!�����������	��������	������	∗���∀�∃�����	�����������	���	�������������!�����	��

�	������������, � � � ��	∗��� � �� � ���������, � ��� � ����� � ������� � ��� � ���	����	� � 	��

�����������������������	∗���������	�����,��∀�

5��	�����
����������
�����	�����	����	��	�����,�����������	�����2�����������	���	∗����

�������	����������	���	�����������∀�)�����������	��������	∗������������������������������	��

	���	�����������	!��������������	���������	����	��	�������������∀�+��������	��!�����

����������,��
������	������	���,���	�
��	��2�������������	���	������	�,�	������������	������

��	∗���∀ ����� �	���	�� ��������� � �� ��� ��2�����	� �	� � ��������� �	���	�� � ���	�� �����	!��

�������	��!���	�����	��������������!����������!���	��
�������!����	���	������	�>

����������!������∀�)����������������	���	������������������	�!�	�������	���������������∀

∃�����	� �!������� � ��� � � � �	�! � 	� �%���� � �������� �∃�����	� �5������� � &%�∃5∋
 � ��

!���	������������	������� ���	∗���������	����,����� �����!����	���������	����������∀�

+�������	�������������������,�������	���,��	������!�	�������	���������������
 ������

��!!���	���	��������������	��∀�%�∃5���	�����������������������	���	!�����,�����

����	�!������	������	∗��������������������������
��	��������������!�����	��	����	����

������,��������������,����∗���������������∀�5�������������	�����!���		�	,���	��

����!����,���	����������,����!��������	�!�������	������������������������	���������∀�

+�������	�����������	���������,����������	���	������	����!������	��	�����������������

���	�������������∀�

)����������,�����������������������������	������������������������	��!�����������

�������������	�������������������������	�������	�����������,��∃%����()���	∗����∀�)��

�����−������������	��	�����	∗�������������������������������!���	������	����	�����

�������	����������!��	����	�������������,�������	∗���∀�)��	�����	∗�������������������,��

<���������������	�
�������������	������������������������������������������������������������������������

�����������	�������������	�����������������������������������	����������������������������

108



	�������������!��������	�����∀�)���������������	!�	����	�����������	�����������������

����!������	������	���,��	���	∗�������������������∀

% ��������&#

+����������� ��	������ �	� � ��	����,��3 � ��� � �����������	� ������������	� �	� � ����� ����

�������������4 � �� � ��� � ����	�!��� � 	� � � � !	�� � �	 � ���	��	���� � ����� � ����� � ���

�����������������	��∃%≅()���	∗������������	��&�����∃%≅()�Χ������	��%	��∋∀�0�	∗�����

�������	!�	������	������∃%����������,���	���������	�
���,�������	�
��	��������	�
�

!	���	���,
�����������	����������������	��&�����������������	�∋∀�/�������,�����	��������

������	�����������������!����
����������������,���	����!���������	��	!��������������,��	��

������	���������	��������,���������,�∀�

�

� ���� ���	


� ���� �	

� ���������

����������

�� ���������

�������

!�  ����������

� ���������

∀ ����� �������

�������

!�#�� �� ���

�������

��������∃ ����

��� �� �������%�

��� ��� �������

� ������������ %�������

&������� �

��������

��������

������
������	���	������	�����	�����	

��� ��������	
 ���������	
 �	
�������	


∋	��������

�����������
��������

��� ���������� �

∀�������������������
������

�	
��	��
 ����������	
 �����������	


����

���� ���������	
��

���� �����
�	��	� ��	��

%∀�
 ��	���������	
�	�
��������	
��
���∃�
�	�
�	�����	���

5����!��	�����������	����	��,�������,������������,����	�!���	�∀�+�������!��	���

��	������������������������������!�����	���	�!������,�����,�������	���������	���

��������,�����	∗���6������	�!����∀ �+�������,��������	�������������	��������������	�

,����������������	��������	∗�����������	��!	��∀�0�	∗��������	�!����������������������!��

�������	��	!����������	∗������������������	������	�����������	!�����	∗���∀�

+������!��	����	�������	�����������,��������������������	�3

%∀�∀�
 ����
�	��#���

+�	������������������������������������������	��2�!����������	�����������������	∗����

���������������������	∗��������	�!����∀�5��������	����������������,�����	�����������

����	��������

������	��	������	


�����������

������	��	��
���	

�
�����

�∃����� ������������������������������������������������������

(��������������������∃���������	�� ���������� ������������� �������������

�������	��������������������������������∃�������������

)����������������������∃��� ���������������� ����������������������

�����������������	�����

����� �����∗�������������������������	������ �� ����������������

���������������� ����������������������������������	������

��������	����	��
�����������	��	� �	���	�����

109



�	������������,����������	��������������	������∀�.���������������������2����
���!��������

������ � ������	�� � &�∃Β�∋ � ���� � ,������� � �	� � ���� � �	!������	� � 	� � ��,���������

����!�����∀�

+�������������,���!	����	���������	�������������	�!�����	���∃%≅()���	∗����∀��	!��

	��������������	����������2������������	∗���������������	��∀�5���!����	��������������

���������������������������������������!�����������������	��2������!����	��������������	�3

• )��	��������������������	��������������������∀�

• 5�����������������!����	����	∗�����������	!�����������∃%≅()��������	�����	�!�

������	����������������,�����������	��!������	∗�������������������∀

• 5����,����!����	�����������������!����2��������	∗��������	�!����������	�����	���

�������������������������������������∀�

• .�����2�!����,���!����,���������	��������	���������������	������,�������������∀

• 5���!����	����	∗�����������2���!������	�!������2���∀�)��!������������������	∗�����

�����	�����������������	�������	������	��	����	∗����∀�)�����������������	!����	∗����������

�	!!��������	���	�7889�������	�,���!�������∀

• +����)���������))����	����2���∀�.����������������	�!��?8�	��>����5:�Χ5������
�

������������	�!������������	>����5:�Χ5������������,�����	���	����	�����	������

������	������������������������������∀�5���,����������������	��8∀89��������∀�

+�� �!��� � �� � �������	� � �� � ��	∗��� � ����	�!���� ���� � �	�� � �	 � �� � ��,�����������

�������� � 	��� � � � ��!��� � 	� � ��	∗��� � ���������������∀ � )� � ����������
 � ��� � ��!� � ����� � �	�

�	!����������	�����	∗�������,����������������������������	����	�������
���	∗����������
�

��	∗���������������	∗����������	��∀ �+����	��	���,�,���������������� ��	!����,���������

������	�������������������������∀

�����������	��	��������	�������	��	������	�����
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5��������!����	���	!��������	∗�����,�	��	������!�
�������������������,�!����������

����	��� � ������	������∀ � �����−������ ��� � ������ � −���������� � ����	����� � �	 � ��������

��������������������	����	∗��������	���	����	∗��������	�!����∀

%∀�∀� ∋���#
��
���∃�
����������	�

%���������������	�����������������	�������������	�����������������������	�����������

�������� ���	∗��� �����	�!����∀ �0��������	�� ����������������	!������,��	���	������

�������,�������,������
�����	��!�������	�������,����!�
�����!���∗	������
���	,�
����

�������� � 	�,�������	�� � ���� � �� � ��� �.	�� � ����∀ �%��� � 	� � ����� � ���������	�� � ����

���∗������ � �� � �	� � ����������� � �������������� � 	� �!����� � �����∀ � Β	� � ���� � ����	� ����

�������,��� � ��� � ����!������
 � ��� � ������ � ������ � !	��!����
 � ��� � ������ � 	� � !������

�����≅��	∗���������
���������	�������!�����	��!�������,�������������	����������������

����	�∀�

%∀�∀%
 ∋���#
��
(���
���	��	

5����,����−�����	���������������	����	���������	�������������,�	������������������

	����������	��!�����∀�+�����!��	�������������������	3

• �	���������������!�������������������	�∀

• )�����������	��������	�����������,�����	∗���6�������∀

• Χ��������	�������	���������������������������	������,��∀

• /2�!��������������	����������������	∗���������������������������������	��∀

+�� � ������ � ��� � ��������� � �	 � � � ��!��� � 	� � :�� � ;����� � ����������� � !������

������������ ��������!�� ������ � ��	!������, �:���;������������������∀ �0������������

��������,������	��������,���������	���,��	�����������	��������	��!��������������

�∃% � �� � () � !�������!� � �� � �� � �2������� � �� � ����� � �������, � �	 � ��� � ����,� � ���

�����	�!����������	��∀

+���98∆�����	����������������������������������������,����	�������,�����	����	���	��

�2�����������������	��!�����∀�+����������,��	������	��������������	�������−�����	��

�������������������������������	����������������������	��!�����������	�!���∀

+����������	����������������	��������!����	����!�����	����������������	����	����

�	������������������,������������3

• +�����!������1�������!��������	�����������������������������	�������������!�����∀

• +���−�������	���������������	���,��	����������������������������	�∗�,�∀

• ����	������������∗������∀

• ��������,��	��������	����������∀

Β�	! � ��������, �!����� � ���������	�� � �� � �2���� � 	����	�� ��� � �������� � ��������

������	�����������������	�������	����	��������������������,������������������������������

!����	�∀�.�����	�����������������	���������!�������������������	�∀�+�����������	�������

�����−���������������������	�,�����������������������	����������∃%≅()�Χ������	��

%	��∀�5����	���������	�����������!!����������������������	��������,����	!�����

���������	�!���	��,�������,����,��∀
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%∀�
 ���)��
∗�������	
����

%∀�∀� ����
+����!

+���!	�����	��������		���	����������,��	���������∃%≅()�������!�����������!��	��������

����	� � ����� � ������∀ � +�� �!	�� � ��� � �� � ��� � �	 � �2��	�� � ��� � ������ � 	� � ����� � ���

��������������	������	∗���6������������	����������� ���������������,��	����������	����

�	��������������!���∀�+���!	�������	����������	���	�������	��������!�����������	��

	��������������������	����������,����������	∗���∀

��������������,����������	��������������	����������!	������!�������	�����������

	��	������� � �	 � �������� � ������ � 	� � �	���� � �	�������
 � �� � 	��	�� � �	 � ������, �������

������!����∀�5���	�����
�����������������������	�!���	��	����	���2����	����������������

��������	���������	∗����∀�Β	������������	�������!	���	����	��,������������	���!�������	��

�	������≅����	�������	����������������	����������	���������	������∀�)�����
�����!	���

������������	����������!��	����	�!���	����������������������,���	��������	∗�������

���	��	�������������������������	�����������������������&:0Χ∋����������	��∀�+���!	���

������������	������������������	����������	��������������!����
��	������������	∗����

�	��������������	�������	������	������������∀�)�����������������!	����	�������2�����

�	�������������������!����∀

+���!	���,��������������������	��	������:0Χ�	�����������	����������∃%�	��()�

��	∗��� � �� � ���� � ���,� � �� � ��� � ��	∗��� � �����∀ � +�� �:0Χ � 	� � ��� � ��	∗��� � �� � �	�!� � ���

���	�����,������2������������������	���������&����������������������!����������������

�2����� � ��!��� � 	� � ������ � �����∋ � 	��� � ��� � ��!� � ����� � �	 � �	!����� � ��� � ��	∗���∀�

∃���������	�������,�����������%	��������	���!�����	������,� ����∀�+���:0Χ�	������

��	∗�������������������!��������,�����������!���������������	!�������������	!�����

����� �����!���� ����������	��∀ �+�����!��� �:0Χ����� � �������	��� � �	 �,������� �:0Χ�

���������	��∀

+������,���	����!���������	��������������,������������������!����	���������	���

��	!� ��� ���	∗��� � ��� � ��������� �����!����� � �� � ��� �!	��∀ �+�� ����������	�� �	� � ������

����!��������������!���������������������	∗�������������������∀����������������������

��!������	!��∃Β�����������,����������	!�����	��������	∗�������∀�����������∃Β������

,������� � �	� � �������� � �	!������	�� � 	� � ��	∗��� � ���������������∀ �+�� ��∃Β� � ��� � ���	�

����������	���,��	������������	������������	∗�������������������∀�

+���!������������	������������������!��	����������������!������	!����������������

�������������	∀�+������!��������	���	������!	�������	��2�!���������������	����	∗����

����	���	����	∗��������	�!����∀�+���!��������������������������!���������������������,��

	���������	������������������������∀�

+���!	�� ���� ����������	��� �	 ���������� �����	!��� ����!	���� ��� � ��������

����,��������,��������	�������	∗�������������	��!�����∀�+���!	������������������������

�	��������∃%���	∗����∀�5��������!��	������	�!����������������������!����	��()���	∗�����

�2������	�!���������������	���������	����	∗��������������������	��()���	∗��������	�!����∀�

+���()���	∗�����������	��	�����!��������,����	������∃%������∀ �5������()�!�������!�

����	�������!	�����������2������	��	����()���	∗���������∗�����,���������������������

��−����∀
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�

�	���������
��	�� �

�	
��	����
���

!�∀	��#∃���������	
�

���	���������!�	��

���� � 	� � 	�� � �����,� � ��	! � ��������, � ���
 � ��������, �!����� � ���������	�� � ���

��������,��2�����	����	����������,������������������!������������������	����	������

!	��∀�+��������������������������,�����������������	�������������������!	��������

����������������!����������	������!	������	�!���	�����	!������������∀

%∀�∀� ������	&
���������	�
�	�
���������	�

+�����������!���	��������!�����	���	������!	����������������	�∀�+���������!���	���

�����!�����	�������������!������	�����	���!����������!	���	������	���!�����	���	��

�������������∀

• 0�	∗�����	���������	�����	������	�∀�

+���!	���������������������	������	���������,���������������	∗���∀�+���!	���

����������� �	 ��2�!��� � ���� �������	�������� �	� �� ������ � ������!��� ���� � ����

��	∗�����	���������������	�������	������	������������∀

• +����������	������!��������������	∗����������	���������	��∀�

+�����	∗����������	���������������������∗���������������������,�������	��	�����������

���,���	������������������∀�+����	������≅����	�������	��������	�����!	�����

����	������	�!���	����������������∀

• +������	����������������!���	���	������	������!�∀

Β	����!���������������	�����������������	������∀�+��������!���	��!�����������

��������	��	��	�������	�,���!������	∀

• +�����	�����������	����,�������	�����������������������	������∀

5�����������������!����	����	∗�����������������∗������	����������	������	���

��,����,������������	����	∗��������������������	��������	���������	����,�������	��

�����������∀�+����������	����������!������������	������	�����	�,�������������	��

��	∗��� � ��������������� �	� � ��� � ��,�������	� �����
 � �������� ����� ��� � ���������

������������	∀������������������������,������������������������,������������������

��	∗���6�������∀�+����������������������������	���������	��������������	���������	��

������,����������,��∀

• �	��������	�����!	���	���,���!�������2�∀
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)���������!������������	��������	�����!	���	���,���!���������������	���	��	��

������	∗��������������������������������	������∀�+��������!���������	�������

���,��	����������	���	��������	�����!	���	���,���!�∀

• )�����!����	���	���	������������������	���������	∗�������,�∀

+�������� �	� � ��������, � �� � ��� ���	∗��� ��������� ���������,�� ���������	������

����������,����������,��	������������	��������	∗�������	�������������������,�∀

%∀�∀% ����
���������	

+���!	������������������������������������,��∀�+������������,�����	������������

������, �	� � ��� �!	�� � �	 � ��� ��� � ��!	�� ���,�∀ �+��� ���� �����	�!� �����, �!	���

����	�!���∀�)���������	�����,�
�	���	����!����������,���������	�!��	�������,��	��

����	��� ��∃%���	∗����∀ �5���!��� �	� ���	∗���� �����������	 �������������� � �����������

�������	������	�����	∗��������!�������������������������������	������������������!	��∀�

+�� � ������� ����� � �2�!��� � �	 � ������� � ��� � ������� � 	� � �	�����>��������� � ������	��∀�

∃����,����� �����������	��� ���,��������	������∀ �)�� ��������� ����,�
 � ����!	�� �����

������� � �� � �	!�����, � ��� � ����≅������ � ������� � �� � ��� � !	�� � ���� � 	�� � 	���

����	������	��∀�5����,��	���2�����,���	∗�����������������	�,������!	����������	�������

������	!���������������	∗����∀

+�� � �������	� � ����� � ������� � ���� � ��� �!	�� � �� � ��������� � �� � �!	��������, � ����

����≅������ � ��������������� � 	� � �������� � ��	∗����∀ � +�� � ����!���� � ������ � �	� � ����	����

��	∗���� � ���� ������� � ��� ����������	�� �������� ��� � ��� �!	��∀ �+���� ������� � ��� � �	��

�2�������	���������	�����	���	�����!���∀�+�����������������������������������	!���2�

�����	�!�����������,�!	���������,����!��� ���!����	���2������	������������∀������

��!�
����������	∗����!����������	������!	����������	!�����������������!	����������

�2������	������������������	∗��������	�!���������	��	���,�	������!��	��∀�

, ��	������	

5� ���,� � �!	��� � 	� � �������	� � �2���� � �� ��∃%≅() � ��	∗��� � ����	�!����∀ � �	!� � 	� � �����

�������	����������2������������	∗��������������������������∀�+������2��������������	��

���������������	������!!��������������������������	����������������	∗���������!�����∀�

)��	��������������	∗��������������	!�	��������∃%≅()���	��������	����������������,���
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Abstract 

The managers of private and public sectors often assess operation units under their 
governance (UUG) with their consumed resources and produced outputs. In this 
research, we develop a procedure to re-allocate the resources among the UUGs of the 
management sector to improve its aggregated productivity. In our model, apply the 
linear programming model we developed to obtain a common set of weights for the 
productivity indices so that the aggregated productivity of the sector is maximized. The 
new resources allocation and the expected level of outputs for the UUGs are designated 
as well. The allocation of resources/outputs and the productivity of every UGG are also 
obtained.  

 
Key words: resource allocations, performance, common set of weights 
 

1 Introduction 

The managers of private and public sectors often assess operation units under their 
governance (UUG) with their consumed resources and produced outputs. The aim of 
this research is to develop a procedure to improve an organization’s overall 
performance. There are several UUGs under the governance of the decision maker of 
the organization. The units are assessed by multiple input and output indices. The 
decision makers (DM) of the organization attempt to adjust the input and output of 
UUGs to improve the overall performance and to achieve maximum profits. Such a 
study is named as resource allocation problem or production assessment/production 
management. For instance, a commercial bank reallocates each branch bank’s input and 
output to improve the overall performance. It is commonly required for government or 
private organizations to have such a procedure. 

The conventional DEA studies focus on the evaluation of the performance of each 
decision-making unit (DMU), which owns absolute autonomy to adjust the amount of 
the input and output. Thus, the evaluation of DEA will obtain the most favorable set of 
weights for the inputs and outputs indices of each individual DMU. 

Since the set of weights of each DMU may be different, this research focuses on the 
overall performance of the whole organization instead of analyzing each DMU’s 
performance. In this study, the term DMU is replaced by UUG to reflect the unit is 
under governance of the DM. But in the mathematical expressions, DMU and UUG are 
interchangable. The manager, the DM of the organization, own the power to allocate the 
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volume of the input indices to have the expected volume of the output indices for all 
units under his/her commands.  

Data Envelopment Analysis (DEA; Charnes et al., 1978; Banker et al., 1984; Cooper 
et al., 2007) is commonly employed for performance evaluation. The model in Lozano 
and Villa (2004) is the radial-based centralized resource allocation DEA model, which 
discusses the overall performance of the organization. This model includes two stages: 
the former one pursues the optimal overall performance, then the slack of each index 
will be further obtained in the latter stage. The efficient score is over-estimated since 
slacks for the indices are not accounted in the efficient score. The model can be taken as 
a special case with the common weights restrictions. In addition, with this model, we 
may consider the allocation of UUG with minimum consumption from an input-oriented 
model, or, with maximum total output production from an output-oriented approach. 
Thus, we propose a centralized resource allocation model based on slacks-based 
measure (SBM; Tone, 2001). In this way, the defect of slack missing can be solved; 
meanwhile, the input and output indices can be achieved via a linear programming 
model with the property of units-invariant. 

Thanassoulis et al. (1992) firstly combine goal programming (GP) and DEA to find 
maximum interests of each UUG. Athanassopoulos (1995) suggests another goal 
programming based on DEA, in which the central decision makers consider the goal of 
the whole organization, looking for the global target and maximum contribution of each 
UUG. Athanassopoulos (1998) proposes another non-linear programming model that 
includes the restriction of the weights in the model. 

Golany et al. (1993) propose three models based on additive DEA model (Charnes et 
al., 1985). Firstly, it proposes suggestions of allocation of reources in each UUG in 
consideration of the costs and benefits of the input/output. In addition, there are five 
stages in regard to the allcation of the resources. It is notable that this model does not 
take outputs target into account but only map out UUG’s input resources. Gloany and 
Tamir (1995) suggest an output oriented model (maximum output), which considers 
input and output target at the same time to do the resources allocation. However, this 
model simply discusses single output; we have to weight each output index subjectively 
before analyzing mutiple output indices. 

Beasley (2003) utilizes the mothod of cross-efficiencies to propose a non-linear 
programming, which aims to maximize UUG’s average efficiency and discusses the 
fixed allocation of costs and the input resources allocation. Korhonen and Syrjänen 
(2004) suggest a multi-objective linear programming (MOLP) to do the resources 
allocation. Golany (1988), Golany and Tamir (1995) emphasize that resources 
reallocation is an approach to improve the performance. 

Lozano and Villa (2005) also suggest three models, discussing the resources 
allocation when the number of UUGs decrease and the output remains unchanged. The 
first model concerns that whether the UUGs should be deleted or reserved with 
maximum efficiency. In this model, the UUGs with high efficiency will be selected. The 
second model concerns the number of the UUGs that should be reserved and resources 
reallocation with maximum efficiency. The last model looks for the resources 
reallocation with minimum the numbers of UUGs and maximum the overall efficiency. 

A large number of studies have been made on resources allocation, however, some 
of them are either too complicated (Athanassopoulos, 1998; Beasley, 2003; Korhonen & 
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Syrjänen, 2004) or are not able to take input and output oriented into account at the 
same time (Lozano et al., 2004; Lozano et al., 2005). 

Therefore, in consideration of the possible situations, we propose a series of models 
based on SBM to solve the problems above. The advantage of adopting slack-based 
model is that it not only consider input/output in the meantime, but also take the missing 
slack into account. It provides applicable targets for resources reallocation with parallel 
output standard. If multi-answers are produced, another approach will be brought up to 
solve this situation. 

2 Slacks-Based Centralized Resource Allocation Model 

In our research, we propose the new model, slacks-based centralized resource allocation 
model, [C-SBM]. It is based on the idea of radial-based centralized resource allocation 
model (Lozano & Villa, 2004) and slacks-based measure (SBM, Tone, 2001). We will 
describe the dual model of [C-SBM], and interpret it properties by the estimation of 
efficiency score. 

2.1 [C-SBM] model 

Lozano & Villa (2004) propose the radial-base centralized resource allocation model 
based on conventional BCC model (Cooper et al., 2007). Considering minimizing the 
total input consumption (or maximizing the total output production), the inputs/outputs 
targets of each UUG will be found. In order to deal with the slacks; the radial-based 
input-oriented centralized resource allocation model is framed by two phases. Here, we 
denote their radial centralized resource allocation models as [C-BCC]. However, the 
efficiency of radial-based model is not able to take account of slacks of inputs and 
outputs. For instance, the efficiency score which is estimated by radial-based model 
might be with positive slacks. The radial-based model does not hold the property of 
units-invariant. 

Tone (2001) proposes slacks-based measure (SBM) model. In contrast to 
radial-based model, the SBM deals directly with input excess and output shortfall. The 
model is satisfying properties: unit invariance and monotone with respect to slacks. In 
radial-based model, the efficiency score are evaluated within the slacks. Conversely, 
calculating the efficiency score by SBM is exclusive the effect of slacks. The notations 
used in our proposed [C-SBM] model are listed below.  
Indexes 

j, k: indexes for UUGs; i: index for inputs; r: index for outputs 
Parameters 
n: number of UUGs; m: number of inputs; s: number of outputs 
xij amount of input i consumed by UUGj 
yrj quantity of output r produced by UUGj 

Decision variables 
ρ the aggregate efficient score of the organization 
qik the slack of input i for projecting UUGk, i =1~m 
prk the slack of output r for projecting UUGk, r = 1~s 
qi total slack of the input i, qi = ∑n

k=1 qik, i = 1~m 
pr total slack of the output r, pr = ∑n

k=1 prk, r = 1~s 
 λjk the linear combination weights of UUGj (j = 1~n) when UUGk (k = 1~n) change its 

inputs and outputs 
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(M1) [C-SBM] 
ρ

* = Minimize [1 – (1/m) ∑m
i=1 (∑

n
k=1 qik / ∑

n
k=1 xik)] / [1 + (1/s) ∑s

r=1 (∑
n
k=1 prk / ∑

n
k=1 

yrk)] (1.1) 
s.t. ∑n

j=1 xij λjk = xik – qik, i =1~m, k = 1~n, (1.2) 
∑

n
j=1 yrj λjk = yrk + prk, r =1~s, k = 1~n,  (1.3) 

∑
n
j=1λjk = 1, k = 1~n, ∑n

k=1 qik ≥ 0, i =1~m, ∑n
k=1 prk ≥ 0, r = 1~s, (1.4~1.6) 

λjk ≥ 0, j = 1~n, k = 1~n, qik, prk free in sign, i =1~m, r =1~s, k = 1~n. (1.7~1.8) 
In (1.1), ∑n

k=1 xik and ∑n
k=1 yrk are the sum of ith input and rth output respectively. 

∑
n
k=1 qik and ∑n

k=1 prk are the sum of ith input reductions and rth output increases 
respectively. For entire organization, the proportions of ith input reductions and rth 
output increases are ∑n

k=1 qik / ∑
n
k=1 xik and ∑n

k=1 prk / ∑n
k=1 yrk. (1/m) ∑m

i=1 (∑
n
k=1 qik / 

∑
n
k=1 xik) and (1/s) ∑s

r=1 (∑n
k=1 prk / ∑n

k=1 yrk) are the average proportions of each 
controllable input reductions and each controllable output increases separately. Hence, 
the numerator and denominator in (1.1) are the reductions percentage of total inputs and 
the increases percentage of total outputs respectively. The proportion of numerator and 
denominator is the aggregate efficient score. In other words, the score of most 
efficiency is 1 (100%). If the average improvement proportion of inputs and outputs in 
organization is 0, the usage of its inputs and outputs is perfect. Therefore, (1.1) is 
interpreted to the aggregate preference of the organization, and the efficient score is not 
excess 1. 

In conventional SBM model, it is used to find the projection of each DMU to 
improve the efficiency individually, and the average improvement proportion of inputs 
and outputs is seem as the efficient score of the evaluated DMU. In our proposed 
[C-SBM] model, we can consider n UUGs at the same time in an aggregated model 
without n times. For finding the projection of each UUGk, k = 1~n, the weights of n 
UUGs are λ1k, λ2k, …, λnk as (1.2) ~ (1.3). Considering UUGk , k = 1~n, (1.2) indicates 
that the modifications for ith input of UUGj. It is equal to the weighted sum of ith input 
for total UUGs as same as the linear combination of total UUGs when λjk are the 
weights of UUGj, where j = 1~n. Similarly, (1.3) expresses that the modifications the jth 
output of UUGj which is equal to the weighted sum of jth output of total UUGs. 
Equation (1.4) is the constraint for the sum of weights λjk to one, j = 1~n. This leads to 
variable returns-to-scale (VRS) characterization (Banker et al., 1984). 

For (re)allocating the resources, each controllable input i and controllable output j of 
each UUG can increase or reduce arbitrarily. There is no restriction to the inputs, qik, 
and outputs, prk, improvements of each UUGk. However, we consider the organization 
in its entirety, and we expect the aggregate efficiency to improve. The total 
improvements of inputs/outputs should be positive, as (1.5) ~ (1.6). 

2.2 Linearization and Duality of [C-SBM] 

For solving [C-SBM], we multiply a scalar variable t (> 0) to the numerator and 
denominator separately and let the term of denominator equal 1. Equation (1.1) can be 
rewritten as (2.1) and (2.2). Multiplying a positive variable t to (1.2) ~ (1.7), the 
equations can be rewritten as (2.3) ~ (2.8). The products of variables in (M2) are 
non-linear. 
(M2)  
τ
* = Minimize t – (1/m) ∑m

i=1 (∑
n
k=1 tqik / ∑

n
k=1 xik) (2.1) 

s.t. t + (1/s) ∑s
r=1 (∑

n
k=1 tprk / ∑

n
k=1 yrk) = 1,  (2.2) 
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t ∑n
j=1 xij λjk = txik – tqik, i =1~m, k = 1~n, (2.3) 

t ∑n
j=1 yrj λjk = tyrk + tprk, r =1~s, k = 1~n, (2.4) 

t ∑n
j=1 λjk = t, k = 1~n, t ∑n

k=1 qik ≥ 0, i =1~m, t ∑n
k=1 prk ≥ 0, r = 1~s, (2.5~2.7) 

tλjk ≥ 0, j = 1~n, k = 1~n, (2.8) 
t > 0, qik, prk free in sign, i =1~m, r =1~s, k = 1~n. (2.9~2.10) 

Let Qik = tqik, Prk = tprk, and Λik = tλik, (M2) is further transferred into a linear 
programming model, for computing, as shown in (M3). 
(M3) [Computing C-SBM] 
τ
* = Minimize t – (1/m) ∑m

i=1 (∑
n
k=1 Qik / ∑

n
k=1 xik) (3.1) 

s.t. t + (1/s) ∑s
r=1 (∑

n
k=1 Prk / ∑

n
k=1 yrk) = 1, (3.2) 

∑
n
j=1 xij Λjk = txik – Qik, i =1~m, k = 1~n, (3.3) 

∑
n
j=1 yrj Λjk = tyrk + Prk, r =1~s, k = 1~n, (3.4) 

∑
n
j=1 Λjk = t, k = 1~n, ∑n

k=1 Qik ≥ 0, i =1~m, ∑n
k=1 Prk ≥ 0, r = 1~s, (3.5~3.7) 

Λjk ≥ 0, j = 1~n, k = 1~n, t > 0, Qik, Prk free in sign, i =1~m, r =1~s, k = 1~n.(3.8~3.10) 
The optimal solutions of (M3), (τ*, t*, Λ*

jk, Q
*
ik, P

*
rk), could be converted to the 

optimal solution of (M2) by following equations. 
ρ

* = τ*, λ*
jk = Λ*

jk / t
*, q*

ik = Q*
ik / t

*, p*
rk = P*

rk / t
*. 

According to equations (1.2) and (1.3), respect to UUGk, the modified targets of 
UUGj in all indices are expressed by the following equations. 

ikx~ = ∑n
j=1 λ

*
jk xij = xik – q*

ik, i = 1~m, k = 1~n, 

rky~ = ∑n
j=1 λ

*
jk yrj = yrk + p*

rk, r = 1~s, k = 1~n. 
xij and yrj are modified by the amounts q*

ik and p*
rk, respectively. Note, q*

ik and p*
rk 

could be positive or negative. The total modifications of UUGj respect to all UUGs are 
computed by the equations: q*

i = ∑n
k=1 q

*
ik, i = 1~m; p*

r = ∑n
k=1 p

*
rk, r = 1~s. 

The dual model (Hillers & Lieberman, 2005) of (M3) is showed as (M4): 
 (M4)  
Maximize ς (4.1) 
s.t. ς + ∑m

i=1 ∑
n
k=1 vik xik – ∑s

r=1 ∑
n
k=1 urk yrk – ∑n

k=1 ξk = 1, (4.2) 
–∑m

i=1 vik xik + ∑s
r=1 urk yrk + ξk ≤ 0, j = 1~n, k = 1~n, (4.3) 

vik ≥ (1/m) × (1 / ∑n
k=1 xik) + ai, i = 1~m, k = 1~n, (4.4) 

urk ≥ (ς/s) × (1 / ∑n
k=1 yrk) + br, r = 1~s, k = 1~n, (4.5) 

ai ≥ 0, i = 1~m, br ≥ 0, r = 1~s. (4.6~4.7) 
The dual variables vik and urk can be interpreted as the multiplier (i.e., cost/price) 

assigned to the ith input and the rth output, respectively. In other words, vik and urk can 
also be seems as the weights of ith input and rth output for evaluating the efficiency of 
UUGk. ξk is the scalar associated with (3.5), the VRS auxiliary variable for UUGk. ai and 
br are the dual variable of (3.6) and (3.7) respectively. 

Here, (4.3) can rewritten as (∑
s
r=1 urk yrj + ξk) / ∑m

i=1 vik xij ≤ 1, j, k = 1~n. The 
numerator is the sum of virtual price and scalar of VRS. The denominator is the sum of 
virtual cost. The ratio is the efficiency score of UUGj respect to UUGk. The efficiency 
score for all UUGs does not excess one. The sets of constraints for vik and urk, (4.4) and 
(4.5), restrict the feasible vik and urk to semi-positive. The conventional radial-based 
DEA models, CCR (Charnes et al., 1978) and BCC (Banker et al., 1984), restrict the 
indices’ weights by vik ≥ ε > 0 and urk ≥ ε > 0 as evaluating the object DMUk (decision 
making unit), where ε is a non-Archimedean infinitesimal positive constant. 

With (4.1) and (4.2), the value of the aggregate profit, ∑s
r=1 ∑

n
k=1 urk yrk – ∑m

i=1 ∑
n
k=1 

vik xik, plus the sum of the scalars, ∑
n
k=1 ξk, are maximized. The value of ∑

n
k=1 ξk could 
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be greater, equal, or smaller than zero that respectively indicate the total return-to-scale 
are increasing, constant, or decreasing. 

We compare [C-SBM] with the conventional slacks-based DEA models [SBM-V] 
(Tone, 2001; Cooper et al., 2007). [SBM-V] model is used to analysis the relative 
performance of each DMU, and to set improved targets of each DMU separately. 
However, there are situations in which all the UUGs are under the same organization, 
and the DM has an interest in maximizing the efficiency of individual DMU at same 
time. [C-SBM] model is concerned with overall performance of all UUGs by their total 
inputs and total outputs instead of separately. 

2.3 [C-SBM-CW] model 

Theoretically and practically, an organization could improve its overall performance by 
adjusting the resources and productions of the units under its governance. In the 
situation, the DM wonders to use the same standard that he/she has some strategies to 
adjust the modified targets of UUGs. We use the model to achieve that proposition. First, 
we propose [C-SBM-CW] model to determine that the modified inputs and outputs 
modified of UUGs are increase or decrease. 

Viewed (M4), there are k sets of vik and urk, and each set respects to UUGk, 
individually. For our research about the resources (re)allocation problem, the decision 
makers have enough power to determine only one set of common weights, (Vi, Ur) 
respect to every UUGk. Therefore, Vi = vik for k = 1~n and Ur = urk for k = 1~n. (M5) is a 
special case of (M4) with a set of common weights. 
(M5) 
Maximize ςcw (5.1) 
s.t. ςcw + ∑m

i=1 Vi ∑
n
k=1 xik – ∑s

r=1 Ur ∑
n
k=1 yrk – ∑n

k=1 ξcw
k = 1, (5.2) 

–∑m
i=1 Vi xik + ∑s

r=1 Ur yrk + ξcw
k ≤ 0, j = 1~n, k = 1~n, (5.3) 

Vi ≥ (1/m) × (1 / ∑n
k=1 xik) + ai, i = 1~m, (5.4) 

Ur ≥ (ςcw/s) × (1 / ∑n
k=1 yrk) + br, r = 1~s. (5.5) 

Xi = ∑n
k=1 xik, i = 1~m and Yr = ∑n

k=1 yrk, r = 1~s are seem as the inputs and outputs of a 
virtual UUG. Equation (5.2) can be rewritten as ς

cw

 
= 1 – ∑m

i=1 Vi ∑
n
k=1 xik + ∑s

r=1 Ur 
∑

n
k=1 yrk + ∑n

k=1 ξcw
k. Hence, (M5) is employed to search for the common set of weights 

that maximize the efficiency of a virtual UUG with preferred weights restrictions. The 
dual model of (M5) is formulated as a linear programming which can be further as the 
fractional programming (M6). 
(M6) [C-SBM-CW] 
ρcw* = Minimize [1 – (1/m) ∑m

i=1 (qi / ∑
n
k=1 xik)] / [1 + (1/s) ∑s

r=1 (pr / ∑
n
k=1 yrk)] (6.1) 

s.t. ∑n
k=1 ∑

n
j=1 xij λjk = ∑n

k=1 xik – qi, i =1~m, (6.2) 
∑

n
k=1∑

n
j=1 yrj λjk = ∑n

k=1 yrk + pr, r =1~s,  (6.3) 
∑

n
j=1λjk = 1, k = 1~n, qi ≥ 0, i =1~m, pr ≥ 0, r = 1~s, λjk ≥ 0, j = 1~n, k = 1~n.(6.4~6.7) 

Here, we can rewrite qi = ∑n
k=1 qik, i = 1~m, and pr = ∑n

k=1 prk, r = 1~s. Furthermore, qik 
= xik – ∑n

j=1 λjk xij, i = 1~m, k = 1~n and prk = ∑n
j=1 λjk yrj – yrk, r = 1~s, k = 1~n. 

Obviously, qi and pr must be positive. 
The variables vik and urk are substituted by the common set of weights Vi, i = 1~m 

and Ur, r = 1~s. [C-SBM-CW] enables the manager of the organization to (re)allocating 
the resource of organization with the concept of common weights and maximizing the 
aggregate efficiency, the manager would obtain the improvement on each input/output 
index for all the UUGs, qi, pr, respectively. 
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The total numbers of decision variables in [C-SBM] and [C-SBM-CW] are [n2 + (m 
+ s) × n] and (n2 + m + s), respectively. A large number of decision variables are 
reduced and the administration task becomes easier. There are n conditions in (1.2), but 
just one condition in (6.2), and so on. In physical, the decision makers can (re)allocate 
resource by using the same standards (a common set of weights). Using [C-SBM-CW] 
to adjust the resource of UUGs is easier and abler then [C-SBM]. 

Considering the radial-based centralized resource allocation model (Lozano and 
Villa, 2004; denoted L&V), we can claim that L&V model is the special case with the 
common weights restrictions under the radial-based. Note, it’s only need computing one 
in our slacks-based model (the radial-based model should be computing by two phases). 

2.4 Multiple solutions of [C-SBM-CW] 

To linearization [C-SBM-CW] for solving, the process is similar as [C-SBM]. We 
multiply a scalar variable t (> 0) to the numerator and denominator separately and let 
the term of denominator equal 1. Then, the products of variables transfer in single 
variable. The results of transformation are showed as (M7). Note, (M5) and (M7) are 
duality models. 
 (M7) 
τ
cw* = Minimize t – (1/m) ∑m

i=1 (Qi / ∑
n
k=1 xik) (7.1) 

s.t. t + (1/s) ∑s
r=1 (Pr / ∑

n
k=1 yrk) = 1, (7.2) 

∑
n
k=1 ∑

n
j=1 xij Λjk = t ∑n

k=1 xik – Qi, i =1~m, (7.3) 
∑

n
k=1 ∑

n
j=1 yrj Λjk = t ∑n

k=1 yrk + Pr, r =1~s, (7.4) 
∑

n
j=1 Λjk = t, k = 1~n, (7.5) 

Qi ≥ 0, i =1~m, Pr ≥ 0, r = 1~s, Λjk ≥ 0, j = 1~n, k = 1~n, t > 0. (7.6~7.9) 
In this case, it obtains the multiple optimal solutions by (M7). To deal with this 

situation, we propose one approach to choose the most appropriate solution from the 
multiple optimal solutions. To apply this approach, we consider the dual form of (M7), 
e.g., (M5). Consider one set of output indices with two sets of different indices values 
which the same weighted sums, it is preferable for output indices to adopt the smaller 
range of weights (Obata et al., 2003). They explain that the benefit of the weighted sum 
is from the indices value itself, rather than from the individual weights. In following 
model (M8), the most appropriate set of the multiple optimal solutions in (M7) will be 
calculated by using L1-norm. 
(M8) 
τ
cw* = Minimize ∑s

r=1 Ur – ∑m
i=1 vi  (8.1) 

s.t. ςcw* + ∑m
i=1 Vi ∑

n
k=1 xik – ∑s

r=1 Ur ∑
n
k=1 yrk – ∑n

k=1 ξcw
k = 1, (8.2) 

–∑m
i=1 Vi xik + ∑s

r=1 Ur yrk + ξcw
k ≤ 0, j = 1~n, k = 1~n, (8.3) 

Vi ≥ (1/m) × (1 / ∑n
k=1 xik) + ai, i = 1~m, (8.4) 

Ur ≥ (ςcw*/s) × (1 / ∑n
k=1 yrk) + br, r = 1~s. (8.5) 

Here, ςcw* is the optimal solution in (M7). Now, we compare the radial-based resource 
allocation model, L&V model, and our slacks-based model (M7) and (M8) by using 
several numerical examples.  

Table 1 is showed the data of example, Lozano and Villa (2004) and Golany et al. 
(1993) used. It is a two-input, two-output problem. The results are showed in Table 1. In 
the last row shows our proposed procedure would have less variance for the indices. In 
other words, our new allocation is more centralized. 
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As shown in Table 2, we compare the results of L&V and our proposed models. The 
aggregate performance score of L&V 0.824 is under estimated since the radial model 
does not include the slack on each input and output. The slacks in the four performance 
indices of L&V model are 0(0% of ∑n

k=1 x1k), 0(0% of ∑n
k=1 x2k), 7.824 (21.145% of 

∑
n
k=1 y1k), and 2.176 (6.595% of ∑n

k=1 y2k), respectively. Our model obtained lower but 
more accurate aggregate performance score. The two models obtained different 
common set of weights.  

 
Table 1 Problem XXYY and results 

  Existing  L&V  Our M7 & M8 models 
UUGj  x1j x2j y1j y2j  jx1ˆ  jx2ˆ  jy1ˆ  jy2ˆ   jx1

~  jx2
~  jy1

~  jy2
~

 
A  9 9 2 1  6 10 5 3  10 5 4 4 
B  12 8 3 1  6.71 9.12 4.82 3.18  10 5 4 4 
C  7 12 2 2  6 10 5 3  10 5 4 4 
D  6 10 5 3  6 10 5 3  10 5 4 4 
E  10 5 4 4  6 10 5 3  6 10 5 3 
F  8 10 3 3  10 5 4 4  10 5 4 4 
G  12 10 6 6  10 5 4 4  10 5 4 4 
H  14 6 8 2  10 5 4 4  10 5 4 4 
I  12 12 1 6  10 5 4 4  10 5 4 4 
J  8 8 3 5  10 5 4 4  10 5 4 4 
Total  98 90 37 33  81 74 45 35  96 55 41 39 
Ave.  9.8 9 3.7 3.3  8.07 7.41 4.48 3.52  9.6 5.5 4.1 3.9 
Var.  6.84 5.33 4.46 3.57  4.18 6.53 0.26 0.26  1.6 2.5 0.1 0.1 

 

Table 2 Comparison between L&V and our proposed models 
  L&V Our M7 & M8 models 

Aggregate performance score ρ* 0.824 0.691 
V1 1.25 0.7227 
V2 1 0.5556 
U1 1 0.9337 

Common 
sets 
of 
weights U2 1 1.0469 

 
We now apply the above two common set of weights to the three data sets according 

to the formula ∑s
r=1 Ur ∑

n
k=1 yrk / ∑

m
i=1 Vi ∑

n
k=1 xik. As shown in Table 3, using L&V’s 

set of common weights to the three data sets as shown in Table 1, the aggregate 
performance scores are 0.3294, 0.45712, and 0.45714, respectively. Our model 
outperformed L&V’s model. Similarly, using our set of common weights, the scores are 
0.5718, 0.79065, and 0.79171, respectively. 

 
Table 3 Comparing of the aggregate performance scores 

Set of common   Data sets 
weights: Existing  The targets of L&V  The targets of Our model 
L&V 0.3294  0.45712  0.45714 
Our M7 & M8 models 0.5718  0.79065  0.79171 

 

3 Conclusion and Discussion 

In this paper, we propose the [C-SBM] model to solve the resource (re)allocation 
problems. In the dual model of [Computing C-SBM], there are n sets of weights, vik and 
urk, for individual UUGk in (M5). In practical, we need the standard measure to 
(re)allocate the performance indices. However, the DM has power to determine the 
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standard measure, the weights of inputs/outputs. Hence, we revise (M5) under the 
restrictions of common weights, Vi = vik for ∀k and Ur = urk for ∀k. So (M5) is the 
special case of (M4) that there is a common set of weights of all UUGs. 

Comparatively, the [C-SBM] model reflects and takes the influences of input/output 
indices on operating performance into account at the same time. If decision makers 
consider resources reallocation by single input or output-oriented, the models, 
[C-SBM-I] and [C-SBM-O], help to consider the resources allocation with minimum 
input/maximum output as follow: 
 
(M9) [C-SBM -I] 
ρ

*
I = Minimize 1 – (1/m) ∑m

i=1 (∑
n
k=1 qik / ∑

n
k=1 xik) (9.1) 

s.t. (1.2) ~ (1.8). 
(M10) [C-SBM-O] 
ρ

*
O = Maximize 1 + (1/s) ∑s

r=1 (∑
n
k=1 prk / ∑

n
k=1 yrk) (10.1) 

s.t. (1.2) ~ (1.8). 
In addition, practically, it is allowable for DM to have preferences on inputs/outputs. 

We propose [C-SBM-Preference] model to reallocate resources and get a new 
reallocation targets of input and output indices. It assumes that wi and πr are the 
preference parameter of the total input i and total output r. We add πr and πr into (1.1). 
(M11) [C-SBM-Preference] 
ρ

* = Minimize [1 – (1/m) ∑m
i=1 wi (∑

n
k=1 qik / ∑

n
k=1 xik)] / [1 + (1/s) ∑s

r=1 πr (∑
n
k=1 prk / 

∑
n
k=1 yrk)] (11.1) 

s.t. (1.2)~(1.8). 
The calculation models of (M9), (M10) and (M11) are left out since they are similar 

to the [C-SBM]. In addition, in (M5), we may consider to add αL
j ≤ vi xij / ∑i vi xij ≤ βU

i, 
∀i, j and αL

r ≤ ur yrj / ∑r ur yrj ≤ βU
r, ∀i, j

 
into the model. Managers may set limitations 

to different virtual input and output indices (Wong and Basely, 1990). 
This research suggests a series of resources reallocation models for the central DM 

to adjust the resources and achieve optimal overall performance. The model proposed 
by Lozano and Villa (2004) can be taken as a special case with the common weights 
restrictions under the radial-based. We eager to not only achieve optimal performance 
theoretically, but also look for applicable solutions to practical problems. This model 
can be applied widely to the organizations with subordinate branches, such as banks, 
governments, education institutions, chain markets/convenent stores etc. 

Comparing the general model [C-SBM] and the common set of weights model 
[C-SBM-CW], their essences are totally different. [C-SBM] is used preferred weights of 
each UUG, but [C-SBM-CW] is evaluated the common set of weights. In practical 
applications, sometimes the UUGs are classified by their properties. For example, bank 
branches can be categorized by different regions. In the different region, the levels of 
economy are not equal. It could be affect the evaluation of resource (re)allocations. So 
we can use the different sets of weights by the different categories of UUGs, and using 
the common set of weights in the same categories. In the future research, we would 
consider the classified UUGs in (re)allocation problems by merging the idea of [C-SBM] 
and [C-SBM-CW]. 
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Extended Abstract 

There are three major resources that make up an emergency service, the locations of 
vehicle bases, the assignment of vehicles to these bases and the configuration of 
paramedic/fire fighter shifts. Evaluating a set of resources in the real world takes a very 
long time, can endanger lives and is expensive and inconclusive. Optima have 
developed a simulation tool called SIREN Predict, which emergency services can use to 
evaluate the effect of different scenarios of available resources. SIREN (Systems for 
Improved Response of Emergency Networks) Predict is an advanced simulation system 
for emergency services. It allows future ‘what if’ scenarios to be assessed and evaluated, 
using a working model that estimates expected real-life performance for those 
scenarios[1]. SIREN Predict is used by a number of emergency services around the 
world to evaluate scenarios with different resource location configurations. A question 
often raised is how to initially determine potential beneficial locations for vehicles and 
the best shift configurations. These questions can involve a large number of possible 
scenarios and it would be useful to narrow down the scenarios to simulate. For this 
reason we have been developing tools to help determine where to locate emergency 
service resources.  

We are developing an integer program which locates a given number of vehicles in 
order to maximize the number of calls covered. We split the emergency service area into 
zones and aggregate the calls into these zones. We then locate the vehicles to maximize 
the probability that all high priority calls, i.e. urgent calls with life threatening 
symptoms, are able to be responded to within the target response time specified by the 
service. We refer to calls that can be reached within the response time as being covered. 
How many calls a vehicle can cover is determined by the road network and expected 
road speed/traffic congestion. It is also affected by the time taken for a vehicle to start 
driving, called mobilization delay and this is accounted for by setting a call to only be 
covered if it can be reached within the target response time given the mean mobilization 
delay.  We model the probability a call is covered by the average estimated busy 
probability of the vehicles covering the call’s zone. This model has been developed 
inside SIREN Predict, allowing us to then evaluate the solutions using simulation. 

We tested the model on historic data from one of Optima’s clients. The problem 
consisted of 37 bases and 12 months of calls which included 146,744 calls (16.75 calls 
per hour). Of these calls, 28,191 were high priority 1 (P1) calls and it is the coverage of 
these calls that our model will maximise. All the vehicles in the problem are of the same 
type and the response time target is that 90% of P1 calls are responded to within 15 
minutes. The mobilisation delay distribution is lognormal(-6.893962, 0.730354908) 
with a mean of 1.46, therefore our target response time was 13.54 minutes (15 - 1.46). 
The real world scenario consisted of 34 vehicles active during the hours of 8pm to 8am 
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and 51 vehicles active during 8am to 8pm. The client service had a set of currently used 
base locations but was also interested in investigating a number of proposed base 
locations. We looked at whether their service configuration could be improved using the 
current bases and also the effect of adding additional bases proposed by the service.  

We first use our model to solve for the location of 51 vehicles over the 8am to 8pm 
period, for the 37 base locations currently in use. We then used this solution to 
constraint subsequent problems, so that we could only place vehicles at locations in this 
solution and only up to the number of vehicles at each location in the original solution. 
We then solved the 8pm to 8am period with 34 vehicles with these additional 
constraints. This method meant that the solution is realistic and practical, as vehicles 
were not needed to be moved around prior to a shift starting. The first step can be 
considered as optimising the placement of the 51 vehicles and the second step can be 
considered as optimising the vehicle shifts.  We then repeated this process considering 
an additional 35 bases (72 bases in total). The results from simulating the solutions are 
shown below. 

The optimised location solution using current bases covers 1.3% more P1 calls (366 
calls) within 15 minutes compared to the originally proposed locations, as shown in 
Table 1. This is important as the service is now reaching its 90% target and is still using 
the exact same base locations and the same number of vehicles and shifts, potentially 
saving the service millions of dollars. The response time performance using the 
optimized locations has better mean and 90th percentile measures. Considering 
additional bases provides a further 0.6% improvement in coverage of P1 calls within the 
15 minute target. The median response time is worse with the additional locations but 
the mean and 90th percentile is better. This is most likely because our objective is to 
cover as many calls as possible within 15 minutes, which means with more locations we 
spread the vehicles further apart. As a result it is possible there are fewer vehicles 
directly next to large amounts of calls but overall we are covering more calls within 15 
minutes.  

 
Statistic Original 

locations 
Optimised 

soln. 
Current bases 

Optimised 
soln. Additional 
bases 

Within 15 
minutes 

88.8% 90.1% 90.7% 

Mean (minutes) 8.39 8.16 8.14 
Median 

(minutes) 
7.17 6.92 7.03 

90th percentile 
(mins) 

15.50 14.96 14.65 

Table 1: Response statistics to P1 calls 
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Figure 1: Cumulative frequency distribution of response times for P1 calls for the 
original and optimised resource locations with the current bases 

 
 

Our model can be used to determine where to locate bases, where to station vehicles 
and the shift configurations and we are able to use SIREN Predict to validate these 
proposed resource locations, showing superior resource location solutions. 
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Abstract 

Today, shipping companies have ventured beyond merely building up proper-sized 
container fleets, efficient leg and liner. They are also looking into a flexible pricing 
system whereby, based on the optimized or fixed legs and liner schedule, a reasonable 
price for transiting the cargo could be set. The criteria set forth should neither be too 
high nor too low, in order to maintain competitive advantage and maximize profitability, 
respectively. 

The price should be evaluated not only by weight or distance, but also transit time. 
The business rules system provides a rapid and convenient framework to map the 
various conditions and constraints, for example, weight, distance and transit time to a 
certain known value: the price.  

How do we set the price mapping? How do we know whether certain cargo shipping 
demand would generate  profit? Would the empty container balancing affect the price?  

We will address the concerns above and discuss possible solutions. 
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Abstract 

Operations research (OR) has been used successfully in the area of air transportation 
and its impact in today’s airline industry is significant. All major airlines plan their 
operations based on various OR models and algorithms including the important aspects 
of aircraft routing and crew scheduling. However, operations do not always proceed as 
planned due to unforeseen disruptions. Operations research methods can also be applied 
to the recovery (getting back to normal operations) problem which results from irregular 
operations.  In this paper we review research carried out in the area of airline schedule 
recovery. The aim of recovery is to “get-back” to the original schedule after a disruption 
as soon as possible by means of re-scheduling the originally assigned tasks. The idea is 
not just to bring the disturbed schedule back to the normal in minimum possible time 
but also in a cost effective manner. We conclude the review with suggestions for further 
research. 
 
Keywords: Optimisation, Airline schedule recovery, Aircraft routing, Crew scheduling 
 

  
 

1    Introduction 

Operations Research models and techniques have significant impact on planning and 
managing operations in the airline industry. Airlines have been using Operations 
Research techniques since the 1950s (Barnhart and Talluri, 1997). Airline scheduling 
consists of solving the following problems, traditionally in a sequential manner, with 
the solutions of the earlier problems serving as inputs for the subsequent ones. Flight 
scheduling can be considered as the first stage in the process. A flight schedule is a 
timetable of flights consisting of origin-destination pairs and departure and arrival 
times. Once flight scheduling is completed the next step is to assign the appropriate fleet 
type to each flight in the schedule (fleet assignment). The aim of fleet assignment is to 
decide the aircraft type for each flight in the schedule. Fleet assignment is followed by 
aircraft routing. This is the process of assigning each available aircraft within a fleet to 
the specific flights. Crew scheduling is the next step of identifying sequences of flights 
that cockpit and cabin crew can operate followed by crew rostering which is the process 
of assigning individual crew members to crew pairings. Crew scheduling is one of the 
most computationally intensive combinatorial optimisation problems (Ryan, 1992).  

Traditionally, throughout the planning process it is assumed that schedules would be 
implemented as planned without taking unforeseen events such as disruptions into 
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consideration. However, disruptions do occur during operations and cause problems for 
the airline. The reasons for disruption vary from situation to situation and place to place. 
Some common causes for disruption are: inclement weather, unscheduled maintenance, 
technical faults, unavailability of crew and/or aircraft, passenger delay, security issues, 
scarcity of airport resources, airspace congestion etc. Disruptions are of different kinds 
and their impact on the schedule varies.  

In recent years, however, there has been research on robust crew scheduling, i.e. to 
consider the effect of disruptions and construct crew pairings that are robust to 
disruptions. We mention the bicriteria approach of Ehrgott and Ryan (2002), the 
stochastic programming approach of Yen and Birge (2006), the simulation based 
approach of   Schaefer et al. (2005) and the concept of move-up crews proposed by 
Shebalov and Klabjan (2006). In the PhD thesis of Weide (2008) the crew pairing 
problem and the aircraft routing problem are integrated to obtain tours of duty and 
aircraft route that are avoid the propagation of delays by keeping crew and aircraft 
together. 

Nevertheless, in case of severe disruptions even robust schedules will be affected and 
it is necessary to address the problem of returning to a regular schedule on the day of 
operations. The aim of schedule recovery is to bring the disrupted schedule back to 
normal as soon as possible by re-optimising the affected tasks in the schedule in a 
feasible and cost effective manner. This process is called schedule recovery. In this 
paper we review the literature on airline recovery problems in light of aircraft (Section 
2), crew (Section 3) and passenger (Section 4) recovery.  

2    Aircraft Routing 

The aircraft routing problem arises because of disruption in a schedule. One delayed 
flight affects other flights (in case of substantial time delay) in more than one respect. In 
this section we look at the research conducted in the area of aircraft recovery.  

In “Rerouting aircraft for airline recovery” Rosenberger, Johnson & Nemhauser 
(2003) propose an optimisation model for aircraft recovery (ARO) as a set packing 
problem that reschedules flight legs and reroutes aircraft by minimising rerouting and 
cancellation costs. Generally, set packing problems are NP-hard and they overcome this 
difficulty by developing an aircraft selection heuristic (ASH) for selecting which 
aircraft are rerouted, and provide proof of concept by evaluating the model using a 
simulation of airline operations. Their approach is based on two assumptions. First, 
airlines assign legs to a given set of arrival slots and second, ARO reroutes aircraft only 
from the same fleet. They validate ARO using a simulation of airline operations, 
SimAir, on a daily flight schedule of fleets from a major domestic airline carrier in the 
US. They consider three fleet types, with 198 aircraft corresponding to 910 flights in 
total. They use a delay threshold of 30 minutes (to use ARO) with a simulation time of 
500 days of flight operations. ARO allows delays of up to three hours in the 
construction of new routes to minimise the number of cancellations. According to 
authors, as compared to the shortest cycle cancellation (SCC) policy, for each fleet, 
ARO significantly reduces cancellations and passenger disruptions, while improving 
on-time performance.  

The paper “Development of heuristic procedures for flight rescheduling in the 
aftermath of irregular airline operations” by Clarke (1996) presents an integer 
programming model incorporating yield management, vehicle routing, maintenance 
scheduling, and crew scheduling considerations. The author says that the model resolves 

130



the problem of aircraft assignment, during irregular operations, for all operational 
aircraft in the fleet by minimising cost associated with reassigning flight sequences. 
However, the model is not tested in real-life situations. The solution procedure is 
developed around the framework of a three phase decision process. First, to generate 
potential aircraft rotations using modified tree search algorithms. Second, to assign 
aircraft rotations to each operating aircraft while optimising (maximising profit or 
minimising cost). Third, to revise the overall network structure by adjusting scheduled 
arrival and departure times of each flight.  

In the paper “Balancing user preferences for aircraft schedule recovery during 
irregular operations” Thengvall, Ball & Yu (2000) propose an integer single commodity 
network model with side constraints for the aircraft recovery problem for a single fleet. 
The model is based on a simple time-space network with the objective to maximise 
modified profit associated with the recovery period schedule. The model can 
accommodate a recovery period of arbitrary length that begins and ends at any time in 
the day. However, the recovery period used in this paper is 1 day. According to the 
authors, the strength of this model is its ability to generate solutions that reflect 
changing user preferences by adjusting the number of delay operations, the cost of 
delaying flights, the bonuses awarded for protecting flights, and schedules with different 
solution properties. Two data sets provided by Continental Airlines are used in the 
evaluation: for a Boeing 757 fleet and for a Boeing 737-100 fleet. The Boeing 757 fleet 
consists of 16 aircraft serving 42 daily flights while the 737-100 fleet consists of 27 
aircraft operating at 30 stations and servicing 162 flights daily. The model is tested for 
the 757 fleet under 108 disruptive situations consisting of all combinations of grounding 
one, two and three aircrafts for the day. Overall 83.2% of all possible flight paths are 
maintained intact using the model. Twenty of the 30 stations serviced by the 737-100 
fleet have one or more aircraft grounded overnight and the number of intact flight paths 
are found to be on average 23 out of 26 (88%) and in the worst case 20 of 26 (77%) are 
maintained. They also develop a rounding heuristic (to get feasible integer values). The 
heuristic is tested on eight fractional solutions obtained from runs on the 737-100 fleet. 
The solutions obtained using the heuristic have more cancellations and intact flight path 
on average, but fewer delays and swaps than the IP solutions. The authors say that one 
weakness of the model is that it does not track individual passengers and thus does not 
consider passenger connections.  

Love, Sørensen, Larsen & Clausen (2002) propose a steepest ascent local search 
(SALS) heuristic in their paper “Disruption management for an airline-rescheduling of 
aircraft” to solve the aircraft recovery problem. The heuristic has been tested on data of 
10 flight schedules from British Airways. Each flight schedule consists of all the BA 
short haul flights. Realistic delays (between 30 to 210 minutes) are introduced on 
approximately 20% of all aircraft. The average size of the instances is 79 aircraft, 44 
airports, 339 flights and 16.7 disrupted lines of work. The results show an improvement 
in processing time of the recovery problem. The speed of SALS makes it attractive. 

In the paper “Grey programming for irregular flight scheduling” Xiuli & Jinfu (2007) 
propose a grey programming method to solve the Flight Schedule Recovery Problem 
(FSRP). A grey system contains information presented as grey numbers (random 
variables) and a grey decision is a decision made within a grey system. The proposed 
model solves the problem of aircraft shortages at a station by delaying flights until the 
aircraft shortage is recovered. The objective of the model is to minimise the costs 
incurred in rescheduling all the flights, in assigning flights to recovered aircraft and in 
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assigning flights to surplus aircraft. These costs include delay and/or swap costs in 
addition to possible ferrying costs for surplus aircraft. The model is solved for an 
example using a heuristic. 

In “Solving the flight perturbation problem with meta heuristics” Anderson (2006) 
discusses the Flight Perturbation Problem (FPP) and proposes two meta heuristic 
techniques, tabu search (TS) and simulated annealing (SA), to solve FPP. Both 
heuristics utilise path relinking (PR). In PR two solutions, one initial and one guiding, 
are selected from the set of “elite” solutions that have been found during the search. 
From the initial solution to the guiding solution, a path of solutions is generated. These 
heuristics are applied to three data sets with 13-58 aircraft, 2-5 aircraft types, 98-436 
flights, and 19-41 airports from a Swedish domestic airline considering an aircraft 
breakdown or delays on a number of flights in the set. The SA heuristic does produce 
acceptable solutions, but in general seems less successful than the TS heuristic. When 
tested, TS always produces a solution within 15 seconds that is less than 0.3% from the 
best known solution. 

In the paper “Multiple fleet aircraft schedule recovery following hub closures” 
Thengvall, Yu & Bard (2001) present three multi-commodity network flow models for 
determining a recovery schedule of aircraft following a hub closure. Each proposed 
model allows for cancellations, delays, ferry flights, and substitution between fleets and 
sub-fleets. Each model is a mixed-integer programming problem. The first model solves 
the aircraft recovery problem for multiple fleets by maximising a modified profit over 
the flight schedule during the recovery period. The objective function accounts for 
passenger revenues, flight delays and cancellations. In addition it includes an incentive 
to minimise deviation from the original aircraft routings. The second model is the same 
as the first one with the objective to maximise profit except that it introduces new 
network modelling constructs that take the place of cover constraints. The third model, 
unlike the first two models is a time band model with the objective to minimise the sum 
of cancellation and delay costs. In the time band formulation, all station activity is 
aggregated into discrete time bands. Data is taken from Continental Airlines for the 
three hubs Houston, Newark and Cleveland, spans 2 ½ days and includes 332 active 
aircraft from 12 different fleets. Each fleet has from one to six sub-fleets for a total of 
28 different types of aircraft. The schedule includes 2921 flights between 149 domestic 
and international locations.  After comparisons of the solution times and quality of the 
models, the first model is chosen for further study. This model provides high-quality 
solutions in a reasonable amount of time. Maintenance issues have not been taken into 
account in the assignment of  aircraft. 

Clark (1997) proposes a mathematical model in “The airline schedule recovery 
problem” that enables flight delays and cancellations to be considered simultaneously in 
a fleet. The objective of the model is to minimise costs associated with reassigning 
flights to operational aircraft. These cost coefficients include aircraft direct operating 
costs, predetermined passenger revenue spill costs, and operating revenue. In the paper, 
a greedy heuristic and optimisation-based algorithm is developed to solve the Aircraft 
Schedule Recovery Problem (ASRP). A case study is conducted on data from a major 
US domestic carrier to validate and test these algorithms using simulation on various 
possible constraint scenarios. The authors find that aircraft utilisation in the schedules 
generated by each algorithm for normal operating conditions is slightly less (within 
85%) than that of the actual airline operations. The average aircraft utilisation for each 
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scenario under an irregular operating condition is within 95% of that of normal 
operating conditions. 

In “Optimizing aircraft routings in response to groundings and delays” Bard, Yu & 
Argüello (2001) present the time-based model to minimise the flight cancellation costs 
(profit lost by not operating scheduled flights) and delay costs (overtime pay and 
additional fuel) associated with a recovery aircraft routing in response to groundings 
and delays. The time-band model is constructed by transforming the routing problem 
into a time-based network with discrete time horizon. They use CPLEX to solve the 
problem with the options hybrid network optimisation–dual simplex algorithm for 
solving the linear program and the network simplex algorithm and hybrid network 
optimisation–dual simplex algorithm for solving the mixed-integer programs, 
respectively. It is observed by the authors that the selected algorithms solved the time-
band problems most efficiently and provided greatest percentage of solutions for linear 
programs. The time-based model is applied to a flight schedule obtained from 
Continental Airlines for their 737-100 fleet consisting of 162 flights by 27 aircraft over 
a network of 30 stations in the US. A total of 427 instances are tested in 27 of which 
one aircraft is grounded. Five time-band models with 5-, 5/15-, 15-, 15/30- and 30- 
minute time-band lengths are tested. In particular, the use of 5-minute time band leads 
to solutions that are provably within 5% of optimal for 97% of the instances and within 
10% of optimal for every instance tested. 

The paper “A GRASP for aircraft routing in response to groundings and delays” by 
Argüello, Bard & Yu (1997) presents a greedy randomised adaptive search procedure 
(GRASP). A heuristic is developed that quickly generates cost-effective aircraft 
routings in response to schedule disruptions using a neighbourhood search technique 
that incorporates the basic components of GRASP. Like most heuristics, GRASP has 
two basic components, a solution construction phase and a local search phase. To check 
the quality of a GRASP solution, a lower bounding procedure has been developed 
(time-band approximation scheme).  These two are applied to a Boeing 757 flight 
schedule obtained from Continental Airlines. The schedule consists of 42 flights 
serviced by 16 aircraft over a network of 13 airports. A total of 6068 problem instances 
are generated by systematically grounding one through five aircraft at the beginning of 
the day of operations. The instances do not include delayed aircraft. The results show 
that for over 90% of the instances tested, the best GRASP solution is within 10% of the 
lower bound. Overall GRASP proves effective with the 757 fleet data. 
 
3    Crew Scheduling 

In this section we review research carried out in airline crew rescheduling problem 
where the objective is to find a minimum cost reassignment of crews to a disrupted 
flight schedule.  

In the paper “Airline crew recovery” Lettovsky, Johnson & Nemhauser (2000) 
propose an optimisation based set covering model for crews to restore a disrupted crew 
schedule. They formulate the Crew Recovery Model (CRM) as an integer program that 
is used for small and medium size disruptions. The objective of the model is to choose 
the minimum cost set of pairings that cover as many flight legs as possible with limited 
impact on passengers when cancellations and delays cannot be avoided. They conduct a 
case study of a major US flight carrier with 1296 flight legs that represent 177 pairings 
originating from two crew bases. They present three scenarios of irregular operations 
with different levels of disruption. Scenario I shows a small-size maintenance related 
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disruption, scenario II represents a thunderstorm that decreases landing capacity at an 
airport and scenario III presents a major disruption with a significant impact on the 
operations when three airports are hit by a moving storm.  The problem with a small 
number of disruptions (less than 3000 pairings) is solved directly with CPLEX 
preprocessing, the primal simplex method and the default branching scheme. The 
medium sized problems are solved with CPLEX call back functions. The primal-dual 
subproblem simplex method is used for a larger set of disruptions (more than 15000 
pairings). The results show that the medium-sized disruptions to the crew schedule can 
be handled within an acceptable running time. 

The paper “Optimization model and algorithm for crew management during airline 
irregular operations” by Wei, Yu & Song (1997) presents a system-wide multi 
commodity integer network flow model and a heuristic based branch-and-bound search 
algorithm for crew recovery during irregular airline operations.  The objective of the 
model is to minimise the cost of pairing the crew schedules after disruption. The 
heuristic adopts a “generate-and-test” approach, in which one or few pairings are 
modified/generated. They consider five cases to test the validity of the model. These 
have 18 flights all of same fleet type (DC9), six pairings and one reserve crew. Larger 
size instances (6 airports, 51 flights in a two-day period and 18 pairings) are also tested. 
For each of the eight cases three solutions are requested and obtained in less than 6 
seconds. According to the authors, as compared to traditional OR algorithms, the 
proposed algorithm is flexible in terms of meeting some of the business requirements 
such as partial solutions and multiple solutions. 

In “A new era for crew recovery at Continental Airlines” by Yu, Argüello, Song, 
McCowan & White (2003) the authors discuss at length the successful implementation 
of the CrewSolver decision support system in Continental Airlines to recover disturbed 
crew schedules. The objective of the set partitioning model in the paper is to minimise 
the costs associated with crew recovery. They use data from Continental Airlines for 
11,847 pairings, 12,390 crew members and 43,625 flights and constructed numerous 
instances of test-problem scenarios for the Boeing 737 fleet. The model is quite 
successful and Continental Airlines estimates that in 2001 the CrewSolver system 
helped it save approximately US $40 million for recovery from major disruptions only. 

The paper “Duty-period-based network model for crew rescheduling in European 
airlines” by Nissen & Hasse (2006) presents a set covering model with capacity and 
flow conservation constraints. The model minimises the costs that are incurred by 
changing each crew’s original schedule and is solved using a column generation 
procedure. The model is put to test for a short haul schedule that has eight routes and 
covers 450 flights from one fleet and a medium haul schedule that has 35 routes and 
covers 927 flights from one fleet. Different rescheduling scenarios are tested and for 
each scenario, the authors generate five test cases for each of the two schedules. The 
two schedules are evaluated with respect to the recovery horizon. For short haul flights 
a schedule recovery period of 48 hours is deemed to be the best compromise between 
solution quality and time, whereas for the medium haul schedule a 60 hour recovery 
horizon produces the best results. 

In the paper “A proactive crew recovery decision support tool for commercial 
airlines during irregular operations” Abdelghany, Ekollu, Narasimhan & Abdelghany 
(2004) propose a mixed integer programming model with the goal to efficiently assign 
the candidate crew members to the open flights at each stage. The objective function 
minimises the total cost of assigning crew members to flights and the associated delay. 
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The model is tested for the schedule of one of the major airlines in the US. In the test a 
total of 18 crew problems are considered. Seven of them are misconnection, two are 
duty problems, and the remaining nine are rest problems. The total number of crew 
members included in the problem is 121 (18 stranded pilots, 17 standby crew members, 
52 reserve crew members, and 34 undisrupted crewmembers). The results show that the 
model proactively recovers crew problems ahead of time before their occurrence and 
gives wide flexibility to react to the different operation scenarios. The limitation of the 
model is that it is missing information on other resources such as aircraft. 
 
4    Passenger Recovery 

Passenger recovery results after disruption in a schedule and is desired by the airlines to 
repair the itineraries of disrupted passengers. Passenger recovery is carried out after 
aircraft and crew recovery. In this section we review literature on passenger recovery.  

In the paper “Flight operations recovery: new approaches considering passenger 
recovery” Bratu & Barnhart (2006) propose a new approach to airline schedule recovery 
in which the objective is to find the optimal trade-off between airline operating costs 
and passenger delay costs. Airline schedule recovery models and algorithms are 
presented for simultaneous recovery for aircraft, crews, and passengers and are 
evaluated on an Airline Operations Control Centre simulator. The objective of the 
Disrupted Passenger Metric (DPM) model is to minimise the sum of operating and 
disrupted passenger costs while the objective of the Passenger Delay Metric (PDM) 
model is to minimise the sum of passenger delay costs and operating costs. The 
simulation runs are conducted for both the models on three levels of disruptions: High, 
medium, and low. It is found that PDM cannot be solved in real time for day-long 
decision windows and days with relatively high levels of disruption, whereas DPM is 
fast enough to be used by operations controllers to recover from airline irregularities in 
real time. According to the authors, DPM could nonetheless be used to solve smaller 
instances that can be partitioned.   

Bratu and Barnhart (2005) also propose a Passenger Delay Calculator (PDC) 
heuristic in “An analysis of passenger delays using flight operations and passenger 
booking data” that allows passenger recovery policies such as frequent fliers first,  or 
first-disrupted-first-recovered. Using PDC, the authors analyze airline operations and 
recovery data for two months for a major airline and conclude that connecting 
passengers are almost three times more likely to be disrupted than passengers without 
connections. It is also concluded that the inability to re-accommodate disrupted 
passengers on their best itineraries (itineraries that arrive at their destinations at the 
earliest possible time) is exacerbated by high load factors (measure of how much of an 
airline's passenger carrying capacity is used). 

In “Passenger re-accommodation a higher level of customer service” Clark (2005) 
proposes a linear programming model for disrupted passenger recovery. The aim of the 
model is to determine an optimum recovery solution for passengers and the airline. The 
model is solved as a multi-commodity network flow problem over a time-space network 
with the objective to minimise the incremental costs to the airline while maximising 
passenger satisfaction. The problem is decomposed into passenger review (determine 
which passengers are impacted by disruption), passenger aggregation (combine similar 
disrupted passengers), itinerary generation (identify shortest permitted path), and seat 
allocation (determine optimum passenger allocation). The model is tested for Air New 
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Zealand data and it is found that it is highly dependent on external systems for 
passenger information and distribution. 

 
5 Conclusion and Further Research 

In Table 1 we summarise the papers on aircraft, crew and passenger recovery reviewed 
in this paper. We classify the papers into two categories: those following an 
optimisation approach and those using heuristic methods. 

 
Table 1. Summary of literature reviewed. 

 

Recovery Type Optimisation Approach Heuristics 

Aircraft 

Bard, Yu & Argüello 
(2001), Clarke (1996), 
Thengvall, Yu & Bard 
(2001) 

Anderson (2006), Argüello, Bard 
& Yu (1997), Clark (1997), Love, 
Sørensen, Larsen & Clausen 
(2002),  Rosenberger, Johnson & 
Nemhauser (2003),  Thengvall, 
Ball & Yu (2000), Xiuli & Jinfu 
(2007) 

Crew 

Abdelghany, Ekollu,  
Narasimhan & Abdelghany 
(2004), Argüello, Song, 
McCowan & White (2003), 
Lettovsky, Johnson & 
Nemhauser (2000), Nissen 
& Hasse (2006) 

Wei, Yu & Song (1997) 

Passenger 
Bratu & Barnhart (2006), 
Clark (2005) 

Bratu and Barnhart (2005) 

 
 

In this paper we review literature on airline schedule recovery during disruptions for 
aircraft, crew and passengers. In Section 1 we briefly introduce airline operations, 
schedule disruptions and the recovery problem. In Sections 2 to 4 we review papers on 
the three aspects of recovery. We find that most of the research work in airline schedule 
recovery is carried out for aircraft and crew recovery while passenger recovery is an 
area that needs to be addressed more by researchers. Heuristic approaches have been 
used in the research to provide good solutions in reasonable computational time. Further 
research in airline schedule recovery can be carried out on integrated aircraft and crew 
recovery taking passengers into account as well. More research needs to be conducted 
on development of mathematical models and optimisation algorithms rather than relying 
on heuristics. We also find that most of the recovery models proposed in the literature 
are different from the original and well understood planning models. In the future we 
will work on the integrated recovery of aircraft and crew exploiting the structure of the 
of the set partitioning formulations of the planning models for aircraft routing and crew 
pairing.  
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Abstract 

We consider a two-stage game between airlines operating over a network of itineraries. 
In the first stage the airlines choose flight departure times and itineraries to fly, and at a 
later stage they choose prices (or make seat allocations) for the flights. The choice of 
departure times and itineraries is interpreted here as a prior commitment that certain 
itineraries will not be offered. This has an effect on the payoff obtained by each player 
in equilibrium. We present a simple analytical model that is used to explore the 
conditions under which an airline might gain strategic advantage from not offering seats 
on some itineraries. 
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Abstract 

Society faces high costs due to environmental degradation from sediment discharge. 
Development can increase stream peak flows and sediment discharge. Excess sediment 
discharges threaten natural habitat, recreational places, rural areas, and commercial 
ports. In New Zealand, the 2004 North Island floods were estimated to cost about 
NZ$300 million. Annual soil erosion and sedimentation in NZ cost about NZ$127 
million. As a potential solution to minimizing environmental impacts and social costs, 
we developed a smart market for sediment discharge. This approach would encourage 
individuals to internalize the environmental and social cost of sediment. The smart 
market system uses a hydrological simulator and a linear program that would allow an 
auctioneer to manage the third-party effects of trades, which are not possible with an 
ordinary auction. The system would give better price signals related to the sensitivity of 
key environmental features by location. Importantly, the proposed system would reduce 
transaction costs, because users do not need to search for trading partners, bargaining is 
simpler, price history information can be made available, and the auction manager 
ensures market discipline.  

 
Key words: Smart markets, sediment discharge, management, erosion control, 

trading. 
 

1  Introduction 

Excess sedimentation and contaminated sediments have been identified as significant 
causes of ecological impacts in catchments, waterways, and estuaries (E.P.A. 1993; 
Eigenraam et al. 2005; Hill et al. 2007; Pappas et al. 2008; Strappazzon et al. 2003; 
Tang et al. 2005; Walls and McConnell 2004; Westra et al. 2005). Environmental 
impacts may include the loss of fish, wildlife populations and habitat, which in turn may 
have a negative impact on the value of surrounding property. Furthermore, 
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sedimentation and sediment laden contaminants threaten the viability of many 
recreational and commercial ports because of restrictions on dredging of navigational 
channels due to the high costs of disposal of the dredged sediments. Although many 
studies have focused on the problem of contamination costs, quite little has been 
developed to control sediment problems through market–based instruments and no one 
by smart markets. 

A smart market is an auction which is assisted by a computer model. The use of a 
computer model allows the auction to manage complexities and third-party effects of 
trades that are not possible with an ordinary auction (McCabe et al. 1991). The smart 
market design of sediment discharge has the advantages of using all available 
hydrological information and accepting community input on the desired environmental 
standards. This approach explicitly avoids “the tragedy of the commons” (Hardin 1968) 
where the public eventually has higher costs due to environmental degradation and 
sedimentation, but these costs are not usually paid for by those who create the problems. 
The method is computationally efficient and calculates the prices of sediment discharge 
based on auction bids and the environmental standards. The auction is cleared by an 
optimisation model, which is developed from an environmental model. The 
environmental model calculates users environmental impacts (sediment loads) based on 
their land use. The users would buy and sell rights to those environmental impacts. 
Prices depend on both the environmental impact (to the extent that these impacts are 
modelled as sediment loads), and the users’ willingness to pay. The system would create 
incentives to improve management of sediment discharge, especially near 
environmentally sensitive areas. The long-term goal of implementing such a market 
system would be to enable society to satisfy a range of desired environmental outcomes 
at minimum cost.  

Raffensperger and Cochrane (2008) developed a smart market model for controlling 
runoff and problems near environmentally sensitive areas. They used the SCS curve 
number method (SCS, 1985) to predict excess runoff at the outlet of the catchment and 
users trade for changing impervious cover. They found interesting implications for 
runoff management as well as for solving these problems easily at lower cost to society. 
They noted that property owners would be encouraged to reduce impervious cover and 
that governments would be able to improve the environment standards. In the same 
way, Raffensperger and Milke (2008) worked with a deterministic linear program to 
operate a smart market for ground water in New Zealand. They found that the market 
could be easily set up using a MODFLOW model. They noted that the smart market 
would eliminate transaction costs, would reduce risk of users, and would improve the 
reliability of environmental flows.  

The market requires a clear specification of what is being traded. We define 
transferable discharge credits (TDCs), where one or more aggregate sediment discharge 
caps must not be exceeded. Market participation is compulsory, in the sense that the 
auction is the only legal means of obtaining the credits, and the penalties for non-
compliance are significant. In theory, transferable credits should achieve the same cost-
minimizing allocations as controls imposed by environmental taxes (Stavins 1998, 
2004). However, the tradable system avoids problems with the income distributional 
consequences of taxes. 

To define a TDC, the market system needs a physical model of sediment movement. 
The ARC Contaminant Load Model (ARC CLM) (ARC 2006) is used to predict 
sediment discharge from urban sites and allows for the simulation of implementing 
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erosion control measures. For large scale predictions GLEAMS is used and the 
catchment area can be divided into a matrix of grid cells and erosion is predicted for 
each zone or each grid cell area. The erosion modelling translates to a prediction of the 
sediment yield from the outlet of the catchment. Currently, the GLEAMS and ARC 
CLM are used widely to evaluate impacts of development and control in rural and urban 
places in New Zealand. Most of these applications have been focused on a variety of 
water quality issues. Parshotam and Wadhwa (2007) applied GLEAMS and ARC CLM 
within the Central Waitemata Harbour to predict contaminant sources and sediment loss 
for different scenarios. 

In this way, the present study improves existing market-based approaches for 
sediment control, through development of a smart market for transferable discharge 
credits.  

2  Methods 

2.1  Defining transferable sediment discharge credits 

A TDC is a right to discharge a fixed numbers of kilograms from a specific location into 
a catchment. But how many credits does the user require? A user may need more or 
fewer credits, depending on their land use. Sellers could choose between different 
technologies for controlling sediment discharge according to their opportunity costs and 
to obtain credits for controlling sediment discharge. Buyers would enter the market to 
purchase credits, if they were planning to exceed their current sediment discharge rate 
due to development or other change in landuse.  

The difference between a user’s initial right and their desired right will be resolved 
through the smart market auction. To determine new requirements for TDCs the erosion 
model is run with initial land use/conservation practice conditions and erosion 
predictions for each individual zone or grid cell area are obtained. Then, the model is 
run again with the proposed changes in land use and conservation practices within the 
catchment. If a user proposes a change that increases erosion, and therefore sediment 
discharges from his/her property over the year, this user would have to buy a discharge 
credit from another user that had credits available to sell. At the beginning of the 
auction, each user has some known initial credits. The regulator should choose the 
maximum allowable discharge at each control point, and thereby also determine the 
total maximum quantity of TDCs allowed to all firms. If the catchment is over-
allocated, i.e. the current total sediment discharge in the catchment is higher than some 
environmental or social threshold; the regulator should reduce the quantity of credit 
allowed initially for discharging at the control points. This could be done proportionally. 
Under this market-based program, a player can be a buyer or seller and he/she trades 
credit within an overall limit of sediment control. The price of buying or selling would 
be set by the market.  

The market would be monitored by the auction manager, who would minimize 
environmental impact by setting limitations on how much sediment leaves the 
catchment. Thereby, our smart market would utilize this erosion model together with 
imposed limitations on sediment yield from the catchment to run an auction where bids 
would be placed to buy and sell credit to discharge sediment.  

The regulator in charge of overseeing the auction must check and validate the trade 
between buyers and sellers, through the smart market system. Sellers and buyers firms 
are informed in advance about the auction rules. Then, to decrease transaction costs, 
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auction participants could bid over the internet. The auction starts when all buyers and 
sellers are ready to trade at a given point in time. This auction could operate at intervals, 
such as once a month, every four months or once a year. The auctioneer or regulator 
would then run and clear the auction, and prices and quantities for TDCs would be 
determined.  

2.2 Smart market model 

The proposed smart market for tradable discharge credits “SmartTDC” would act like 
an auction that considers sets of sell offers and buy bids, to buy or sell consent to 
discharge into the control point. The control point could be the outlet of a 
microcatchment, a catchment, a rivermouth, etc. “SmartTDC” assumes that sellers and 
buyers have fixed areas of land with a sediment discharge related to the activity 
developed over it. 

The model requires a set of impact coefficients, which are the effects of each user’s 
discharge on each control point. These coefficients could be obtained with a sediment 
routing model, or we would assume that all sediment simulated by the ARC CLM or 
GLEAMS for a particular site ends up in the stream. The operation of the smart market 
requires a linear programming model that clears the market. A linear programming 
model was developed to reallocate credits, measured in kilograms of sediment 
discharged within a catchment, based on users’ willingness to pay. We propose some 
auction rules and procedures. The auction assumes that buyers and sellers express their 
willingness to trade through their bids. The model assumes a uniform price auction. 
Thereby, based on the impact coefficients and the bids, we can obtain quantities and 
prices traded between different participants. In addition, marginal utilities of sellers and 
buyers are obtained. Interestingly, the economic theorem of Coase says that the total 
quantity they want to own does not depend on their initial condition. Rather, the total 
quantities they want to own depend only on the market price and their willingness to 
pay.  

How, then, does the auction balance seller and buyer demand, and the discharge 
cap? This is done though an optimization model, which is described next.  

Indices  
i = firm, i = 1,…,n. 
k = control points, k = 1,…,K. 
b = bid step, b =1,...,B. 
 
Parameters 
Ai  = Total current discharge rights for firm i. (kg) 
Cib = Total kg demanded (offered) to discharge right for firm i in the bid step b. (kg) 
Dib = Maximum amount that firm i in bid step b is willing to buy (sell) at price Pib 

(Kg) 
Fik  = Impact coefficient, which is the marginal change in sediment discharged 

associated with firm i and control point k. (kg in control point vs. kg discharged). Often, 
this coefficient may be 1, but could be between 0 and 1. 

Pib = Bid price for discharging sediment per kg from firm i and bid step b. This is 
the maximum (minimum) willingness to pay (receive) per kg of sediment discharged. 
($/kg) 

Sk  = Maximum allowable discharge at the control point k. (kg).  
α = Fitting factor 0 ≤ α ≤ 1. If catchment is over-allocated, α should be lower than 1. 

143



Decision variables 
Pi  = Price to discharge for firm i.  
Pk = Price to discharge at the control point k. 
Qib  = Amount in kg discharged by firm i and bid steps b = 1,...,B. (kg) 
Qselli (Qbuyi)   = Amount in kg sold (bought) by firm i. (kg) 
Model SmartTDC 

1) Maximize ∑ ∑
n

i

B

b ibibPQ  subject to 

2) Qib ≤ Cib for all firms i, and steps b = 1,...,B. 

3) Ai = ∑
B

b ibQ  , for all firms i each control point k = 1,...,K. (dual price Pi) 

4) Ai = Qbuy – Qsell + Ci α, for each firm i.  

5) ∑
n

i iikAF  ≤ Sk, for each control point k = 1,...,K. (dual price Pk) 

6) Qib ≥ 0. 
Explanation 
1. Maximize total economic surplus. 
2. Firm i cannot sell (buy) more than their maximum own capacity in kg to 

discharge rights or initial condition of credit right. 
3. Total discharged from firm i is equal to the right sum to discharge (control) in the 

different bid steps. The shadow price on this constraint is the price Pi. 
4. Net purchase. 
5. Total discharge at control point k. The shadow price on this constraint is the price 

Pk. 
Operation of the auction requires that all buyers and sellers are ready to trade at a 

given point in time. The auction could be a web site on the internet. Thereby, the 
transaction costs are reduced. The regulator could operate a series of tentative rounds to 
discover the prices during the auction (Raffensperger 2007). After several tentative 
rounds, the regulator then operates a final auction, in which bid prices and quantities 
would be final. 

After the auction, the manager would obtain the price to charge each user from the 
linear programming model. The dual price Pi by firm is found on the constraint 4 and 
this indicates the improvement in total social welfare if we give firm i another unit of 
credit. This price reflects the marginal value to society of each user’s sediment 
discharge. Thus, following economic theory, the market manager should charge each 
user with this price. Next, following the solution given by the model, each user i should 
be charged (or paid, if the value is negative) by Pi(Qbuyi – Qselli). 

If the catchment is over allocated, the regulator could alter the initial discharge 
rights for all users to fit the desired maximum discharge in the catchment. In this case, a 
parameter α is incorporated in the model. The parameter α is the largest fraction of 
initial rights that can be allocated to all users, without overloading any control point. 

For example, suppose two firms want to trade and there is one control point. Each 
firm has an initial right to 10 kg and they would buy all the credit for $1 per kg or would 
sell all 10 kg for $2 per kg. Each firm’s discharge has a different marginal effect in 
sediment Fi at the control point, of 0.1 and 1 respectively. The recommended limit on 
sediment at the river mouth is 9 kg. One optimal solution is: firm A buys 80 kg and pays 
1 * 80 = $80; firm B sells 10 kg and receives 10*10 = $100. Although this is an 
efficient solution, it is obtained by over-allocated sediment discharge in the catchment 
(10 kg * 0.1 + 10 kg * 1 = 11 kg compared to the 9kg limit). Because the catchment was 
over-allocated in this example, the regulator would be required to pay a net $20 to cover 
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the over-allocation. Alternatively, if the regulator does not want to be a net payer, it 
should fix proportionally the initial allocation of credit prior to the auction. In this case 
α could be set to 0.8181 and that would satisfy the control point constraint. 

The auction rules would require that all users abide by the results of the ARC CLM 
or GLEAMS. However, those who are not happy with it could have the option of 
monitoring their site for sediment discharge at their own expense. If the monitored 
sediment discharge proves to be less than the ARC CLM or GLEAMS model 
predictions, the user would gain a discharge credit for the next auction which they could 
either use or sell.  

The regulator could evaluate the social impact in the catchment through analysis of 
the model. The shadow price on constraint 5 indicates the improvement in the total 
welfare if the regulator allows another kg of sediment at the control point k. This price 
information would be useful to the regulator in choosing least-cost policies. 

The regulator will need to encourage user participation. Raffensperger and Cochrane 
(2008) noted that the implementation of a renewal system would incentive participation: 
the regulator could annul all rights at regular intervals, and require land owners to re-
purchase the credits. The rights could be time-based, where sellers or buyers could enter 
the auction at any change of land use, technology change or major development. 
Alternatively, the right must be renewed periodically.  

Following the auction, the regulator could distribute information on the prices Pi and 
quantities that were traded. This strategy would encourage participation of future 
participants in the auction. Publication could be done by web page, in an official news 
report, or serial journals, and published monthly or annually.  

3  Conceptual example: Auckland, New Zealand 

A small hypothetical catchment was used to illustrate the application of the SmartTDC 
model using the GLEAMS and ARC CLM. The relevant local government regulator 
could be the Auckland Regional Council (ARC). We considered the BIR and LIN 
stormwater manager units (SMU) within the Swanson catchment in Auckland 
(Parshotam and Wadhwa 2007). The number and size of specific properties within the 
SMU were assumed for this application, as well as all sediments are discharged to a 
stream with one control point; every property is assumed to have one point of discharge. 
Table 1 summarizes the land use and the estimated sediment discharged from the BIR 
and LIN subcatchments. The sediment discharged from urban areas was calculated 
assuming 50% of impervious cover, and their outcomes were obtained from ARC CLM. 

To control their discharge, the firms can choose a best management practise (BMP) 
or erosion control technologies. Within these SMUs, a few developers wish to discharge 
an amount of 330.130 kg/year. If a discharge limit for the SMU (catchment) were not 
set, developers would not be pressured to control sediment discharge. However, if an 
upper limit of sediment discharge is set for a specific control point, the firms would be 
forced to control discharges in the catchment. The developers (firms) can choose 
different erosion control technologies or management practise for controlling discharge, 
and the quantity that they do not control must be purchased in the auction. 
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Table 1. Different land use, number of firms and sediment discharged from the BIR and 
LIN stormwater management units in Auckland. Sediments discharged are calculated by 
ARC CLM for urban areas and GLEAMS for change in land from rural use. We 
assumed twenty firms. 

 
Land use Area, ha Discharge rights, kg/year Number of firms 

BIR     

Bush 4.7 1,206 2 

Pine mature trees 16.1 3,331 1 

Native forest 22.3 3,063 1 

Pasture/grassland 129.6 144,458 10 

Bush  1.45 372 1 

Urban 28.2 13,376 1 

Total BIR  202.35 165,806 16 
LIN     

Native forest 0.67 34 1 

Pasture/grassland 16.8 5,853 1 

Native forest  0.06 2.7 1 

Urban 168.6 80,004 1 

Total LIN  186.13 85,894 4 
Total 388.48 251.700 20 

 
Nobody in the catchment can control all the discharges from their own properties. 

Participates in the auction want to buy or sell discharge rights. A BMP is used in 
function to feasibility of implementation, opportunity cost, etc. The catchment was 
defined as fully allocated; nobody can discharge more sediment than the initial 
allocation. The developers want to participate in the auction to buy discharge rights. For 
this reason, they evaluate available technologies to control sediment discharge 
according to their opportunity cost, thus, the minimum (maximum) willingness’ to 
accept (pay) are determined. The technologies for controlling sediment discharge will 
be used consecutively as a treatment train and every firm has three technological 
options to evaluate. For this example application we assumed costs for each technology 
and that the cost of technologies to control sediment discharge was different for each 
firm. Each of the firms has different characteristics and requirements.  

We developed bids for 20 notional firms, 16 in the BIR subcatchment (firms 1-16), 
and 4 in the LIN subcatchment (firms 17-20). Some firms plan construction, and 
therefore could use the ARC CLM model to plan their bids, such as Firm 1, described 
below. Other firms plan land use changes, and could use the GLEAMS model to plan 
their bids, such as Firm 15, described below. In addition, we assumed costs for each 
technology and BMP to control sediment discharge for each property. We also give an 
example of urban land owned by the regulator, as Firm 20. Table 2 summarises the 
requirement from different firms in the catchment as well as their options. We assume 
that every firm’s discharge of has a one-to-one effect on the control point, so Fi = 1 for 
all firms i=1,…,20. 
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Table 2. Firms’ initial credit allocated in kg, quantity controlled and requirement in kg 
and maximum (minimum) willingness to pay (accept) in $/kg.  

 
Option 1 Control Option 2 Control Option 3 Control 

Firm 
Initial 
discharge, kg 

Required 
discharge, kg kg $/kg kg $/kg kg $/kg 

1 603 0 108 9.29 36 27.67 36 30.44 
2 603 0 85 12,00 24 38,00 12 66.00 
3 3,331 265,412 265,442 0.57 124,980 2.54 54,764 14.00 
4 3,063 0 536 3.73 153 9.79 77 19.59 
5 14,445 0 4,886 1.02 3,309 1.54 882 3.40 
6 14,445 0 12,654 3.16     
7 14,445 0 1,612 2.39 4,533 4.41 1,813 11.03 
8 14,445 0 4,533 6.62 4,533 6.62 2,684 11.18 
9 14,445 0 4,533 8.82 4,533 8.82 2,684 14.91 

10 14,445 0 2,341 8.54 4,533 11.03 870 22.98 
11 14,445 0 3,632 5.52 3,632 8.27 3,632 11.03 
12 14,445 0 4,533 4.41 4,533 6.62 907 11.03 
13 14,445 0 4,533 3.31 4,533 4.41 2,674 7.48 
14 14,445 0 11,469 3.49     
15 372 63,772 63,771 0.63 31,886 4.70 19,132 15,00 
16 13,376 0 8,427 15,00 1,484 20,00 1,039 25,00 
17 34 0 10 19.74     
18 5,853 0 3,476 5.75 1,392 14.37 981 15.29 
19 2.7 946 946 5.59 567 17.63 340 39.17 
20 80,004 0 60,003 8.83 8,000 18.75 3,600 27.78 

Total 251,692 330,130       
 

4  Conclusion 

The auction manager would collect the data on the catchment, and invite the firms to 
bid. To estimate what the firms might bid and their resulting discharges, we can use the 
GLEAMS and ARC CLM.  

A case of an over-allocated catchment is presented. The use of a smart market to 
allocated sediment rights is likely to reduce transaction costs for the regulator and firms, 
as the decision may be made much more quickly and transparently. Further, the smart 
market will allow society to reduce its impact on the catchment at much lower cost, by 
enabling trade. We solved the SmartTDC model using AMPL (Fourer et al. 2003). 

For the over-allocated catchment, the regulator sets a discharge limit of 150,000 
kg/year. This limit is much less than the existing discharge rights. The auction manager 
runs the model and observes that the initial allocation is above the upper limit of the 
catchment. Consequently, before the auction, the auction manager informs participants 
that the catchment condition is over-allocated, and that the auction manager will reduce 
initial credits of all firms proportionally. 

To obtain an allocation that satisfies the control point constraint, the auction 
manager can adjust every firm’s initial credit by applying the α factor. In this case, α = 
59%. All firms are losing some rights to discharge, without compensation. We note that 
this may be politically difficult. Government could choose to set a higher α, in which 
case the auction manager would be a net buyer of discharge rights. Then, the auction 
manager runs the model again, determines prices and quantities, and pays or charges 
each firm. Table 3 summarises the outcomes. Quantities traded were 70,507 kg from 
sellers and 72,002 kg to buyers. The auction manager would receive a net of $20,935. 
Note that because the auction manager had a net gain, the auction manager could choose 
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to increase α slightly, and re-run the model. This would result in a lower net payment 
from the firms to the auction manager. All firms traded in this example. Of particular 
interest are the urban firms 16 in BIR and 20 in LIN. To move back up to its original 
allocation, firm 16 must buy back an amount equivalent to the quantity adjusted 
downwards by the auction manager. On the other hand, firm 20 would sell discharge 
rights, and this money could pay for installing technologies to control discharge. On the 
other hand, if firm 3 still wants to harvest forest, they would be required to pay 
$636,190 to buy sediment. However, if they replanted forest the following year and sold 
sediment credits, they could gain back some or all of these expenses. 

 
Table 3. Transaction between sellers and buyers for α =0.59. 

 

Firm 
Initial credit 

right, kg 
Credit sold, kg Credit bought, kg 

Final 
discharge, kg 

Net payment, 
$ 

1 603 139 0 495 $1,952 
2 603 162 0 518 $2,274 
3 3,331 45,442 0 47,408 $636,190 
4 3,063 567 0 2,375 $7,940 
5 14,445 0 3,154 5,369 -$44,159 
6 14,445 0 6,731 1,792 -$94,237 
7 14,445 0 2,035 6,488 -$28,493 
8 14,445 0 5,827 2,696 -$81,581 
9 14,445 0 3,143 5,380 -$44,005 

10 14,445 0 951 7,572 -$13,317 
11 14,445 0 4,973 3,550 -$69,625 
12 14,445 0 4,050 4,473 -$56,703 
13 14,445 0 5,817 2,706 -$81,441 
14 14,445 0 5,546 2,977 -$77,647 
15 372 19,285 0 19,504 $269,985 
16 13,376 5,484 0 13,377 $76,783 
17 34 14 0 34 $194 
18 5,853 0 1,076 2,377 -$15,071 
19 2.7 908 0 910 $12,713 
20 80,004 0 27,201 20,002 -$380,815 

Total 251,691.7 72,001 70,504 150,003 20,937 
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Extended Abstract 

Originated in the 1960s, mail-in rebates have become a popular form of consumer 
promotion in today’s retail markets, especially for products such as electronics, 
automobiles, and durable goods.  The widespread use of rebates is likely due in part to 
consumers’ slippage behavior, which occurs when consumers are enticed to purchase as 
a result of a rebate offer but subsequently fail to apply for the rebate.  Rebates can only 
be redeemed after purchasing the product at the regular price.  The redemption of 
rebates typically requires consumers to perform arduous tasks (filling out forms, 
clipping labels, and mailing them).  In addition to the slippage benefits, rebate 
promotions allow manufacturers to bypass retailers and offer price reductions directly to 
consumers.   However, rebate promotions cannot spur demand if the retailers counteract 
direct discounts by raising the corresponding retail prices.  By law, manufacturers 
cannot dictate prices to retailers; they can only publicly suggest a retail price at which 
the product is expected to sell.  This recommended retail price is typically called the 
manufacturer's suggested retail price (MSRP).  At the time of purchase, potential 
consumers can use this suggested price as a reference point when making decisions.  As 
a general feature of our reference dependent model, we assume that decision makers 
exhibit “loss aversion”; that is, consumers are more sensitive to a higher than suggested 
retail price (negative change) than to a lower one (positive change).  When bundled 
together, proper combinations of mail-in rebates and MSRP can significantly enhance 
the manufacturer’s profitability. 

  Figure 1 displays the environment described by the model.  Note that the 
manufacturer strives to dictate behavior to both of the other channel levels: (1) the 
retailer – directly through w and indirectly through Ps, and (2) consumers – directly 
through R and indirectly through Ps.  The manufacturer serves as the Stackelberg leader 
and the retailer serves as the follower. The sequence of decisions begins with the 
manufacturer determining the wholesale price w and the rebate face value R, and 
announcing the MSRP Ps.  Given the manufacturer’s decisions, the retailer then chooses 
the retail price Pr.  The manufacture and the retailer are assumed to be risk neutral, and 
both seek to maximize their own profits. 

150



 
 

Figure 1. A Schematic Framework of the Market Environment 
  

When both rebate promotions and MSRP are present, the consumer’s overall utility is 
( ) ( ) ( )r s s r r su ts P r R P P P Pα β+ += − − + − − −                                                    (1) 

where { }( ) max 0,x x+ = .  
By integration, the derived demand function can be obtained, which will leads to 

a Stackelber NE by backward induction.  As a result, the manufacturer’s optimal 
strategy is jointly determined by the consumers’ slippage behavior and their magnitudes 
of loss aversion. Figure 2 illustrates the results. 

 
 
 
 
 
 
 
 
 

 
Figure 2. A Schematic Framework of Loss-Averse Model 

 
We observe three major observations from Figure 2: 

(1) If all purchasers attracted by rebates actually end up redeeming them, i.e., ro = rs 
(no slippage), the manufacturer cannot benefit from providing rebates:  if consumers are 

sufficiently loss averse, i.e.,
2

1

αβ
α

≥
−

, the manufacturer selects a lower MSRP at 

(3 )

4 2s

bs
P

β
β

+=
+

 and induces the retailer to adopt this suggested price; if 
2

1

αβ
α

<
−

, the 

manufacturer sets the MSRP at its upper bound, i.e., Ps  = bs, and the retailer chooses a 

higher retail price at 
3

4rP bs= . 
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(2) If the consumers are sufficiently loss averse, i.e., 
2

1

αβ
α

≥
−

, the manufacturer 

should offer rebates as long as some purchasers forgo the redemption; if 
2

1

αβ
α

<
−

, the 

manufacturer should provide rebates only after the slippage rate breaks a threshold level 
(1 )(1 )

( , ) max(1, )
1 ( )

α βθ α β
β β α
+ +=

+ + −
, which is strictly less than 1+α. 

(3) If rebates are offered, MSRP is set at its upper bound, i.e., Ps = bs, and the 
effectiveness of rebate promotion is increasing with the slippage rate.  Whether the 
retailer sets the retail price above MSRP depends on the balance between the slippage 
and the degree of loss aversion.   

Without rebate promotion, a higher MSRP expands the market demand because 
of the reference effect.  However, a higher MSRP also implies a wider range for the 
retailer to increase the retail price, which can decrease the consumer demand.  The 
manufacturer needs to find a proper balance.  When consumers are sufficiently loss 
averse, the manufacturer can induce the retailer to adopt the MSRP and hence has more 
flexibility.   

Some researchers show that the loss aversion effect can be overestimated or it is 
not universal to every product category.  To address this case, we analyze the model 
assuming that the consumers are no longer loss averse, i.e., α β= , such that losses do 
not loom larger than gains in consumers’ minds.   

 
 

 
Figure 3. A Schematic Framework of Loss-Neutral Model 

 
We observe two major observations from Figure 3: 

(1) If the slippage rate is relatively small, i.e., 1s

o

r

r
α≤ + , the manufacturer increases 

its profits by offering no rebate and setting a low wholesale price, and the retailer will 

choose a low retail price 
3

4rP bs= , which leads to high demand.  

 (2) If the slippage rate is large enough, i.e., 1s

o

r

r
α> + , the manufacturer benefits 

from rebate promotions and the retailer will respond by increasing the retail price. 
As shown in Figure 4, when the consumers are no longer loss averse, the retailer 

has less pressure to increase its retail price.  So the manufacturer can no longer induce 
the retailer to adopt the MSRP.  In this situation, a more prominent slippage effect is 
required to induce the manufacturer to offer a rebate promotion (i.e., 1 ( , )α θ α β+ > ).   

By numerical study, we can further explore how the slippage and loss aversion 
jointly affect the manufacturer’s profit.  By setting β  to be flexible from [ ],0.8α , we 
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can observe from the three-dimensional graph of Figure 4 that the stronger the 
magnitude of loss aversion, the larger the manufacturer’s profits.  However, the 
contribution of loss aversion effects to profits is much smaller than the one brought by 
slippage effects. 

 

 

Figure 4. The Joint Effects of rs /ro and β on The Manufacturer’s Profit 
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Abstract 

Many organisations fail to achieve their vision because they struggle to translate their 
corporate strategies into the daily operation of their business.  Without modelling the 
impact of a strategy, there is no way to know if it is achievable.  It would be much like 
writing goals down on sand.  Brian Yee of DY Strategy Consulting will speak about the 
DY approach for modelling the drivers of business performance and share a case study 
that demonstrates the value and insight that can be gained from modelling strategy.  He 
will also outline some of the challenges that strategists/analysts face in taking operations 
research thinking/analysis and translating this into practical insights for clients.  
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Abstract 
The problem situation related to residential energy efficiency in New Zealand is quite 
complex since several factors affect this problem and they change with respect to 
time. This paper presents the results of a study undertaken to systemically analyse this 
problem situation. In this study, the problem situation was structured systemically by 
analysing the behaviour of the main variables related to the problem situation, and 
then analysing the stakeholders. Further, a participative systems model of the problem 
situation was developed using a group model building process. The analysis of the 
model found different feedback loops operating in the system responsible for the 
complexity of the problem situation relating to energy efficiency in New Zealand’s 
residential sector. The paper concludes by highlighting some of the long term 
structural changes suggested by the stakeholders involved in this study to change the 
behaviour of the system. 

Key words: residential energy efficiency, group model building, systems thinking 
 

1. Introduction 
New Zealand’s initial rate of visible improvement in energy efficiency has been 
relatively low by longer term international standards. To address this situation, the NZ 
government formulated the ‘National Energy Efficiency and Conservation Strategy 
(NEECS)’ which sets the agenda for government programmes to promote energy 
efficiency and renewable energy. Released by the New Zealand Minister of Energy on 
27 September 2001, the strategy sets two national targets: a 20 percent improvement 
in energy efficiency by 2012; and increasing New Zealand’s renewable energy supply 
to provide a further 30 petajoules of consumer energy by 2012 (EECA, 2006).  

A review of this strategy was conducted by Energy Efficiency and Conservation 
Authority (EECA); a body responsible for helping the NZ government deliver its 
energy efficiency agenda. As a part of this review, an analysis of trends of some of the 
factors related to energy efficiency in NZ was conducted. The trends of four such 
factors are discussed here. 

First, energy consumption in NZ is increasing. Table 1 presents the trend of 
consumer energy, the energy used by final consumers in petajoules. Along with 
energy consumption, the price of energy is also increasing.  Table 2 presents this 
increasing trend of energy prices using nominal electricity consumer prices. 
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Year Agriculture 
(PJ) 

Industrial 
(PJ) 

Commercial 
(PJ) 

Residential 
(PJ) 

Domestic transport 
(PJ) 

Total 
(PJ) 

1995 
1996 
1997 
1998 
1999 
2000 
2001 
2002 
2003 
2004 

17.3  
17.9 
19.4 
20.3 
20.5 
19.0 
19.6 
20.7 
23.7 
19.8 

149.7 
150.7 
145.8 
149.4 
151.7 
151.6 
149.7 
153.5 
166.3 
168.6 

38.4 
36.7 
37.1 
38.3 
39.9 
45.7 
46.5 
47.5 
43.8 
48.3 

54.8 
56.5 
57.1 
58.3 
56.6 
55.2 
56.8 
56.5 
57.8 
66.4 

162.0 
164.5 
169.9 
172.8 
177.0 
185.3 
190.7 
199.2 
207.7 
212.7 

422.2 
426.2 
429.3 
439.0 
445.7 
456.9 
463.3 
477.5 
499.2 
515.9 

Source: Ministry of Economic Development, 2006, Table A.4b, p-11. 

Table 1. Total Consumer Energy by Sector in New Zealand 
 

Year End March 
Average 

Residential excl. 
GST (cents/kWh) 

Industrial excl. 
GST(cents/kWh) 

National Average 
(cents/kWh) 

1995 
1996 
1997 
1998 
1999 
2000 
2001 
2002 
2003 
2004 
2005 

10.24 
10.73 
11.45 
12.08 
11.61 
11.87 
11.76 
12.86 
13.82 
14.84 
16.59 

5.84 
6.33 
6.12 
7.01 
6.98 
5.94 
6.31 
6.71 
7.23 
8.10 
7.56 

8.77 
9.20 
9.44 
9.90 
9.70 
9.32 
9.49 
10.16 
10.81 
11.85 
12.42 

Source: Ministry of Economic Development, 2006, Table I.1, p-146. 

Table 2. Nominal Electricity Consumer Prices in New Zealand 
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Source: Parliamentary Commissioner for the Environment, 2006, Figure 4.5, p-32. 

Figure 1. Electricity Generated by Renewable Energy Sources 
 

While energy consumption and energy prices are increasing, energy availability is 
decreasing globally. In some countries these could be due to a decrease in renewable 
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and/or non renewable energy generation. In NZ the proportion of electricity generated 
from renewable energy sources is reducing (Parliamentary Commissioner for the 
Environment, 2006). Figure 1 presents this declining trend of electricity generation 
from renewable sources. 

Finally, it was also found that action to date has been insufficient to produce a 
substantial improvement in energy efficiency. Although NEECS aims to increase 
energy efficiency significantly to reach the target of 20%, this has not occurred. 
Between 2001 and 2004 New Zealand’s energy efficiency performance improved by 
around 0.4% per annum. The average rate of improvement over the five years prior to 
the release of the strategy, i.e. 1996-2001, was around 0.75%. Figure 2 presents the 
energy efficiency trend in NZ (EECA, 2006).  

To summarise, the problem situation related to energy efficiency in NZ is quite 
complex. There are several factors affecting this problem, and they are changing with 
respect to time. In this context, a study was undertaken to analyse the factors affecting 
energy efficiency in New Zealand. The scope of this study was limited to the 
residential sector and the factors associated with it. This paper presents the essence of 
this study, including relevant literature, methodology used, data collected, and a 
model developed. 

2. Theoretical Background 
In the NZ context, energy efficiency is defined by the ‘Energy Efficiency and 
Conservation Act 2000’ to mean a change to energy use that results in an increase in 
net benefits per unit of energy (EECA, 2006). The term residential energy efficiency 
as used in this paper means the application of this definition in the residential sector.  

Literature relating to residential energy efficiency is quite extensive with several 
streams of literature existing within this area. One of these literature streams include 
interesting applications of residential energy efficiency in different countries like 
Denmark, Norway and Sweden (Unander et al., 2004), Lebanon (Cantin et al., 2007), 
Malaysia (Saidur et al., 2007) and Switzerland (Jakob, 2006). In another stream, 
different benefits related to residential energy efficiency are discussed (e.g. Tonn and 
Pertez, 2007). However, a gap existed in this literature on an overall, systemic 
analysis of residential energy efficiency and the factors surrounding it. 

In this study, an attempt was made to conduct a systemic analysis of the complex 
problem situation related to residential energy efficiency in NZ. Management 
literature suggests that systems approaches can be used to analyse complex problem 
situations. For example, Management literature provides different systems approaches 
including hard (e.g. Forrester, 1961), soft (Checkland, 1981), critical (Ulrich, 1987) 
and multi-methodology (Brocklesby, 1993). Based on these approaches different 
systems thinking processes are also available in the literature.  

3. Methodological Framework 
This study used a process called group model building (Vennix, 1996) which is based 
on the system dynamics methodology. Group model building is a process in which 
team members exchange the perceptions of a problem and explore such questions as 
what exactly is the problem we face? How did the problematic situation originate? 
What might be its underlying causes? How can the problem be effectively tackled? 

An important characteristic of group model building is that ‘fact’ is separated from 
‘value’. The primary focus is descriptive and diagnostic, the way the team members 
think is a system works is separated from the question on how they would like a 
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system to work. The goal of group model building is to create a consensus after 
sufficient deliberation and contrasting of viewpoints has taken place (Vennix, 1996). 
Among the different methods available for group model building, the method used in 
this paper is based on the systems thinking methods outlined in Cavana et al. (1999). 

In this qualitative group model building approach, hexagons are used for systems 
thinking. Maani and Cavana (2000) have explained this procedure systematically in 
their Systems Thinking and Modelling methodology, based on Hodgson’s (1994) use 
of hexagons for issue conceptualisation and Kreutzer’s FASTbreakTM process (1995) 
for using hexagons to develop causal loop diagrams. 

In this study, before conducting the group model building sessions, the complex 
problem related to residential energy efficiency in NZ was structured systemically. 
For structuring the problem systemically, first a behaviour over time chart was 
developed. Then a stakeholder analysis was conducted to identify and analyse the 
stakeholders of this complex problem situation.   

4. Problem Structuring 
To gain a systemic understanding of the problem situation, a problem structuring 
exercise was conducted in the first phase of this study. As mentioned in table 3, two 
steps were used in structuring the problem situation, developing a behaviour over time 
chart and conducting a stakeholder analysis. 

         1 

          

          2 

       

          3 

 

4  

 

 

 
 
1995         2005 

1= Energy consumption, 2= Energy price, 3= Energy availability, 4= Residential 
energy efficiency. 

Figure 2. Behaviour Over Time 

Behaviour over time (BOT) or ‘reference mode behaviour’ is a tool used in 
systems thinking to show the patterns of the main variables in a system over an 
extended period of time, typically several months to several years. This pattern can 
indicate the variations and trends in the variable of interest, for example growth, 
decline, oscillations or a combination thereof. The important elements of a BOT are 
the overall directions and variations, not the numerical value of the variable. 
Therefore, BOT graphs are usually drawn in a rough sense without exact numerical 
values attached (Maani and Cavana, 2000). 

158



In this study, a behaviour over time chart was drawn using the trends of four 
variables related to the problem situation, which were also discussed in the 
introduction session (section 1) of this paper. These variables include energy 
consumption, energy price, energy availability, and residential energy efficiency. 
Figure 2 presents this behaviour, showing an increasing trend of energy generation 
and energy price. It also shows that the generation of energy from renewable energy 
sources is declining. Finally, residential energy efficiency in NZ is increasing, but this 
increase is not really substantial. 

As the second part of problem structuring, stakeholders related to the problem 
situation were identified and analysed. For this purpose, a stakeholder analysis 
methodology, based on stakeholder literature (e.g. Freeman, 1984; Mitchell et al., 
1997) was used. According to Elias et al. (2202) this methodology consists of nine 
steps: (i) Developing a stakeholder map of the problem situation; (ii) Preparing a chart 
of specific stakeholders; (iii) Identifying the stakes of stakeholders; (iv) Preparing a 
power versus stake grid; (v) Conducting a process level stakeholder analysis; (vi) 
Conducting a transactional level stakeholder analysis; (vii) Determining the 
stakeholder management capability of the project; (viii) Analysing the salience of 
stakeholder; and (ix) Analysing the changing positions and interests of stakeholders. 
 

 

 

 

 

 

 

 

 
Figure 3. Stakeholder Map of Residential Energy Efficiency Problem in New Zealand 
 

The stakeholder map developed in this study is presented as figure 3.  A detailed 
description of the remaining eight steps and its illustration is beyond the scope of this 
paper. However, it is important to note that such a stakeholder analysis helped in 
structuring the problem situation by systematically identifying the stakeholders and 
their stakes. It also helped in defining the problem systemically using multiple 
stakeholder perspectives. 

5. Group Model Building 
In the second phase of this study, key stakeholders belonging to the different 
categories, as identified in the stakeholder map (Figure 3), were brought together to 
participate in the group model building exercise. In this qualitative group model 
building approach, hexagons are used for systems thinking. For this research, four 
steps of group model building were used: 
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Step 1: Hexagon generation; Step 2: Cluster formation; Step 3: Variable identification 
and Step 4: Causal loop development 
Step 1: Hexagon Generation 
This step consists of generating hexagons for each issue, opportunity or obstacle 
identified by the stakeholders. To help the stakeholders in generating hexagons, an 
organising question was used in the first group model building session. The 
organising question was: ‘What are the factors that affect the residential energy 
efficiency in New Zealand?’ 

Coloured hexagons were used as a facilitation tool. Yellow hexagons were used 
for recording ordinary issues, opportunities or obstacles identified by the participants. 
Pink hexagons were used when they generated a strongly held/felt issue, opportunity 
or obstacle. The stakeholders who attended the session generated 38 hexagons in total.  
Step 2: Cluster Formation 
As the second step, the stakeholders identified hexagons that have something in 
common. These hexagons were grouped together to form clusters and a descriptive 
name was given to each cluster. In the workshop, stakeholders made 18 such clusters. 
The descriptive names given to each of these 7 clusters include: Energy costs and 
supply, Monitoring residential energy efficiency, EECA’s effectiveness, 
Environmental sustainability, Healthy homes, Consumer behaviour, and Standards 
and support.  
Step 3: Variable Identification 
In the next session, the stakeholders identified a few variables associated with each 
cluster.  Blue hexagons were used to represent the variables; see Table 1. 
Step 4: Causal Loop Development 
In this session, stakeholders tried to establish the links between variables. They first 
identified two variables that were related and provided a directed arrow between each 
pair of related variables. To generate a directed arrow, they placed a positive (+) sign 
near the head of the arrow if an increase (or decrease) in a variable at the tail of an 
arrow caused a corresponding increase (or decrease) in a variable at the head of the 
arrow. If an increase in the causal variable caused a decrease in the affected variable, 
a negative (-) sign was placed near the head of the arrow. An initial version of the 
causal loop diagram was thus developed. It is shown in Figure 4. At the end of the 
group model building exercise, a general agreement that this model represented their 
shared view was obtained from the stakeholders who participated in this meeting. 

6. Analysis of the Causal loop diagram 
To analyse the casual loop model an analysis of the feedback loops formed in the 
causal model was conducted. Feedback loops can be reinforcing or balancing. 
Reinforcing loops are positive feedback systems. They can represent growing or 
declining actions. Unlike reinforcing loops, balancing loops are negative feedback 
systems and seeks stability or return to control (Sterman, 2000).  A total of eight 
feedback loops were identified in this model; four were reinforcing and the remaining 
four were balancing loops. The analysis of the feedback loops is discussed below. 
R1: Energy Generation Loop 
A possible point to start this analysis is the problem of increasing residential energy 
consumption. This can be due to different reasons like increasing migration to NZ or 
increasing NZ population which are outside the boundary of this model. Increasing 
residential energy consumption will lead to higher energy demand, which in turn will 
require more energy generation. More energy generated provides more energy for 
residential energy users to consume, this completing a reinforcing feedback loop. 
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Figure 4. Causal Loop Diagram 

 
R2: Energy Consumption Loop 
When residential energy users consume more energy their comfort level will increase, 
leading to an improved quality of life. The current NZ trend shows that this has led to 
a boom in the NZ real estate market with New Zealanders buying more houses which 
are bigger than the ones they already have. This trend leads to more residential energy 
consumption, thus completing the second reinforcing feedback lop in this model.  
R3: Energy Availability Loop 
As the energy generation increases, the energy generation capacity decreases. This is 
because most of the energy generation is from non-renewable energy sources. When 
energy generation capacity decreases, these will be less energy available. When 

- 
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energy availability decreases, energy process will go up. When the energy prices are 
high, energy generation companies will make more profit, allowing them to invest in 
more in energy generation. This completes the third reinforcing feedback loop which 
is named energy availability loop.  

Now, these three loops can throw some light into the increasing trends of energy 
demand and energy prices and decreasing trend of energy availability. But, according 
to the model, these are not the only loops operating in the system. The problem 
situation, as explained using these three loops, will demand government intervention, 
giving rise to more feedback loops, as explained below.  
B1: Energy Conservation Loop  
An increase in energy demand will result in an increase in energy demand-supply gap, 
prompting the NZ government to intervene. Government intervention usually 
introduces activities to improve the awareness of residential energy efficiency among 
the NZ public. This has several effects pertaining to energy efficiency and energy 
conservation in NZ. One such effect is an improvement in energy conservation efforts 
by some members of the NZ public, resulting in a decreased energy demand-supply 
gap. An analysis of this loop shows that it is a balancing loop. 
B2: Home Heating Efficiency Loop 
The other effect of increased awareness about residential energy efficiency is that 
more NZ residents would improve their home heating, thereby improving the home 
heating efficiency. An increased home heating efficiency will result in improved 
residential energy efficiency, in turn decreasing the energy demand-supply gap. This 
loop is also a balancing loop. 
B3: Water Heating Efficiency Loop 
This loop is similar to the home heating efficiency loop. Here, an increased awareness 
about residential energy efficiency will result in NZ residents improving their water 
heating efficiency, which in turn improves the residential energy efficiency. This will 
result in a decreased energy demand-supply gap, thus forming another balancing loop.  
B4: Energy Efficiency Appliances Loop 
This loop is also similar to the last two loops. An increased awareness about 
residential energy efficiency will result in more New Zealanders using energy 
efficient appliances. This will also improve residential energy efficiency, thus 
resulting in a reduced energy demand-supply gap. Like the previous three loops, this 
is also a balancing loop. 

Due to the effect of these four balancing loops B1 to B4, the system will try to 
control the energy demand-supply gap. The effect of these four loops will also help in 
increasing the residential energy efficiency. Unfortunately these are not the only loops 
in the system that affects residential energy efficiency. There is yet another loop 
operating in the system as explained below. 
B5: Energy Wastage Loop 
Improvement in residential energy efficiency will result in residents saving more 
money on energy bills. More money saved can mean more money available to spend. 
When there is more money available to spend, there is a tendency to purchase more 
luxury items. This tendency could lead to wastage of energy and any such wastage of 
energy will reduce residential energy efficiency. This is a balancing loop and the 
effect of this loop is to dampen the improvement in residential energy efficiency 
caused by the other four balancing loops B1 to B4.  

To summarise, the behaviour over time chart in figure 2 can be explained using 
the eight feedback loops in the causal loop model. In other words, the interactions of 
these loops explain the complex problem situation presented in the BOT chart.  
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7. Conclusions 
The analysis of the causal loop diagram, as discussed in the previous section, 
identified eight interacting feedback loops. The structure of the system, as captured by 
the casual loop diagram (figure 6) and the feedback loops in it, dictates the behaviour 
as shown in the BOT (figure 2). To induce long term changes in this behaviour, short 
term quick fixes in the structure might not be helpful (Senge, 1990). Instead, long 
term structural changes need to be devised to change the behaviour of the system.  

In this respect, after the group model building sessions, some of the stakeholders 
involved in this study, discussed the implications of this model and came up with a 
few strategic initiatives to change the structure of the system. One such initiative 
related to addressing the energy wastage loop B5 and the behavioural issues 
underlying it. It was felt that a two thronged approach was needed in government 
intervention, targeting energy wastage along with energy efficiency. It was hoped that 
such an initiative would help in improving the current slow rate of increase in 
residential energy efficiency to a much faster rate, by realising residential energy 
efficiency from the grip of energy wastage loop, which was responsible for resisting it 
to grow at a faster rate. Another strategic initiative proposed by the stakeholders relate 
to controlling residential energy consumption, as captured in the feedback loops R1 
and R2. It was felt that there is a need for more EECA intervention to support Reserve 
Bank of New Zealand’s efforts to control the current real estate boom. In addition to 
this, a need for specific interventions to improve the awareness among wealthy New 
Zealanders to control their residential energy consumption was suggested. Both these 
initiatives were recommended to EECA as a part of this study, with an aim to control 
the increasing trend of residential energy consumption, and to accelerate the 
increasing trend of residential energy efficiency.  

In conclusion, this study illustrating how group model building processes from the 
system thinking literature (e.g. Vennix, 1996) can be used in the residential energy 
efficiency literature. To a practitioner in this field, it offered a participative process 
that can be used to reveal the mental models of multiple stakeholders related to a 
problem situation. In addition, this study highlighted the importance of conducting a 
systemic analysis to understand a complex problem situation. Using the example of 
residential energy efficiency in New Zealand, it showed how a systemic analysis 
would surface different factors related to a complex problem situation, and the 
interconnections between these factors, resulting in multiple feedback loops. Finally, 
this study could encourage further empirical research, which will help build theory in 
understanding complex problem situations facing decision makers.  
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Abstract 

New Zealand pioneered the use of LP to clear electricity markets, and particularly the 
concept of co-optimising energy and ancillary service markets.  Other markets have 
adopted the concept, and applied it to a wider range of ancillary services.  It is now time 
to ask whether the New Zealand market formulation should be expanded to include 
some of those generalisations.  Here we present a formulation designed to account for 
the limitations imposed by the inter-island HVDC link on inter-island trading of 
ancillary services.  
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Abstract 

Delay management, stop location, line and tariff planning are examples in which 
operations research is used in order to improve attractiveness of public transportation. 
The talk presents models, solution approaches, and real-world applications for each of 
them. 

 In the first example we deal with the location of stops along a railway network. By 
a stop we mean not a fully equipped main station but just a place where regional trains 
can stop and allow passengers to board or leave the train. We consider the problem from 
a customer-oriented point of view. Having a stop close to your home increases the 
attractiveness of public transportation. On the other hand, a train stopping every 500 
meters is slow and not really attractive. In order to combine these two effects we 
consider the saved travelling time of all passengers as objective function. We present 
models and solution approaches and show their application within a real-world project 
justifying that the average travelling time can indeed be reduced if the locations of the 
new stops are judiciously chosen.  

The second example considers the line planning process. The goal is to define paths 
in the public transportation network along which regular service is offered. A lot of 
research has been done on this subject. We briefly review models and solution 
approaches, present some new heuristics, and mention challenging tasks in the field. 

When operating a public transportation system, delays due to unforeseen events are 
unfortunately not avoidable. Delay management deals with the decision of whether a 
connecting train should wait for a delayed feeder train or whether it is better for it to 
depart on time. If the train departs on time, passengers who wanted to change miss their 
connection. On the other hand, if the train waits, it may carry over its delay to other 
trains in the network and hence delay other passengers. In our model we aim to 
minimize the sum of all delays of all passengers. In order to formulate the problem as 
integer program, the crucial question “to wait or not to wait” is modelled by binary 
decision variables. We present approaches which make it possible to solve real-world 
delay management instances in reasonable time.   

The ticket prices for the passengers are the subject of the last example. There are 
various  possibilities for tariff systems: In a distance tariff, the ticket prices are 
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proportional to the distance travelled, in a unit tariff all trips cost the same. The distance 
tariff is generally considered to be fair but is difficult to handle, while the unit tariff is a 
very easy but unjust tariff system. A model in between is a zone tariff system. Here the 
tariff region is partitioned into zones and the ticket prices are dependent only on the 
number of zones within a journey. It is in particular advantageous when different public 
transportation companies want to offer one common tariff system for their customers. 
When designing a fair zone tariff system the shape and the size of the zones is very 
important.  Our algorithms are based on methods of clustering theory and are included 
in a software for the design and evaluation of tariff zones, already used in many 
practical applications. 
 

Key words: integer optimization, stop location, line planning, delay management, 
tariff planning, public transportation 
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Performance of MI-Relaxation on the

Local Search Test problems of

Papadimitriou and Steiglitz

Laleh Haerian Ardekani and Tiru S. Arthanari

Abstract

Multistage insertion formulation (MI) for STSP is a compact 0-1 formulation de-

signed by Arthanari (Arthanari 1983). The integer solutions to MI are called pedi-

grees which have a special combinatorial structure. Pedigrees are in one to one

correspondence with STSP tours. Pedigree polytope is a combinatorial polytope

(Arthanari 2005), with pedigrees as its vertices. It is proved that the adjacency

testing of two pedigrees in pedigree polytope can be performed in polynomial time

(Arthanari 2006), although the similar problem in STSP polytope is NP-complete

(Papadimitriou 1978). The special characteristics of MI and pedigree polytope can

be employed to design STSP heuristics. Papadimitriou and Steiglitz (Papadimitriou

and Steiglitz 1978) have constructed a series of STSP instances with a special cost

function structure to show how common STSP local search heuristics can be inef-

fective and would be trapped in local optima that are considerably inferior to the

global optimum. As a part of early stage experiments, the authors have applied the

LP relaxation of MI to the problems designed by Papadimitriou and Steiglitz, and

found the global optima of all the tested instances. Benefiting from the adjacency

characteristics in pedigree polytope, the authors are studying possible neighbour-

hoods in pedigree polytope to design local search heuristics based on MI-relaxation.

1 Introduction

Given a set of nodes Vn = {1, ..., n} the symmetric traveling salesman problem

(STSP) seeks to find the shortest Hamiltonian tour in a graph G = (Vn, A), where

A = {(r, s)|r < s, r and s ∈ Vn}. STSP is one of the classical NP-hard combinatorial

optimization problems that has attracted a lot of heuristics and local search algo-

rithms. The original formulation for STSP was suggested by Dantzig, Fulkerson and

Johnson (Dantzig, Fulkerson, and Johnson 1954) which is a 0− 1 model with expo-

nentially many constraints. Many different TSP formulations have been suggested

so far. They differ in decision variable space, number of the constraints and also

in solvability. In order to be able to compare these different formulations, Padburg

and Sung have developed some transformation techniques to project LP relaxation

polytopes of these formulations into the variable space of Dantzig, Fulkerson and

Johnson model (DFJ) and compared the size of the projected polytopes to show
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which model provides the smallest polytope. Their studies have proven that DFJ

formulation has the tightest polytope for describing STSP.

2 Multistage Insertion formulation and Pedigree Polytope

Multistage insertion formulation (MI) designed by Arthanari for STSP is a compact

formulation with polynomial number of constraints and variables. The formulation

is based on successive insertions of the nodes k ,4 ≤ k ≤ n into the subtour Tk, where

Tk represents the subtour of all the nodes in Vk−1. The problem commences with

insertion of node 4 into one of the edges of the initial subtour T4 = [1 − 2 − 3 − 1],

resulting in subtour T5. Similarly, all the nodes are inserted into the subtours Tk in

n− 3 stages. These insertions are denoted by the 0− 1 decision variables xijk. Each

decision variable indicates the insertion of a node k ∈ Vn \ {1, 2, 3} into some edge

ek = (i, j) of the subtour Tk where i < j. The values of xijk variables are defined as

follows:

xijk =

{

1, if k is inserted into edge (i, j),

0, otherwise.

Let Cijk indicate the increase in tour length at stage k−3, due to insertion of k into

edge (i, j). The complete MI formulation for STSP is:

Minimize

n
∑

k=4

∑

1≤i<j≤k−1

Cijkxijk

subject to:

∑

1≤i<j≤k−1

xijk = 1, 4 ≤ k ≤ n, (1)

n
∑

k=4

xijk = 1, 1 ≤ i < j ≤ 3 (2)

−

i−1
∑

r=1

xrij −

j−1
∑

s=i+1

xisj +
n

∑

k=j+1

xijk ≤ 0, 4 ≤ j ≤ n − 1, 1 ≤ i < j, (3)

xijk = 0 or 1, 1 ≤ i < j ≤ k, 4 ≤ k ≤ n.

The insertion of all the nodes from 4 to n into T4 is guaranteed by constraints 1

and 2. Constraint 3 makes sure that edges needed for insertion are constructed and

are kept unused for insertion through the previous stages. The feasible solutions to

MI formulation are called pedigrees. A pedigree is an ordered set of n−3 edges used

for the insertion of nodes 4 to n respectively, and it is in 1-1 correspondence with an

STSP tour. The pedigree corresponding to an n-tour is denoted by W = (e4, ..., en).

Example 1- Pedigree W = ((1, 2), (2, 4), (4, 5), (1, 3)) corresponds to the tour

[1− 4− 6− 5− 2− 3− 7− 1]. In the first stage, node 4 is inserted into e4 = (1, 2),

creating edges (1, 4) and (2, 4). The edge e5 = (2, 4) is used in the next stage for

the insertion of 5 producing edge (2, 5) and (4, 5). Node 6 and 7 are inserted into

e6 = (4, 5) and e7 = (1, 3) respectively in the next two following stages.
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Let Pn be the set of all the pedigrees corresponding to an STSP of the size n, the

convex hull of all the pedigrees is indicated by conv(Pn) and is called the pedigree

polytope. It is proven that the pedigree polytope is a combinatorial polytope with

pedigrees as its extreme points (Arthanari 2005).

3 Local Search

Local search algorithms have been widely used for the solution of hard combinatorial

optimization problems like TSP. Generally, local search algorithms use some special

relationship patterns known as neighbourhood rules. Neighbourhood rules indicate

how a subset of solutions can be formed given a feasible solution of the problem

instance. Let S be the set of feasible solutions to an instance of a problem. For

a given solution s ∈ S a neighbourhood of s is defined as N(s) ⊆ S, where all

the members of N(s) can be given from s by an application of neighbourhood rules

(Aarts and Verhoeven 1997).

Local search algorithms usually start with an initial random solution s ∈ S

and search its neighbourhood N(s) in order to find a better solution than s. If a

better solution is found, the neighbourhood of the found solution will be defined

and searched. By continuing this process, local search methods search the solution

space through the neighbourhoods of a series of solutions, until no better solution

could be found (Papadimitriou and Steiglitz 1982).

Depending on the neighbourhood structure, sometimes local search algorithms

cannot find a global optimum and get trapped in local optima. Algorithms that are

able to find the global optimum are referred to as exact algorithms (Papadimitriou

and Steiglitz 1977).

A neighbourhood structure N is called exact if for any s ∈ S with cost c(s),

c(r) ≤ c(s),∀s ∈ N(r) ⇒ r is optimal (Weiner, Savage, and Bagchi 1973). In other

words, a neighbourhood structure is called exact if any local optima regarding N is

global optimum.

The probability of getting stuck in local optima can be decreased by defining

neighbourhood rules that provide larger neighbourhoods, which on the other hand

require more search time. The strength of neighbourhood rules are correlated to the

average quality of their found local optima. Weak neighbourhoods produce local op-

tima and their quality is strongly correlated with the starting point (Papadimitriou

and Steiglitz 1982).

3.1 Neighbourhood structures for STSP

One of the commonly used neighbourhood rules for STSP is called k−change. The

k−change neighbourhood for any STSP tour s where k ≥ 2, is defined as follows:

Nk(s) = {r|r ∈ S, r can be obtained by removing k edges from s and replacing

them with k other edges}

Weiner et al. have studied k−change local search algorithms for STSP and have

shown that a lower bound to the time needed to search an exact STSP neighbourhood

is proportional to (n−2)!
2

(Weiner, Savage, and Bagchi 1973). It has been proven

that unless P = NP , exact local search algorithms for STSP require more than
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Figure 1: The graph of a 2−diamond problem

polynomial time for finding the global optimum (Papadimitriou and Steiglitz 1977).

In other words, no exact neighbourhood that can be searched in polynomial time,

can exist unless the unlikely condition P = NP holds (Aarts and Verhoeven 1997).

4 STSP instances designed by Papadimitriou and Steiglitz

In order to show the inefficiency of the common local search heuristics for STSP,

Papadimitriou and Steiglitz have designed a series of STSP instances that each

of them has a global optimum and exponentially many local optima that are all

significantly inferior to the global optimum (Papadimitriou and Steiglitz 1978). The

size of the instances are n = 8k where k ≥ 2. The cost of the optimum solution is

n. There are 2k−1(k − 1)! many second best solutions with the cost M + 5k, where

M is an arbitrarily large number.

These STSP instances are made up of k, smaller structures called diamonds.

Each diamond has 8 vertices labeled as (Ni, Ei, Si, Wi, xi, yi, ui, vi), 1 ≤ i ≤ k. The

diamonds are connected to each other with arcs of cost 2M , M 1 or 0, following

some specific patterns to build up a bigger graph of 8k vertices. The graph of a

2−diamond instance along with the costs of its edges is shown in Figure 1. The cost

of the rest of the edges that are not drawn in Figure 1 is 2M . IT can be observed

in the figure that the graph does not follow triangular inequalities. The cost matrix

for a 2−diamond problem instance is shown in Table 1.

The global optimum is the only Hamiltonian cycle in the graph with all its edges

having cost 1. The second-best cycles have one edge with cost M , 3k − 1 edges

with cost 0, and 5k edges with cost 1. They differ from the optimum solution in

only 3k edges, but having 3k − 1 edges with cost zero makes the global optimum

neighbourhood less attractive to be explored. So unless choosing 3k−change (or
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E1 W1 S1 x1 u1 y1 v1 N2 E2 W2 S2 x2 u2 y2 v2

N1 2M 2M M 1 1 2M 2M M 2M 2M M 2M 2M 2M 2M

E1 0 2M 2M 0 2M 2M 1 2M 2M 1 2M 2M 2M 2M 2M

W1 - 0 2M 2M 1 0 2M 2M 1 2M 2M 2M 2M 2M 2M

S1 - - 0 2M 2M 1 1 0 2M 2M 0 2M 2M 2M 2M

x1 - - - 0 2M 1 2M 2M 2M 2M 2M 2M 2M 2M 2M

u1 - - - - 0 2M 2M 2M 2M 2M 2M 2M 2M 2M 2M

y1 - - - - - 0 2M 2M 2M 2M 2M 2M 2M 2M 2M

v1 - - - - - - 0 2M 2M 2M 2M 2M 2M 2M 2M

N2 - - - - - - - 0 2M 2M 2M 1 1 2M 2M

E2 - - - - - - - - 0 2M 2M 0 2M 2M 1

W2 - - - - - - - - - 0 2M 2M 1 0 2M

S2 - - - - - - - - - - 0 2M 2M 1 1

x2 - - - - - - - - - - - 0 2M 1 2M

u2 - - - - - - - - - - - - 0 2M 2M

y2 - - - - - - - - - - - - - 0 2M

v2 - - - - - - - - - - - - - - 0

Table 1: Costs of the edges in a 2−diamond problem instance

higher) as neighbourhood rules, the local search algorithms cannot find the global

optimum.

Papadimitriou and Steiglitz have shown that the k−change local search algo-

rithms are inefficient in solving these series of problem instances. They have re-

ported results for three different local search heuristics for the problems of the size

24 to 40 and reported that the global optimum was not found in any of the cases.

4.1 Papadimitriou and Steiglitz instances solved using MI-relaxation

The MI-relaxation formulation is defined by adding the following constraint to MI

and removing the integer constraint.

−

i−1
∑

r=1

xrij −

j−1
∑

s=i+1

xisj ≤ 0, i = 1, ..., n − 1 (4)

In order to test MI-relaxation in finding the global optimum, 13 k−diamonds

were created where 2 ≤ k ≤ 14. The instances were solved by MI-relaxation model

using Cplex and M was set equal to 100. The optimal solution was found in all the

cases. The average CPU time for solving each instances size, for 100 instances, is

reported in Table 2.

5 Adjacency in pedigree polytope

In order to be able to design a local search algorithm based on MI, the adjacency

in pedigree polytope and its characteristics need to be defined. It has been proven

that adjacency testing in pedigree polytope can be performed in polynomial time

(Arthanari 2006), while the same problem in STSP polytope is NP-complete (Pa-

padimitriou 1978).
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k 2 3 4 5 6 7 8

Instance size 16 24 32 40 48 56 64

Time (s) 0.0093 0.0164 0.025 0.0421 0.1414 0.2234 0.2992

k 9 10 11 12 13 14

Instance size 72 80 88 96 104 112

Time (s) 0.4367 0.5695 0.8328 1.03671 1.5359 1.7031

Table 2: Computation results of solving 13 k−diamond problems

Let Ek be the set of the edges available for insertion at stage k + 1. Each edge

e = (i, j) ∈ Ek has a unique label equal to j(j−1)
2

+ i. The Characteristics vector of

a pedigree is defined as follows:

Definition- Characteristic vector: For a given subset F ⊂ En, the characteristic

vector of F is represented by xF ∈ R
|En|. Assuming that the edges in En are ordered

in the increasing order of edge labels, the values of the characteristic vector is defined

as follows:

xF (e) =

{

1 if e ∈ F ,

0 Otherwise.
(5)

Definition- Let X [1] 6= X [2] be the two characteristic vectors corresponding to

two pedigrees in Pn. Let X = 1
2
X [1] + 1

2
X [2].

Two vertices of a polytope are called nonadjacent if the line segment connecting

the two vertices is not an edge of the polytope. In addition, since pedigree poly-

tope is a combinatorial polytope (Arthanari 2005), we have: Two pedigrees P [1] and

P [2] ∈ Pn are called non-adjacent if any convex combination of their corresponding

characteristic vectors can also be written as the convex combination of the char-

acteristic vectors of two other pedigrees P [3] and P [4] ∈ Pn, where at least one of

them is not equal to P [1] and P [2] (Arthanari 2006). In other words, if some of the

components of P [1] and P [2] can be swaped around to create two other pedigrees,

they are proven to be non-adjacent.

Example 2- Given the following pedigrees, P [1] = ((1, 2), (1, 4), (4, 5), (2, 3)) and

P [2] = ((1, 2), (2, 4), (4, 5), (5, 6)), the following vector X is a convex combination of

their characteristic vectors:

X = ((1, 0, 0), (0, 0, 0, 1
2
, 1

2
, 0), (0, 0, 0, 0, 0, 0, 0, 0, 0, 1), (0, 0, 1

2
, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 1

2
)).

X can also be written as the convex combination of the characteristic vectors of

P [3] = ((1, 2), (1, 4), (4, 5), (5, 6)) and P [4] = ((1, 2), (2, 4), (4, 5), (2, 3)). This is suffi-

cient to conclude that P [1] and P [2] are non-adjacent.

Definition The set of discords: Given P [1], P [2] ∈ Pn, the set of discords, in-

dicating to the discordant components of P [1] and P [2] is defined as follows: D =

{t|e
[1]
t ∈ P [1], e

[2]
t ∈ P [2], e

[1]
t 6= e

[2]
t , 4 ≤ t ≤ n}. If cardinality of D is equal to one,

which implies that the pedigrees differ in only one component, they are adjacent

(Arthanari 2006).
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In the case that two given pedigrees differ in more than one component, their

non-adjacency/adjacency can be proven by showing whether swapping their compo-

nents and creating two other pedigrees is possible or not respectively.

Considering pedigree W = (e4, ..., en), let ek = (i, j) be a component of W given

k where 4 ≤ k ≤ n. A generator of an edge is defined as follows:

Definition- Generator: Given ek = (i, j), an edge ek
′ = (r, s), is called a gener-

ator of ek if:

{

ek = (r, k
′

) ∨ ek = (s, k
′

) ∀k ≥ 4, or

ek ∈ E3 ∧ ek
′ ∈ E3 \ ek otherwise.

(6)

The generators of an edge ek are denoted by G(ek).

Example 3- Considering the pedigree W from Example 1, e4 = (1, 2) is the

generator of e5 = (2, 4) and e7 = (1, 3). The edge e5 = (2, 4) is the generator of

e6 = (4, 5).

Definition Graph of rigidity: Given two pedigrees P [1], P [2] ∈ Pn with D as their

set of discords, their corresponding graph of rigidity is defined as GR = G(D, A)

where A = {(i, j)|i, j ∈ D, i < j, e
[t]
i = e

[3−t]
j

∨

G(e
[t]
j ) /∈ P [3−t],∀t = 1, 2}). Given

P [1], P [2] ∈ conv(Pn) with the set of discords D and their graph of rigidity G, for

any e
[1]
t ∈ P [1] and e

[2]
t′ ∈ P [2], where t, t′ ∈ D and 1 ≤ t 6= t′ ≤ |D|, there is an edge

between t and t′ if either:
{

e
[1]
t = e

[2]
t′ or

G(e
[1]
t ) /∈ P [2] ∨ G(e

[1]
t′ ) /∈ P [2] .

It has been proven that if two pedigrees differ in more than one component, they

are adjacent if and only if their corresponding graph of rigidity is connected (Artha-

nari 2006).

Example 4- Given the following pedigrees

P [1] = ((1, 2), (2, 4), (4, 5), (5, 6)) and

P [2] = ((2, 3), (2, 4), (1, 2), (1, 6)),

their set of discords is D = {4, 6, 7}. There is an edge between 4 and 6 since

e
[1]
4 = e

[2]
6 . There is also an edge between 6 and 7 as no generator of (1, 6) exist in

P [1] (and also no generator of (5, 6) exist in P [2]). Therefore the graph of rigidity is

connected and the pedigrees are adjacent.

6 Neighbourhood in pedigree polytope

Defining neighbourhood rules in the pedigree polytope is different from that of TSP,

but some similar concepts can be applied. Similar to the k−change neighbourhood

rules, a neighbourhood for a pedigree can be defined by replacing k components for
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t Neighbours of P

1 ((1,3),(1,4),(4,5),(2,3))

2 ((1,2),(2,4),(4,5),(2,3))

((1,2),(1,4),(1,3),(2,3))

3 ((1,2),(1,4),(2,4),(2,3))

((1,2),(1,4),(1,5),(2,3))

((1,2),(1,4),(4,5),(1,3))

((1,2),(1,4),(4,5),(2,4))

4 ((1,2),(1,4),(4,5),(1,5))

((1,2),(1,4),(4,5),(4,6))

((1,2),(1,4),(4,5),(5,6))

Table 3: 1-discordant neighbourhood of P

the pedigree by k other feasible components. Feasible replacements are the ones

that satisfy the generator relationships within the neighbour pedigree.

Definition- k−discordant neighbourhood for pedigrees: Given a pedigree P ∈

Pn, a k−discordant neighbourhood for P is indicated by ND
k and is defined as follows:

ND
k (P ) = {P ′|P ′ ∈ Pn, P

′ can be obtained by replacing k components of P by k

other componenets}

In the case that k = 1, the neighbourhood rules will generate adjacent pedigrees

with only one discordant component. When replacing a component et ∈ P, 4 ≤ t ≤ n

with some e′t, the following conditions should be satisfied:

e
′

t /∈ P, (7)

∃G(e
′

t) ∈ P and it is unused, (8)

et = G(er) ⇒ e
′

t = G(er),∀r ∈ P, r 6= t. (9)

Condition 8 indicates that no component should be included in a pedigree without

having its generators available and unused. Condition 9 implies that the replace-

ments of et should also be able to generate the edges that et has generated in the

pedigree.

Example 5- Given P [1] = ((1, 2), (1, 4), (4, 5), (2, 3)) its 1−discordant neighbour-

hood is shown in Table 3. Parameter t indicates the position of the components in P .

The cases where k > 1, could also be driven from 1−discordant neighbour-

hood recursively. The authors are currently studying the algorithms for getting the

k−discordant neighbourhood of a given pedigree and designing a local search algo-

rithm based on that.
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7 Conclusion

Papadimitriou and Steiglitz have designed a series of special instances of STSP to

show inefficiency of the local search algorithms. They have shown that the common

STSP local search algorithms would get trapped in the exponentially many local

optima of the instances and they are not able to find the significantly superior

global optimum.

The LP relaxation of MI formulation was used for solving these problems and

the optimal solution was found in all the cases. The compact formulation of MI and

its polynomial number of constraints and variables makes it promising for designing

a local search algorithm based on MI formulation structure.

The authors have suggested a neighbourhood structure called k−discordant for

the solution of MI formulation regarding the adjacency characteristics in convex hull

of MI solutions. The future studies include designing local search algorithms with

exact neighbourhoods based on the suggested k−discordant rules.
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Abstract

The problem of finding optimal beam intensities in intensity modulated radiation

therapy (IMRT) can be formulated as a multiobjective linear programme (MOLP).

The objectives of this MOLP are to achieve a high, uniform dose in the tumour

to maximise tumour control probability while limiting dose delivered to healthy or-

gans and normal tissue in order to minimise normal tissue complication probability.

Solving this problem is a challenge for multiobjective optimisation due to the large

number of variables and constraints. We argue that solving the problem in objective

space is preferred to solving it in decision space. In this paper we present a new

algorithm for solving MOLPs in objective space, which can be seen as a dual variant

of Benson’s outer approximation algorithm. We compare the original primal and the

new dual algorithm on some instances of the beam intensity problem. The numer-

ical results provide evidence that the dual algorithm can solve the beam intensity

problem faster than the original primal version.

Key words: Radiation therapy, multiobjective optimisation, linear programming,

duality.

1 Radiation Therapy for Cancer

Apart from surgery and chemotherapy, radiation therapy is a major treatment mode

for cancer. Ionising radiation damages the deoxyribonucleic acid (DNA) of cells.

Although this affects both healthy and cancerous cells, non-cancerous cells are able

to reproduce even with slightly damaged DNA, whereas even small amounts of DNA

damage renders cancerous cells incapable of reproducing. Radiation therapy exploits

this therapeutic advantage to focus radiation so that enough dose is delivered to the

targeted region to damage the cancerous cells while sparing surrounding anatomical

structures. In intensity modulated radiation therapy (IMRT) based on photon or

electron beams, which we are concerned with in this paper, several are focused on

the tumour from three to nine directions. The cumulative effect of intersecting

beams enables a high dose delivered to the tumour while distributing the dose to

healthy organs to keep it low. The intensity of radiation (the irradiation time) can
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be modulated across each beam using a mechanical device called multileaf collimator

(MLC) that blocks out areas of the open field by moving metal leaves into the beam,

essentially decomposing the beam into a large number of sub-beams (also called

beamlets or bixels). This technique allows conformation of the beam to the shape

of the tumour and further reduction of dose to healthy tissues. An IMRT treatment

plan needs to specify the beam directions, the intensity for each bixel of each beam

(called intensity patterns or fluence maps), and a schedule for the movements of the

collimator leaves to deliver the optimised fluence maps. While IMRT allows much

more precise and higher quality treatments than conventional open field or conformal

radiotherapy it also increases the complexity of the planning process due to the very

large number of parameters that need to be specified. This gives rise to a number of

optimisation problems, in particular, to choose optimal beam directions, intensities,

and optimal delivery schedules. Because of this, operations research methods have

increasingly been applied to IMRT in the last decade, as the survey by Ehrgott et al.

(2008) shows. In this paper we deal with the determination of optimal intensities.

Knowing the intensities of all bixels of all beams, the radiation dose (measured in

gray, Gy, 1 Gy = 1 J/kg) delivered to a point in the patient body can be calculated.

To that end the patient body is discretised into 3D volume elements (voxels) and

dose is calculated at one point per voxel. We write the intensities as a (large) vector

of variables x = (xi)i=1,...,n and let aij denote the dose delivered to voxel i with

unit intensity applied at bixel j. The entries aij can be computed using models

of the physical behaviour of radiation as it interacts with matter. The aij define

a dose deposition matrix A = (aij)i=1,...,m;j=1,...,n and the dose distribution vector

d = (dj)j=1,...,m can be calculated as d = Ax (see e.g. Ehrgott et al. (2008) and

references therein).

At the beginning of the radiotherapy treatment process an oncologist will pre-

scribe a dose to be delivered to the tumour. Then, to maximise tumour control

probability, i.e. successful treatment of the cancer, this dose is to be uniformly de-

livered to all tumour voxels. On the other hand, the oncologist will also prescribe

tolerable dose levels for critical organs close to the tumour and other normal tissue.

To minimise the probability of complications from radiotherapy treatment, these

dose levels ought not to be exceeded. However, radiation has to travel through nor-

mal tissue to reach the tumour site and it is usually not possible to exactly achieve

the prescribed dose levels. Hence the determination of intensities pursues contradic-

tory goals. Below, we formulate this problem as a multiobjective linear programme

(MOLP):

min (α, β, γ)

s.t. TLB − αe ≦ AT x ≦ TUB

ACx ≦ CUB + βe

ANx ≦ NUB + γe

0 ≦ α ≦ αu

−min CUB ≦ β ≦ βu

0 ≦ γ ≦ γu

0 ≦ x,

(1)

where e is the vector in which each entry is 1, AT , AC , AN are sub-matrices of A

consisting of the rows of A pertaining to voxels in the tumour, critical organs, and

normal tissue, respectively. TLB, TUB,CUB,NUB are vectors of lower and upper
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bounds on the dose delivered to tumour, critical organ, and normal tissue voxels,

respectively. These are derived from the oncologists prescription doses.

Formulation (1) is a modification of the elastic constraint linear programme of

Holder (2003) where we omit weighting factors for the objectives but include upper

bounds on the objective function values. The objective functions are to minimise

the maximum deviations α, β, γ from tumour lower bounds, critical organ upper

bounds, and normal tissue upper bounds. The constraints ensure that α, β, γ are

defined properly, that they do not exceed clinically relevant values αu, βu, and γu and

that the physical constraint of nonnegative intensity is met. Notice that negative

values of β are possible and encouraged as they mean that the dose delivered to

critical structures is below the tolerable limit. The size of problem (1) in a clinical

case can be very large. Modern MLCs allow up to 1,600 bixels per beam. With

nine beams this means about 15,000 variables and possibly in the order of 100,000

constraints, depending on the voxel resolution. Solving (1) is therefore a challenge.

In Section 2 we summarise four algorithms that we have developed for solving

MOLPs in objective space exactly and approximately. In Section 3 we then present

the results obtained applying these algorithms to three simplified radiotherapy treat-

ment cases. Some conclusions and directions for further research are outlined in

Section 4.

2 Objective Space Algorithms for MOLP

An MOLP can be formulated as the optimisation problem

min{Cx : x ∈ R
n, Ax ≥ b}, (2)

where A is an m × n constraint matrix, b ∈ R
m is a right hand side vector and C

is a p × n objective function matrix. Matrix C maps the feasible set X = {x ∈

R
n, Ax ≥ b} in decision space to a feasible set Y = {Cx : x ∈ X} in objective space.

The minimisation in (2) is understood as finding (weakly) nondominated points of

Y , i.e. those y ∈ Y such that there is no y′ ∈ Y with y′ ≦ y and y′ 6= y (y′ < y). If

y ∈ Y is (weakly) nondominated then x ∈ X with Cx = y is called (weakly) efficient

solution of the MOLP.

MOLPs have been studied for more than 40 years and several algorithms to

solve them are available, see Ehrgott and Wiecek (2005) for references. Extensions

of the simplex algorithm to find all efficient basic feasible solutions of the MOLP

(efficient extreme points of X) tend to be very slow because their number is very

large. Moreover, many efficient solutions map to the same nondominated point,

and the dimension of the objective space is usually much smaller than that of the

decision space. Consequently, research has been carried out to solve MOLPs in

objective space, i.e. to directly identify the nondominated points. In our work

we have started from the algorithm of Benson (1998), which we have extended in

Ehrgott et al. (2007) to eliminate some of the limitations of the original algorithm.

Furthermore, building on the geometric duality theory of Heyde and Löhne (2006) we

have developed a dual variant of Benson’s algorithm (Ehrgott et al., 2007). Both of

these algorithm compute the weakly nondominated set of Y . In Shao and Ehrgott

(2008a) and Shao and Ehrgott (2008b) approximation versions of the primal and

dual algorithms. The approximation algorithms compute weakly εe-nondominated

sets of Y . In this section we briefly summarise the four algorithms.

179



The algorithms described below make use of the following pairs of primal and

dual linear programmes. Throughout the paper we denote the nonnegative orthant

of R
p by R

p

≧
and the vector e = (1, . . . , 1)T .

(P1(v)) min
x∈X

λ(v)T Cx,

where λ(v) :=
(

v1, . . . , vp−1, 1 −
∑p−1

i=1 vi

)T
and v ∈ R

p

(D1(v)) max
u∈T (v)

bT u,

where T (v) := {u ∈ R
m : u ≧ 0, AT u = CT λ(v)} and

(P2(y)) min
(x,z)∈S(y)

z,

where S(y) := {(x, z) ∈ R
n × R : Ax ≧ b, Px − ez ≦ y}

(D2(y)) max
(u,λ)∈U

bT u − yT λ,

where U := {(u, λ) ∈ R
m × R

p : u ≧ 0, λ ≧ 0, AT u = P T λ, eT λ = 1}.

Our modification of Benson’s algorithm assumes that there is some ŷ ∈ R
p such

that ŷ ≦ y for all y ∈ Y + R
p

≧
=: P . Hence, the ideal point yI of P defined by

yI
k := min{yk : y ∈ P} for k = 1, . . . , p exists. It is known that the nondominated

sets of P and Y are identical and of course P has dimension p, whereas Y could be

of smaller dimension.

First, an arbitrary but fixed interior point p̂ of P is selected. The algorithm

constructs a p-dimensional polyhedral set S0 = yI + R
p

≧
such that P ⊂ S0. In every

iteration it chooses an extreme point sk of Sk−1 not contained in P and constructs

a supporting hyperplane to P by solving the linear programme (D2(y
k)), where yk

is the unique boundary point of P on the line segment connecting sk with p̂. Sk

is defined by intersecting Sk−1 with the halfspace of the hyperplane containing P .

The algorithm terminates as soon as no such sk can be found and Sk−1 = P . At

termination the weakly nondominated set of P and hence the nondominated set of

the Y are known.

The algorithm can also be used as an approximation algorithm that finds a

(weakly) εe-nondominated set of Y , i.e. a set of points y ∈ Y such that there is no

y′inY with y′ < y + εe, where ε > 0. This approximation algorithm is presented

in (Shao and Ehrgott, 2008a). The only modification that needs to be made is to

calculate the (Euclidean) distance between extreme point sk and boundary point

yk. If the distance is less than ε the construction of a hyperplane supporting P

is omitted. From the extreme points of Sk−1 at termination and the corresponding

boundary points an inner and an outer approximation of the (weakly) nondominated

set of P can be constructed. In Shao and Ehrgott (2008a) we prove that the inner

approximation is a set of (weakly) εe-nondominated points of P .

The algorithms described above can be considered as primal algorithms to solve

the MOLP (2) in objective space exactly and approximately. Associated with every

MOLP is a dual MOLP, which is a maximisation problem with respect to the cone

K := R≧ep = {y ∈ R
p : y1 = · · · = yp−1 = 0, yp ≧ 0}.

max
K

{(

0 Ip−1 0

bT 0 0

) (

u

λ

)

: u ∈ R
m
≧, λ ∈ R

p

≧
, AT u = CT λ, eT λ = 1

}

. (3)
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In this MOLP, the objective space has dimension p, yet only the last component

of objective space vectors is maximised due to the use of cone K. The duality theory

for (2) and (3) (called geometric duality by the authors) is developed in Heyde and

Löhne (2006). Denote the feasible set of (3) by U , the objective function matrix

of (3) by D and let D := D(U) − K. Heyde and Löhne (2006) prove that there

is a one-to-one relationship between the weakly nondominated faces of P and the

K-nondominated faces of D. Moreover, the dimensions of a weakly nondominated

face of P and its associated K-nondominated face of D add up to p− 1. The pairs

of linear programmes (P1(v)), (D1(v)) and (P2(y)), (D2(y)) are closely related to

the primal and dual MOLPs (2) and (3). In fact geometric duality is an extension

of the standard linear programming duality: If (u, λ) ∈ U and x ∈ X are feasi-

ble solutions to (2) and (3), respectively then the theorems of geometric duality

theory assert that bT u = λT Cx if and only if Cx is weakly nondominated in (2)

and (λ1, . . . , λp−1, b
T u) is K-nondominated in (3), in other words the strong duality

theorem of linear programming applied to problems P1 and d1.

Example 1 Consider the data

C =

(

1 0

0 1

)

, A =













2 1

1 1

1 2

1 0

0 1













, b =













4

3

4

0

0













.

Figure 1 shows the extended feasible sets P and D in the objective space of (2)

and (3), respectively. The four extreme points of P have a one-to-one correspondence

with the four facets of D and the five extreme points of D correspond top the five

facets of P.

1 2 3 4 5

1
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5

b

b

b

b

P = C(X) + R
2

≧

y2

y1
0.5 1.0

0

0.5

1.0

1.5

b

b

b

b

b

D =

D(U) −K

v2

v1

Figure 1: The sets P and D in Example 1.

Geometric duality theory allows the development of a dual variant of Benson’s

algorithm to solve (3) in its objective space, which we do in Ehrgott et al. (2007).

The algorithm constructs the K-nondominated set of D in exactly the same way as

the modified version of Benson’s algorithm constructs the weakly nondominated set

of P , except that it now uses problem (P1(v
k)) to construct a supporting hyperplane
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of D. An arbitrary but fixed interior point d̂ of D is chosen and a polyhedral set S0

containing D is constructed. In each iteration the algorithm considers an extreme

point sk of Sk−1 not contained in D is selected and the unique boundary point vk

of D on the line connecting d̂ and sk is computed. A hyperplane supporting D

at vk is computed and Sk is constructed by intersecting Sk−1 with the halfspace

of the hyperplane containing D. The algorithm stops as soon as Sk−1 = D and

the K−nondominated set of D is known. Because the algorithm computes the K-

nondominated set of (3) it also finds, via the geometric duality results of Heyde and

Löhne (2006), the weakly nondominated set of P .

Not surprisingly, by once again calculating the distance of extreme points sk of

the polyhedral sets containing D and the corresponding boundary points vk of D of

the line connecting sk and the interior point d̂ of D and skipping the construction

of a supporting hyperplane in case that distance is not greater than ε, it is also

possible to use the dual algorithm as an approximation algorithm for D. The details

of this algorithm are contained in Shao and Ehrgott (2008b), where we also prove

that the outer approximation of D defines an inner approximation of P which is a

set of weakly εe-nondominated points of P .

So from our previous work, we have primal and dual exact and approximation

algorithms to solve an MOLP (2) in objective space. We are going to apply these four

algorithms to the MOLP formulation (1) of the intensity problem in radiotherapy

treatment planning.

3 Numerical Results

We use three clinical test cases, namely an acoustic neuroma (a brain tumour), a

prostate tumour, and a pancreatic lesion to test our algorithms. Figure 2 below

shows pictures outlining the tumours/lesions and critical organs for the three cases.

These pictures are obtained from single CT slices. Our examples are simplified in

the sense that we do not consider a full three dimensional patient model but those

single CT slices. The direction of the radiation beams has been predetermined and

is hence of no further relevance.

Acoustic Neuroma Prostate Pancreatic Lesion

Figure 2: The three test cases.

In Table 1 we summarise information about the test cases, namely the number

of voxels (which relates to the number of constraints in (1)), the number of bixels

(relating to the number of variables in (1)), the lower and upper bounds on the dose

(which is equal for all voxels in the same structure, but differs for different critical

organs) and the upper bounds on the objective functions.
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Table 1: Problem size and parameters.

Case AN P PL

Tumour voxels 9 22 67

Critical organ voxels 47 89 91

Normal tissue voxels 999 1182 986

Bixels 594 821 1140

TUB 87.55 90.64 90.64

TLB 82.45 85.36 85.36

CUB 60/45 60/45 60/45

NUB 0.00 0.00 0.00

αu 16.49 42.68 17.07

βu 12.00 30.00 12.00

γu 87.55 100.64 90.64

The results obtained are summarised in Table 2. ε is the approximation param-

eter, 0 denoting use of the exact primal or dual algorithm. We list the running time

of the algorithms, the number of vertices of Sk−1 at termination and the number of

supporting hyperplanes constructed. Observe that for ε = 0 the number of vertices

in the primal is equal to the number of hyperplanes in the dual and vice versa, as

the duality results of Heyde and Löhne (2006) state. Naturally, the computation

time increases as the accuracy gets better. The increase is more significant for the

larger problems. Note that the pancreatic lesion case could not be solved exactly

within 10 hours by either the dual or the primal algorithm. In all tests, the dual

algorithm was faster than the primal one.

The intensity problem of radiotherapy treatment planning is fraught with inac-

curacies. First we note that the optimisation problems relies on the dose deposition

matrix A as input. The calculation of the coefficients aij is based on mathematical

models of the interaction of radiation with matter. While sophisticated models are

in use, it is noted that the calculations are often based on measurements in so-called

phantoms, most often water (after all the human body consists mostly of water) and

corrections to account for various tissue types are used. Nevertheless, the results

are inaccurate. During the treatment inaccuracies may occur due to changes in the

patient that happened between imaging and treatment (often a period of weeks) and

due to patient movement. It is therefore an illusion to believe that dose deposition

could be calculated to an arbitrary accuracy of. In clinical practice knowing the

dose to 0.1 Gy is usually more than sufficient. Hence using approximation algo-

rithms is justified from a clinical perspectives – and our algorithms guarantee the

desired accuracy. Moreover, since the approximation algorithms are considerably

faster than the exact algorithms it can also be expected that the planning process

is more efficient, saving valuable time.

For illustration purposes we provide figures of the weakly εe-nondominated sets

obtained by the algorithms for all test cases in Figures 3, 4, and 5. It can be clearly

seen how the structure of the nondominated sets becomes more complex as the

accuracy increases.

183



Table 2: Computation times, number of vertices and number of hyperplanes con-

structed.

ǫ Solving the dual Solving the primal

Time Vertices Cuts Time Vertices Cuts

AC 0.1 1.484 17 8 5.938 27 21

0.01 3.078 33 18 8.703 47 44

0 8.864 85 55 13.984 55 85

PR 0.1 4.422 39 19 14.781 56 42

0.01 18.454 157 78 64.954 296 184

0 792.390 3280 3165 995.050 3165 3280

PL 0.1 58.263 85 44 164.360 152 90

0.01 401.934 582 298 1184.950 1097 586

0.005 734.784 1058 539 2147.530 1989 1041

ǫ = 0.1 ǫ = 0.01 ǫ = 0
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Figure 3: Weakly εe-nondominated sets for the acoustic neuroma case.
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Figure 4: Weakly εe-nondominated sets for the prostate case.
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Figure 5: Weakly ε-nondominated sets for the pancreatic lesion case.

4 Conclusion

In this paper we have presented a formulation of the intensity problem of radio-

therapy treatment as a multiobjective linear programme. We have outlined four

algorithms to compute weakly (εe)-nondominated points in the objective space of

MOLPs and applied those to three clinical radiotherapy cases. The results show that

the dual algorithms have been faster than the primal ones for all cases. Moreover,

the approximation algorithms provide a considerable speed up compared to exact

algorithms while delivering clinically acceptable solutions.

Further challenges include the solution of large scale problems that occur in

three dimensional cases and the numerical issues arising from that. In practice, the

intensity problem is closely related to the problem of finding optimal beam directions

and delivery schedules on the MLCs. Integrating the beam intensity problem with

either of those would be an important step towards an ultimate goal of solving all

three problems as one very very large optimization problem.
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Abstract 

This paper proposes a new algorithm for the collection area problem. This problem is 
important to geographers and government agencies that choose boundaries for political 
or operational reasons. The literature indicates that collection area problem is difficult 
computationally. Researchers have used true optimization only for small cases, and 
heuristics for realistic cases. 

The new approach here is heuristic optimization – optimization tools find the 
solutions, but solutions are not guaranteed optimal. However, optimization provides a 
powerful tool, and the solution method has some theoretical background. Further, in this 
real-world case, optimality is ill-defined, giving leeway in the range of solutions. The 
data does not always allow stated goals to be met. Hence, the method must be robust 
enough to allow solutions outside of expectations about the data.  

The solution method employs column generation, with columns from a customised 
Kruskal’s algorithm. The algorithm is written in a combination of C++ and AMPL. 

Key words: spatially constrained aggregation, clustering, integer programming. 
 

1 Intro to the collection area problem 

In the collection area problem, an organization wishes to retrieve items from (or deliver 
items to) households within a given geographical region. The organization wishes to 
define collection areas with appropriate workloads for an individual. The geographic 
region is subdivided into small blocks, which are to be aggregated into the collection 
areas. Workloads depend on attributes of the collection areas, such as the number of 
households and total distance travelled. The organization wants each collection area to 
have a workload within lower and upper limits. The organization strongly prefers that 
the blocks within each collection area are contiguous. Geographic features such as rivers 
and main roads may be considered as barriers which a collector should not cross.  

More generally, small geographical regions with known attributes, such as 
population, are aggregated into larger geographical regions with desired attributes, such 
as a desired population. Related problems are known variously as spatially constrained 
aggregation, zone design, multi-site land use allocation, constrained clustering, 
districting, sales territory alignment, and voting tract creation. 

2 Literature review 
The literature related to the collection area problem is quite large, with hundreds of 
papers going back decades, and spanning the fields of geography, graph theory, 
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computational complexity, and combinatorial optimization. Duque et al (2007) survey 
the literature on “supervised regionalization methods,” which “aggregate a set of areas 
into a predefined number of spatially contiguous regions while optimizing certain 
aggregation criteria.” The authors classify models and solution methods. Some methods 
relax strict contiguity, focusing instead on compactness, with heuristic attempts to find 
contiguity. Some methods use optimization, requiring strict contiguity. Still other 
methods use optimization to maximize compactness, but contiguity is still not 
guaranteed. Computation times are quite bad, e.g., three hours with fairly modern (2007) 
equipment to aggregate 14 areas into 9 regions.  

Aerts et al (2002) solve a model of only 30x30 raster cells. Normann & Camm 
(2003) give a model similar to that of Haunert & Wolff; their largest problem with 46 
counties did not solve in 12 hours. Shirabe (2005) has similarly disappointing 
computation times. Xiao (2006) reports similarly bad computation times, and cites 
others with the same experience. Xiao then gives a heuristic evolutionary algorithm that 
gives approximate answers. Most researchers, including Xiao, used invented data based 
on a grid of square tiles, not real map data. Haunert & Wolff (2006) prove that the 
problem is NP-hard. They point out that the main difficulty in modelling is contiguity. 
They and Haunert (2007) use simulated annealing. 

The state of the art in this problem is dissatisfying. It is difficult to solve a problem 
in which a high degree of contiguity is desired, with strong constraints on the aggregated 
regions (such as having all workloads be nearly identical). 

3 A new solution approach 

To solve the collection area problem, a column generation algorithm was implemented 
based on graph theory.  The algorithm subproblem is a variation of Kruskal’s algorithm, 
which finds a minimum-cost forest, where cost depends on length and penalties for 
areas workloads that are outside of desired bounds. The algorithm master, Model 
Mixtrees below, is a set covering problem. Model Mixtrees selects a set of areas to 
ensure that every block is covered, minimizing total length. This method guarantees 
contiguity, and has excellent computational times. 

Indices: i, j block;  t area. 
Parameters 

Ait = 1 if block i is in area t, else 0. 
Ct = length of the shortest tree that spans the blocks within district t.  

 M = number of blocks. 
Minweight, Maxweight = minimum and maximum desired workloads per area. 

 W = preferred workload per area, e.g., (Minweight + Maxweight)/2. 
 Wi = workload associated with block i. 
Decision variables: xt = 1 if area t is used, else 0. 
Model Mixtrees 

1. Minimize ∑t Ctxt, 

2. ∑t Aitxt = 1, for every block i = 1, …, n. 

Explanation 
The objective, formula 1, finds the shortest total length of the forest. Constraint 2 

ensures that each block is in exactly one area. 
Model Mixtrees is appealing because forests are easy to find with Kruskal’s 

algorithm. Every solution to Mixtrees will be a feasible aggregation of blocks. However, 
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Mixtrees apparently takes as input the list of all possible areas. Obviously, that is not 
reasonable. To generate a good set of areas as input to Model Mixtrees, we use a variant 
of Kruskal’s algorithm with subgradient optimization. Each area will be a connected 
graph. The solution is a forest in which each tree has a workload within the desired 
range, and every block is contained in some tree. We would like the number of arcs in 
the forest to be no more than M – ∑M

i=1 Wi/W. The Kruskal’s variant is as follows: 
Step 0. Sort all the arcs in increasing order of cost. The tree is empty. 
Step 1. Find the shortest arc. If it makes a cycle, delete it. Else add it to the tree. 
Step 2. If the number of arcs is M – ∑M

i=1 Wi/W, then quit. Else, go back to Step 1. 
The objective is as follows: 

3. Min ∑i∑j Lengthijyij  
+∑t∑i,j:(i,j)∈t{ λt*max(0, Minweight – Wt yij) +µt*max(0, Wt yij –Maxweight)}. 

Parameters λt and µt are updated with a step-wise adjustment, as described in Held 
& Karp (1970). 

4 Computational results 

This work was done for a major NZ government agency, using real NZ 
geographical data. The Kruskal’s variant was programmed in C++. Model Mixtrees was 
solved with AMPL and Cplex. 

Problem # arcs  # blocks # areas  Approx computation time 
A1 48,619  9,823  1,652  7 minutes 
C2  24,029  5,165  786  2 minutes 
N1 8,037  1,854  249  1.5 minutes 
These problems are much larger than has been considered in the literature, and the 

computations times are much smaller. Many real-world issues were considered that have 
not been discussed here. The client is extremely pleased, and plans to implement this. 
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Abstract 

In this paper we examine efficiency issues of two already well-known multicast 
routing cost allocation algorithms, namely, marginal cost and profit guaranteeing. In a 
multicast network efficiency is defined as the difference between the sum of utilities of 
those users who receive the transmission and the cost of providing the service. Another 
interesting property to examine is the budget balance condition, that is, the need the 
network operator has to recover the cost of providing the service. The two are 
conflicting properties: it is not possible to simultaneously achieve efficiency and 
balance the budget. An agent-based simulator has been used to implement the 
algorithms and test them on several families of selected network topologies. We report 
on the trade-off between efficiency and budget balance when the algorithms are used to 
determine cost allocation of multicast routing on the selected networks.  

 
Key words: Multicast routing, distributed algorithmic mechanism design, marginal 

cost algorithm, profit guaranteeing, efficiency, budget balance, agent-based simulation. 
 

1 Introduction 

Recent advancements in telecommunications and networking technologies have made it 
possible for Internet access and content providers to introduce applications which 
typically consume large amounts of network resources, while reaching large numbers of 
users. One such application is video-on-demand (VOD), which needs a substantial 
amount of bandwidth and is usually broadcast to those users who have signed-up to 
receive it. Other applications are multi-way video-teleconference and multimedia 
streaming. The commercial provision of any multimedia service that uses any of the 
previously mentioned applications presents several problems to the provider. Technical 
issues that will assure the delivery of acceptable quality services (such as signal 
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compression, routing, quality of service) add to the cost recovery problem and strategic 
pricing faced by providers.  

After presenting two well-known multicast routing cost allocation algorithms, 
namely, marginal cost and profit guaranteeing, we report on results of running  
simulation experiments to investigate the relationship between efficiency of the 
allocation and the network topology. Efficiency is defined as the difference between the 
sum of utilities of those users who receive the transmission and the cost of providing the 
service. Topologies investigated are star, line, tree, ring, partial-mesh, and fully-
connected networks. Another property we investigate is the budget balance condition, 
that is, the need the network operator has to recover the cost of providing the service.  
Provider’s cost of service provision is recovered by charging users, if the provider is to 
remain commercially viable. Efficiency and budget balance are conflicting properties: it 
is not possible to simultaneously achieve efficiency and balance the budget.  

Implementation and testing of algorithms on the defined network topologies was 
done using an agent-based simulator. We report on the trade-off between efficiency and 
budget balance when the algorithms are used to determine cost allocation of multicast 
routing on the selected networks. The simulator was implemented in NetLogo, a Java-
based platform for multi-agent systems (MAS). This platform provides an efficient, 
graphical rich environment for modelling MAS. We chose to work with NetLogo 
because of the simplified programming effort that it requires. Agent interaction 
modelling is made easy by NetLogo programming flexibility. NetLogo provides all 
required services to the modelling effort implied by this research: design, 
implementation, simulation and analysis. Details of the implementation and technical 
issues can be found in (Chiang, 2008). Readers interested on multi-agent systems and 
agent-based computational mechanisms are referred to (MacKie-Mason and Wellman, 
2006), (Tesfatsion, 2006) and (Vidal, 2003). 

2 Multicast routing cost allocation 

The traditional unicast routing provided by the Internet network layer via the Internet 
Protocol (IP) whereby multiple copies of the same message are transmitted from one 
source to multiple receivers is not suitable to the multimedia applications mentioned 
above. Unicast routing provides the means for delivery of information packets from a 
single source to a single destination. Although it can be used for multicasting, the 
excessively large number of packets that a single source would have to transmit to 
multiple destinations when unicasting is used to emulate multicasting renders it 
inefficient.  

Multicast routing differs from the traditional unicast by defining a set of links that 
form a tree T that connects the source to all receivers over the underlying network. 
Instead of forwarding multiple identical copies of a transmitted packet to the 
subordinate node, each node in T duplicates the received packet and forwards a single 
copy to its neighbours, if there are still neighbouring nodes that belonging to T have not 
yet received the packet.  

The increase in transmission efficiency provided by multicast routing has had a 
significant impact on online multimedia streaming applications. Nevertheless, the fact 
that bandwidth used by multicast transmissions cannot be directly attributed to a single 
receiver makes it difficult for providers to calculate appropriate prices to charge 
scattered consumers of the multimedia service.  
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2.1 Problem definition 

As in (Feigenbaum et. al, 2001) and (Chawla et. Al, 2002) we consider a population of 
P users, each of whom is located at any of a set of nodes N. Nodes are connected by 
bidirectional links L. Each link l in L has an associate non-negative cost c(l), which is 
known by the link end-nodes. The multicast transmission is initiated by a source node 
α s in N. Given a subset S of the set of users P, transmission flows through a multicast 
tree T(S) rooted at α s. T spans the nodes that users S are located in and is a minimum 
cost network. The source incurs a cost ∑∈

=
)(

)()(
STl

lcSC  to provide the service. The 
multicast routing cost allocation problem refers to finding a way to distribute the cost of 
transmission c(S) among the receivers in R.  

A cost-sharing mechanism determines the amount xi a user i is charged for receiving 
the transmission. Each user i derives utility ui, which represents how much she values 
receiving the transmission. Thus, user i’s  individual welfare is defined by wi = σi ui – xi, 
where σi = 1 if the user receives the multicast transmission, and σi = 0 otherwise. The 
net welfare of W(S), accrued by delivering content to users in S, is given by 

. ∑∈
−=

Si i SCuSW )()(

There are several observations we can make regarding the problem already defined. 
First, vectors σ and x are themselves functions of the utility vector u, so the cost-sharing 
mechanism is ultimately determined by x(u) and σ(u). Users’ utilities remain their 
private information and are not known by other agents. Therefore the service provider 
or multicast operator cannot rely on the users to report such values. Second, there is no 
reason why users are considered cooperative agents; in particular, each user reports 
information to the source independently from other users. In other words, a user is 
selfish, and reports values that maximize her own welfare wi. 

Despite the above mentioned limitations, the provider wants the users to truthfully 
report their values. Thus, strategyproof mechanisms are needed by which truthful 
revelation maximizes the user’s welfare. On the other hand, a provider may not only 
want to cover its transmission cost but also may want to derive some profit. Two 
mechanisms considered in the literature deal with truthful value revelation and profit 
maximization: Marginal Cost (MC) and Profit Guaranteeing (PG). The algorithms are 
described in Sections 3 and 4. 

Formally, a cost-sharing mechanism is a pair of formulas for x(u) and σ(u). Because 
the key information to be used by the mechanism is spread all over the network and 
results need to be reported to the users, a cost-sharing mechanism leads to the design of 
a distributed cost-sharing algorithm or protocol.   

2.2 Mechanism requirements 

Formally, a cost-sharing mechanism is a pair of formulas for x(u) and σ(u). Because the 
key information to be used by the mechanism is spread all over the network and results 
will need to be reported to the users, a cost-sharing mechanism leads to the design of a 
distributed cost-sharing algorithm or protocol. 

The characteristics of the mechanisms herein considered introduce a certain trade-
off between the truthful revelation of information by the bidders and the complexity of 
their implementations. The literature has focused on finding mechanisms that both have 
incentive properties, such as being strategyproof, and are not highly expensive to 
implement.  

Such trade-off is ostensibly reduced by considering a class of distributed 
mechanisms. A classical approach to computing solutions to resource allocation 
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problems is to cede control to a trusted centre who, upon collecting reported 
information from the mechanism participants, calculates a solution vector. In our case a 
network topology is involved. Connections between the nodes, where agents reside, 
allow the flow of information. Thus, when a centre is to be trusted with the computation 
of solutions two aspects of the problem need to be considered. On the one hand, a 
failure that damages the node where the centre is located or any of its communication 
links means that a single failure event may affect the reliability of the solution process. 
On the other hand, with larger networks computation complexity must be kept within 
boundaries; in other words, the design must be scalable. Thus, reliability and scalability 
become major factors in the introduction of distributed methods for mechanism design. 
The mechanisms presented here are examples of distributed mechanism design. 

If cost of implementation can be substantially reduced by appropriately designing 
distributed algorithms, strategyproofness, on the other hand, complicates the efficiency 
and budgetary issues of the mechanism. Before stating the complications, let us point at 
two desirable properties of a cost-sharing mechanism: budget balance and efficiency. In 
the context of our problem, a mechanism achieves budget balance when the sum of 
charges xi covers the total cost of transmitting the content, and it is efficient if it 
maximizes total users’ welfare.  

A classical result (Green and Laffont, 1979) states that no strategyproof mechanism 
can achieve both budget balance and efficiency. In fact there is only one family of 
strategyproof, welfare maximizing mechanisms, the Vickrey-Clark-Groves (VCG) 
mechanisms. VCG mechanism are known not to be budget-balanced. On the other hand, 
the mechanism designer may be interested on assure no losses (or negative profits) to 
the service provider, while still demanding the mechanism be strategyproof.  

The above observations and results have led the literature to consider two separate 
mechanisms: an efficient mechanism called Marginal Cost (MC) and a profit guaranteed 
mechanism called Profit Guaranteeing (PG). Both mechanisms will be further detailed 
in the next two sections.  

3 Marginal-cost mechanism 

We consider the largest set S* that maximizes W(S) and call W* the value W(S*). For a 
particular user i, we call W*-i the maximum value over all S of W(S-i). The Marginal 
Cost mechanism (MC) chooses the receiver set S* and asks a member i of S* to pay 
                                                        xi =σi ui –W* +W*-i                                               (1) 

MC requires two traversals of the spanning tree T(S*). One is bottom-up and the 
other is  top-down. The first bottom-up traversal is required to compute and obtain 
truthful welfare values, whereas the second top-down traversal computes the cost shared 
that  users located on each node have to share. In order to describe the basic idea for the 
algorithm, let uα denote the sum of utilities of users connected to node α, and let cα the 
cost of the edge connecting node α to its parent p(α ) in the tree T(S). Furthermore, let 
Ch(a) be all the child nodes of α in T(P), res(a) the set of users at node α, and Tα(P) the 
union of the subtree rooted at node α  and the link from a to p(a). The welfare Wα(u) of  
Tα(P) is as in the formula: 

                                  α
αβ

βαα
β cuWuuW uWCh −+= ∑ ≥∈ ))(()( 0)(|)(                                 (2) 

As the above formula implies, the welfare needs to be computed at each node from 
the bottom to the root of a tree. The algorithm is shown in Figure 1. Essentially, the 
algorithm implies that if the sum of utility uα and the aggregate welfare of all 
subtrees rooted at α’s children is higher than the cost c

∑ βW
α of the link from α to its parent 
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p(a)  then all users ι resident at the node α are eligible to receive the transmission; the 
latter is denoted as σi = 1.  

Once Wα(u) for all )(PV∈α  have been collected, the second traversal, which is a 
top-down approach is triggered to compute the costs borne by users. Here we assume 
that each node α has information pertaining to messages received from its children, the 
message that it sent to its parent, and the values for all users at α. Top-down traversal 
initiates with the roots as sending message Was to each of its children. Then for each 
node a, upon receiving a message A from parent p(α), if the tree Tα(P) has no common 
links with the tree T(S*)  then all nodes α’ in Tα(P) should not receive the transmission 
and σi’s are set to 0 for all i in res(α’) ; otherwise, each i in res(α) will be allocated a 
cost share equal to zero if its utility is less than or equal to min(A,Wα) and ui - 
min(A,Wα) if its utility ui is positive. Finally each of a’s children is pass down the 
message min(A,Wα). The algorithm used for this traversal is shown in Figure 1. 

 On the other hand, if a transmission is to be received (σi = 1), user i is charged a 
price lower than its revealed utility. As users are not always expected to pay their full 
utility upon receiving a resource this mechanism does not guarantee to cover the cost to 
provide the service.  

Due to the strategyproofness nature of this mechanism, users on each node cannot 
be better off by not revealing truthful valuation. Consider the scenario where a single 
user i residing on a node decides to ‘cheat’ by reporting a deceitful value below its real 
valuation, and the deceiving value has resulted in an overall negative welfare for the 
node. According to the design of this mechanism, such decision made by i would force 
the source not to provide a transmission to the node and its subtree. In this case, every 
user connected in this subtree, including user i will receive a negative welfare for not 
receiving a transmission. Therefore, the best response for users to avoid such 
consequence is to reveal their truthful valuation. 
 
Marginal Cost Algorithm (Feigenbaum et al, 2001) 
Bottom-up traversal 

)(PV∈At node for all α  

After receiving a message Aβ from each child for all )∈ αβ (Ch  
α

αβ
βαα cAuW Ch −+= ∑ ∈ )( )(  

If  then{ 0≥αW 1←iσ  for all )∈ α(resi  

 Send Wα to parent p(α) } 
 Else{ 0←iσ  for all )∈ α(resi  

 Send 0 to parent p(α) } 
Top-down traversal 
For each }{)(α α−∈ PV  

After receiving a message A  from parent p(α) 
If  0=iσ for all )∈ α(resi , or A < 0{ 0←ix  and 0←iσ for all )∈ α(resi  

 Send (-1) to all )∈ αβ (Ch  } 

Else{  ),min( αWAA ←

 For each )∈ α(resi  

  If Aui ≤ then ; else 0←ix Aux ii −←  

 For each )∈ αβ (Ch  

  Send A to β   } 
 

Figure 1. Marginal cost algorithm 
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4 Profit-guaranteeing mechanism 

The second cost allocating mechanism to be discussed, namely price-guaranteeing 
mechanism, developed by Chawla et al. (2002) differs from the above by modelling the 
source, nodes and links as agents. The justification for modelling links as agents is to 
enforce the strategyproofness of the algorithm. In fact, the profit-guaranteeing 
mechanism views the cost allocation problem from a different perspective by modelling 
links as a service provided by some profit-driven entities. The initial step of this 
mechanism invites these service providers to participate in a special form of auction, 
commonly known as second-price sealed bid auction or Vickrey auction (Vickrey, 
1961). The protocols of this auction stated that while bidder with the highest bid wins, 
the amount paid for by the winner is equivalent to the best losing bid. It has been proven 
that this mechanism is incentive-compatible, meaning that truth-telling is the dominant 
strategy in this context (Rothkopt et al., 1990). 

Once bidders’ bids for providing the link have been collected, the mechanism 
computes a Prize-Collecting Steiner Tree (PCST) algorithm (Goemans and Williamson, 
1995) to determine a subset of nodes and edges to be included in the final selection of a 
spanning tree. PCST is a variant of the Minimum Spanning Tree (MST) problem 
commonly known as the Steiner tree problem. The difference between the Steiner tree 
problem and the MST problem is that, in the Steiner tree problem, extra intermediate 
vertices and edges may be added to the graph in order to reduce the length of the 
spanning tree, even though such nodes don’t need the service. While the best solution 
for the problem in terms of efficiency is to pick the minimum Steiner tree, which is NP-
hard to compute, Chawla et al. (2002) suggested to adopt the simpler PCST approach to 
solve the Steiner tree problem at 2-approximation to the cost of a minimum Steiner tree.  

The next step of the mechanism constructs a MST based on the remaining nodes and 
edges left after computing PCST. The nodes selected have to pay their full utility, and 
the edges are paid with their Vickrey prices. Once the cost assigned has been computed, 
the mechanism performs pruning procedure that removes all nodes with negative 
surplus by discarding all subtrees rooted at these nodes. The algorithm can be seen in 
the Figure 2. 

The strategyproofness of algorithm can be justified by the fact that edges have no 
incentive to change its bid, due to the independencies between bids and the actual 
payments. Consider the case where a discarded provider of an edge tries to be re-
considered by decreasing its bid. This action could potentially lead to a new instance of 
the PCST problem, where remaining subset of nodes and edges are different. However, 
while decreasing one’s bid increases the probability of being selected by the 
mechanism, the newly selected edge provider may encounter a problem where the 
Vickrey payment is lesser than the cost of providing the service.  In which case, the 
provider either suffers a budget deficit for committing a service where revenue is less 
than zero, or be pruned and removed from the network.  
 
Profit Guaranteeing Mechanism (Chawla et. al, 2002) 
1. Ask edges to reveal their bids. 
2. Solve PCST problem and determine a subset of graph G that contains all remaining nodes and edges. 
3. Construct minimum spanning tree on the remaining nodes and edges, where the edges included in the 

spanning tree are paid their Vickrey prices. 
a. For each node i, let e(i) denote its parent edge and ch(i) its children nodes. 
b. Compute surplus of each node:  

Surplus of a leaf node 
Surplus of an internal node 
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c. Identify all nodes with negative surplus. Delete the subtrees rooted at these nodes. This is 
pruned solution T. 

Figure 2. Profit guaranteeing algorithm 

5 Results 

Two sets of experiments were conducted separately. First we explored the 
performance of each algorithm in terms of efficiency and profitability in a network of 
ten nodes and ten users, each residing on each node, for different underlying topologies. 
Second, we conducted the same type of experiments with networks consisting of fifty 
nodes, each hosting ten users, for different network topologies.  

5.1 10-node networks 

The tradeoff between profit and welfare is the focus of the experiments herein reported. 
Six different topologies, line, star, tree, ring, partial mesh, and fully connected networks 
were used; one user is located at each node for each topology. Line, star and tree 
topologies do not provide any choices as to which spanning tree T would be selected. In 
fact each of those topologies is the sought spanning tree. Ring topology provides as 
many spanning trees as number of nodes. Of course, only one spanning tree, the  
minimum cost spanning tree will be used. 

In this experiment, users utilities and link costs were randomly chosen from 
independent, uniform distributions 30 times for each topology. Then each instance was 
used to run Marginal Cost and Profit Guaranteeing solutions. In Figure 3 we offer a 
representation of market welfare against profit loss for MC. The horizontal axis 
represents profit (or loss when the value is negative); the vertical axis represents the 
corresponding welfare generated. As can be seen, line topology generated comparable 
welfare values with ring, tree and star topologies. However, line topology was the worst 
(on average) in terms of profit loss for providing the transmission. With similar number 
of links in a network, tree topology was able to achieve similar welfare while 
recovering more cost than the ring topology. An interesting finding regarding the star 
topology was that it was able to generate moderate welfare while achieving budget 
balance. Finally, fully connected topology appears to outperform all other topologies in 
terms of the tradeoff between welfare and profit.  

Figure 4 presents the simulation result obtained from the same experimental setting 
as before, but computed with profit guaranteeing mechanism. As can be seen, this 
mechanism generates more favourable outcome in terms of profit with not much loss in 
efficiency. One interesting finding regarding this mechanism is that the amount of profit 
and welfare gained is proportional to the number of network links. While fully-
connected topology (in which each node is connected to n - 1 links) was the most 
prominent in terms of profit and welfare, line, star and tree topologies (with n - 1 links)  
were the least profitable networks.   

Table 1 summarises the profit and welfare yield from each algorithm. Each value 
presented below is the result of averaging values from 30 simulations for each topology. 
As can be seen, the profit generated by profit guaranteeing by far outweighs the loss in 
welfare for all topologies. More importantly, profit guaranteeing algorithm was able to 
yield a profit of 410.40 units while sustaining the same amount of welfare as marginal 
cost for the fully connected topology. Welfare achieved by both methods does not 
essentially differ between them. 
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Figure 3. Market welfare and profit loss for MC across several topologies 

 
 
 
 
 
 
 
 
 

 

Figure 4. Market welfare and profit loss for PG across several topologies 
 
 

Topology MC-Profit PG-Profit 
MC-
Welfare 

PG-
Welfare 

Line -339.10 202.37 245.27 243.70 

Star 0.00 184.37 221.47 214.53 

Tree -127.67 186.77 233.03 229.93 

Ring -285.73 220.50 264.90 264.60 
Partial 
Mesh -148.37 317.03 352.70 352.63 
Fully 
Connect -118.63 410.40 429.47 429.47 

 
 
 
 
 

 
 

Table 1 - Simulation results for the ten-node game 

5.2 50-node networks 

The results of the experiments reported in this section were obtained from networks 
consisting of fifty nodes, with each node hosting ten users. Again, six different 
topologies, line, star, tree, ring, partial mesh, and fully connected networks were used. 
The following figures illustrate the results of using MC and PG on the several 
topologies with fifty nodes.  

In Figure 5 we identify four noticeable clusters: one for “dense” topologies such 
partial-mesh and fully connected, one for tree topology, one for star topology and the 
last one for lines and rings. The latter topologies, line and ring,  suffered the most 
deficit while generating average welfare. On the other hand, partial-mesh and fully 
connected in particular generated the highest welfare while suffering little loss in profit. 
Also, tree topologies deviate from the losses incurred in by line and ring topologies, 
while having comparable welfare values. Finally, star networks never incur losses and 
keep their welfare at the same level as the other sparse topologies.  
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Figure 5.. Market welfare and profit loss for MC – 50-node network 

Next figure, Figure 6, displays the results of applying PG to the same set of 
networks. The results generated by fully connected network again outweighs the rest of 
the topologies both in profits and welfare. However, unlike MC, all topologies with 
small average (node) degree formed into one particular cluster. Thus, when the average 
utility of each node is higher than the cost of its parent link, PG algorithm guarantees to 
deliver a profit that is positively correlated with the average (node) degree. 

 
 
 
 
 
 
 
 
 
 

 
Figure 6. Market welfare and profit loss for PG – 50-node network 

6 Conclusions 

Multicast routing is an emerging technology used to support the advancement in the 
provision of telecommunication multimedia services. Multicast routing cost allocation 
refers to finding a way to charge users of a network for a multicasting service. A cost 
allocation method is efficient when the aggregate consumer welfare is maximized and is 
profit guaranteeing when the provider is able to earn profits. 

Regardless of the mechanism’s objective, a common approach to the problem is to 
find allocation methods that provide incentives to the users to truthfully reveal the 
(private) value they derive from receiving the transmission. In this paper we have 
implemented two already well-known algorithms, Marginal Cost and Profit 
Guaranteeing, to allocate the cost of a multicast over a network, when the underlying 
network topology is one of six possible topologies: line, ring, star, tree, partial mesh and 
fully connected. 

Our results find that the average node-degree of the underlying network has an 
effect on the value of the mechanism objective. When using MC we find a cluster-like 
effect that provides a quantitative ground to measure the quality of the allocation across 
different topologies. It is clear how comparatively high-average node-degree networks 
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provide higher overall welfare, while keeping losses at a lower level than losses 
incurred in by low-average node-degree networks.  

These observations were possible when running our developed NetLogo 
application on topologies with 50 nodes. Previous experiments consisting of 10-node 
networks and one user per node let us appreciate some differences among the reported 
consumers’ welfare and provider’s losses. When the size was increased to 50 and the 
number of users at each node switched to 10, welfare and loss values were such that 
differences among topologies could be observed. 

Additional experiments – not reported in this paper- show that, for the 50-node 
cases, when the number of users at each node was decreased from 10 to 5, high-average 
degree topologies can no longer sustain high welfare with low losses. On the contrary, 
those topologies report higher losses to the provider. Even though they still provide 
higher welfare than the others, their average welfare is only one third of the value 
reported when nodes have 10 users.  

Although extensive, these results can only suggest some broad quantitative bounds 
to the assessment of how welfare and profit are affected by the network size and 
topology as well as by the size of the potential market. Future work should determine a 
more rigorous network attribute measurement framework that would allow us to more 
thoroughly investigate a better characterized subset of the solution space. 
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Extended Abstract 

The aim of the study was to investigate the cost and effectiveness of treating hepatitis C 
virus (HCV) for injecting drug users (IDUs) whose drug dependence had been stabilised 
by methodone treatment. The majority of injecting drug users have hepatitis C, but they 
are not routinely treated for it in New Zealand. 

A Markov model was developed in two stages. The first stage modelled progress in 
methodone treatment, with admission, relapse and re-admission until stabilisation is 
reached.  The second stage modelled the development of HCV related liver disease 
using transition probabilities derived from the literature.  Two treatments options were 
considered, alpha interferon combined with ribaviran (AR), and ribavirin combined with 
a newer drug, pegylated interferon (PR). Results were estimated separately for Maori, 
and non-Maori, and for men and women.  

The health benefits of treating all IDUs who develop hepatitis C and have stabilised 
on methodone treatment (an essential requirement for consideration for treatment of 
their HCV) were estimated at 3.08 and 4.82 extra years on average for non-Maori men 
and women respectively. Estimates were higher for Maori, at 4.04 and 5.08 estra years 
for men and women.   

The cost-effectiveness ratios for both treatment options compared well with those 
for other treatments in New Zealand. The cost of treating hepatitis C was substantially 
offset by the averted costs of liver disease. The incremental cost-effectiveness ratio of 
treating hepatitis C with alpha-interferon combined with ribavirin was estimated at 
$22305 and $19044 per LYS for non-Maori men and women respectively year 2000 
prices, discounted at 3%).  

Estimates were higher for Maori, $34825 per LYS for men and $23268 for women, 
owing to their lower life expectancy. Treatment using the more costly drug combination 
of pegylated interferon with ribavirin resulted in cost effectiveness ratios around $4000 
higher for all subject groups. 

The additional net treatment costs of hepatitis C were estimated at $3.3 million per 
1000 IDUs.  This seems a modest addition to the $28 million expenditure per 1000 

200



IDUs on methodone treatment. The challenge for the health service is to increase service 
capacity and ensure patient compliance with treatment. 

Analysis showed that stabilising drug dependency at an earlier age, at age 26 years, 
rather than the current 31 years, would have the potential to achieve cost savings. These 
results show the potential for management of this patient group in order to achieve 
health benefits.   
 

Key words: cost-effectiveness, hepatitis C treatment, intravenous drug use, Markov 
modelling. 
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Abstract 

This paper explores the increasingly common problematic situation of caring for the 
elderly from the point of view of families having to decide whether or not a parent 
should move into an assisted care facility. The purpose of this paper is to provide some 
insight into this problem by employing two complementary lenses, namely Soft Systems 
Methodology (SSM), followed by the Evaporating Cloud (EC) method from the Theory 
of Constraints.  This use of complementary lenses allowed the elicitation, clarification 
and further elaboration of the many assumptions underlying the dilemma of whether or 
not the parent should go into an ACF.  As a result, several avenues for resolving the 
dilemma are suggested.  While the findings provide ways forward, they are not 
exhaustive, and avenues for further research are identified.  The paper makes a unique 
contribution not just in terms of highlighting the elder care situation and suggesting 
ways forward, but also in terms of the multi-methodological use of SSM and TOC. 
 
Key words: Elder care, dilemma, Soft Systems Methodology, systemigram, Theory of 
Constraints (TOC); thinking process; evaporating cloud, conflict resolution 
            

1 Introduction 

The aging of the most Western populations is an inexorable fact as the millions of baby 
boomers (children born between 1946 and 1964) start to reach retirement age. In the US 
alone, this figure is currently 76 million, and will cause the portion of the economy 
related to Medicare, Medicaid, and Social Security to double by 2035 (USGAO 2002).  
While this is a serious concern on the national level, this paper is focused on the 
individual and family realm dealing with the personal and often painful issues involving 
the euphemistic term “elder care”.  These baby boomers are seeing their own future in 
the care they need to provide for their retired parents and grandparents who are no 
longer able to live independently.  The world that has evolved around elder care is a 
system of systems involving a myriad of actors, views, motives, goals.  These systems – 
in the US at least – include the aforementioned trio of Medicare, Medicaid, and Social 
Security, as well as the courts, state social services, financial institutions, physicians, 
hospitals, assisted living facilities, nursing homes, and of course, the families.  The 
situation constitutes a conundrum due to the confusion, complexity and uncertainty for 
the multiple stakeholders. 
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The purpose of this paper is to share insights into this problem gained from employing 
two complementary methods, Soft Systems Methodology (SSM), and the Evaporating 
Cloud (EC) method from the Theory of Constraints (TOC). In particular, we use an 
extension/adaptation of Checkland’s SSM, namely Boardman Soft Systems 
Methodology (BSSM) (Boardman and Cole 1996). The paper provides a brief 
introduction to the two methods before applying them in sequential fashion to the elder 
care problem.   

2 Applying SSM to the elder care conundrum 

2.1 SSM Methodologies 

SSM was developed by Checkland (1981; 1989a; 1989b; 1999; Checkland and Scholes 
1990) in recognition that many problems in the real world are ill-structured, and thus are 
not amenable to traditional ‘hard’ OR methods.  There is no one way of modeling ill-
structured problems – indeed just capturing the complexity is an enormous task, let 
alone formulating the issue as a well-structured problem that is amenable to analysis.  A 
search of literature shows that SSM has been applied towards ill-behaving issues in 
many sectors including healthcare (Loo and Lee 2001; Braithwaite 2002; Jacobs 2004).  
While elder care is not specifically addressed, these papers show that social systems can 
benefit from SSM introspection.  
 

Checkland (1999) proposed a method consisting of seven connected steps:  
1. Appreciating the unstructured problematical situation  
2. Understanding the worldviews of the key stakeholders  
3. Creating root definitions of relevant systems  
4. Making and testing conceptual models based upon worldviews  
5. Comparing conceptual models with reality  
6. Identifying feasible and desirable changes  
7. Acting to improve the problem situation 

 

Boardman’s approach substitutes the terms of Checkland stages 3, 4, and 5 with: 
3. Structured Text 
4. Systemigram(s) Design 
5. Dramatization and Dialogue 

 

 
Figure 1 - BSSM Process (Boardman 2006) 
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Figure 1 shows this Boardman SSM (BSSM) method.  While the BSSM topology is the 
same as SSM, the operations in 3, 4 and 5 are changed: structured text is a means to 
encapsulate the results of CATWOE surveys and analysis into prose, which is then 
diagrammed using the Systemitool application (Blair, Boardman et al. 2007).  These 
provide a means to address situations even if root definitions are difficult to articulate.  

2.2 Applying SSM to the elder care situation 

When a parent is no longer able to live independently, the end goal is to provide a safe, 
healthy, and comfortable location for them to live.  The options become very limited: 
move the parent to live with family member who can provide care, arrange for live-in 
assistance, or locate the parent to an assisted care facility.  In many if not most cases an 
assisted care or nursing home will be the final destination.  
 

A person may need to be assigned to an assisted living residence when they are 
mentally or physically unable to take care of themselves.  In the best planned cases, the 
person has taken care of all issues including legal, financial, and estate planning well 
ahead of the implementation.  This is the exception to the rule.  The process of moving a 
parent to an assisted care facility is not always simple and can become a drawn out 
conflict-ridden series of unfortunate events (Sommer 2006-2007).  This first-hand 
experience from the child-parent relationship and dealing with the various systems in 
the elder care system in the US provided the background and inspiration for this paper.  

2.3 The processes involved in moving to elder care facilities 

The following is a brief summary of the elements and stages to be considered in the 
analysis.  For a fuller description, please contact the authors for a fuller paper. 
 

The process to enrol a parent into an assisted living facility starts when the child realizes 
their parent is having difficulty properly meeting their own needs.  Addressing the issue 
with the parent may lead to a smooth process for admitting the parent to a care facility 
as well as proper estate planning.  If there is reluctance on the parent’s part then the 
process becomes more difficult and the social services, courts, and other systems will 
require much more interaction and level of effort on the part of the child to achieve the 
end goal. The Weltanshauung (Checkland 1999) of the various systems focus on 
protecting the individual from an unwilling commitment until it is deemed to be in their 
best interest.  When a parent is unwilling to cooperate, the child must file a petition for 
guardianship.  When a parent and child work together they can work on developing 
powers of attorney and allocation and protection of financial assets.  
 

With a petition for guardianship, the courts first require a complete inventory of a 
person’s material and financial assets.  The courts will also direct social services to 
perform an Independent Living Assessment.  Conducted by an impartial third party this 
documents a person’s health, physical abilities, mental abilities and cognition, ability to 
perform basic tasks, hygiene, nutrition, emotional stability and attitude, and even 
financial resources.   Attorneys for the reluctant parent will work to prevent any success 
in this arena.   
 

Another part of the process is establishing powers of attorney, both durable and health 
care, as well as establishing trusts for financial assets.  The federal Medicaid insurance 
system can be used to provide for much of the costs of elder care.  However the 
Medicaid system requires a person to have no more than US$2000 in assets before 
Medicaid will pay for anything, and an allotment will be taken out of their monthly 
Social Security cheque. Trusts and other estate planning instruments such as long term 
health insurance can provide a means to preserve finances and may avoid much of 
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probate, but need to be created well in advance.  The next stage is finding and arranging 
for a care facility that can provide a comfortable and healthy living environment.   
 
With these basic elements in place we can provide a summary that serves as a map of 
for the Who, What, and some of the How questions that always have to be answered.  
Why is answered from the familial bond and responsibility. When and Where are 
answered via the process. Enrolling a parent into an assisted care living facility is 
another process that entails interacting with the parent as well as courts, social services 
organizations, attorneys, insurance programs, and entitlement programs, assisted care 
facilities, and financial entities all of which have particular views on what is in the best 
interest of the parent.  These views may oppose each other and still be perfectly valid.  
The process can be repetitive, costly, time consuming, and strain relations.  The parent, 
child, social service, and courts may all come into strong conflicts over issues of 
independence, finances, and proper care needed.  The process requires all elements to 
eventually come to an agreement with the end purpose being to maintain a high quality 
of life, dignity, health, and financial stability for the parent.  

2.4 Development of a Model of the System 

The above summary is used to develop structured text for the situation, and a 
systemigram is built from that text.  The systemigram in turn is compared to the 
problem situation to verify it is a faithful representation of the situation.  Refinements to 
the structured text and graphs take place iteratively, providing a model to use in the 
process.  
  

In looking at the problem statements and summary it is evident that each actor is an 
independent system with different functions and imperatives for their role in the 
predicament. They each have a different worldview of the situation.  
 

Actors Function Imperative 
Parent Provide cause for action Live with independence  
Child Society’s first reaction to 

parent’s need for assistance 
Keep parent safe and cared 
for.  

Courts Regulate procedures Represent societies interest 
with regards to the law 

Social 
services 

Inform and regulate services Maintain health and social 
well being 

Medicaid Fund health care Control costs and disburse 
funds 

Attorneys Decipher/encipher law Educate, facilitate, 
communicate. Do not lose  

Trusts Protect and manage assets Be used for parent’s needs 
Table 1 

  

The following structured text was developed. 
When entering a parent into assisted care, the child should have the 
parent’s cooperation in assigning power of attorney and entering 
assets into trust that the child or other trustee will use for the 
parent’s benefit.  The assisted care facility should meet level of care 
and living facilities that meet the needs of the parent and that are 
affordable. 
 

When the parent is non-cooperative, the child will seek guardianship 
from the courts.  All the parent’s assets will be audited and provided 
as a record to the court which will direct social services to conduct 
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an Independent Living Assessment to provide evidence of the need for 
guardianship.  Attorneys for the child and parent will be engaged to 
make the process speed up or slow down for the respective client’s 
benefit.  Once awarded guardianship of the parent the child will 
receive powers of attorney; durable for assets and real estate as well 
as a health care power of attorney for medical decision that the 
parent may not be able to make.  Assets and real estate will be 
protected from Medicaid and other attachments by entering them into 
trusts which the child will administer.  Costs of assisted facilities will 
come from Medicaid, Social Security payments, and trust funds.   
 

Assisted care living facilities will be visited and evaluated for cost, 
location, and quality care they provide.   
 

As guardian, the child will be responsible and to the courts and 
social service for the well-being of their parent and will report their 
status on a regular basis. 

 
Figure 2 is the corresponding systemigram that illustrates this text, its environment, and 
process.  Once the graph is made, the system construction can be analysed in whole and 
in parts.  
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Figure 2  - Assisted Living (contested)  systemigram 

 

Focusing on the Legal System within the chart, we find it consists of the courts, social 
service, and attorneys, as well as the living assessment and guardianship. The loop with 
the Attorneys represents a zero-sum game relationship (balancing loop) (Senge 1994) 
that exists between the parent and child in this system.  When one side gains the other 
side loses.  When the parent does not contest moving to assisted care, this Legal System 
is removed from the structure. An interesting phenomenon is then observed, that on 
reflection should not be surprising and illustrates the independence of systems:  
 

With the Legal system removed the whole of the outer structure remains intact. 
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2.5 Thoughts and Discussion following the SSM analysis 

The surprising element of modelling this process came from the first time independence 
was seen between assisted living process and the legal systems.  On reflection it fits a 
common sense approach that events of this sort have the potential to be addressed 
without involving courts and social services.  The system shown in Figure 3 is much 
like a spoke-less hoop, in that it is difficult to provide motive force to keep it moving.  
The legal system is akin to providing an axle and spokes to a wheel – at this point force 
can be applied and directed to moving forward.  
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Figure 3 - Assisted Living (uncontested)  

 

While these diagrams are by no means comprehensive to the issue at hand, they do 
provide a strong insight into the process and how the different systems interact.  The 
centre section involving the courts, social services, guardianships and the living 
assessments can be encapsulated into one system.  The lawyers have been nested to 
represent their main role as tweedledee-tweedledum proxies for parent and child.   
These structures parallel the real world legal systems and illustrates why engaging in 
legal recourse has a negative connotation.  Doing so creates greater complexity and 
introduces adversity in this system of systems as the number of connections and 
relationships that have to be managed inevitably increases. This can contribute to a 
deterioration of the situation and reduction in resources available for care, since 
proportionately more effort goes into the interaction between the parties (Ring 2007).   
 

Since the process of the outer structure can succeed without the inner structure being 
introduced there is the appearance that the inner set adds no value to the system. The 
value of the courts and social services only appears when the parent does not cooperate 
with an attempt to provide for their own well-being.  Indeed, the courts protect the 
parent from overzealous or unprincipled relations. The result is that at this point there is 
opposition.  Starkermann (2003) has shown with control system models that cooperation 
between parties is fragile and relies on both sides agreeing to a common goal.  When 
either party can no longer work in amity, then a stubborn and strong antagonism 
develops between both.  Starkermann’s models help explain why family disagreements 
are so acrimonious and resilient.  With both parties now opposing each other, the legal 
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and social entities at the centre of the system wheel become the engine and axle that 
turn the process forward.   
 

Emerging from this process is that in order for the family to avoid the courts, social 
services, petitions for guardianship, living assessments and other legal strong-arms, it is 
necessary that the parent and child communicate, cooperate, and plan early and up front 
for both their futures.  By planning together for long term care early, the costs and pain 
can be reduced.  Without this, the risk of inadequate facilities, or having insufficient 
funding for them, is a very real threat. Furthermore, changes in social and policy 
structures are needed to prevent a family system from feeling forced to fight itself. 

2.6 SSM and Other Systems Methodologies 

As part of an SSM analysis, both Checkland’s and Boardman’s frameworks include as 
Step 4b a directive to use other systems thinking frameworks to offer complementary 
conceptual models.  Goldratt’s “Theory of Contraints”(TOC) which includes Five 
Focusing Steps and Thinking Processes (see eg Scheinkopf 1999, Dettmer 2007) is 
increasingly being used in personal and social contexts as well as health care (Breen, 
Burton-Houle et al. 2002; Rebbeck 2003; Phipps 1999; Squire 2002).   

3 The Elder Care Conundrum viewed as a Dilemma using TOC’s 

Evaporating Cloud. 

The above analysis using SSM modeling led to a call for families to work together 
cooperatively, communicating, and planning early.  However the existence of the 
problematic situation signals that there must be barriers to such cooperative working.  
One of the reasons could be that many families are ill-equipped to cope with such 
decisions, due to a lack of a means to understand and map the bounds and effects of 
elder care choices.  In such circumstances, the TOC Evaporating Cloud (EC) would be a 
good tool to use – as it helps peel away any assumptions that we unwittingly make when 
we consider a problem, and allows us to question our own and others’ thinking. The 
Evaporating Cloud (EC), also known as the Conflict Resolution Diagram Dettmer 
(2007), is at its simplest a 5-box method, first published in Goldratt (1990).  The format 
of the EC below follows the guidelines provided in Cox, Mabin et al (2005) and Mabin, 
Davies et al. (2008).  
 

The EC is constructed in usual fashion, starting with the two right hand boxes, D and D', 
in which we insert the two conflicting Prerequisites wanted by the two sides 
respectively, and working leftwards.  In Figure 4, we present a possible Evaporating 
Cloud for the Elder Care dilemma, based on our interpretation of the situation as 
presented through the SSM lens, supplemented with assumptions drawn from personal 
experience. 

Parent must 
B  Be kept safe 
and cared for.

Parent must 
D Go to Assisted              
Care Facility.                        

Parent must 
C Live with 
independence.    

Parent must
D瀞 Not go to Assisted
Care Facility. 

Both must
A  Maintain high quality 
of life, dignity, health and 
financial stability for parent.

 
Figure 4 An Evaporating Cloud depiction of the conflict 
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The EC diagram is read using ‘necessity logic’ as follows:  

In order to have A (maintain a high quality of life, dignity, health and financial 
stability for the parent) we must have B (the parent is kept safe and cared for), and in 
order to have B, we must have D (the parent must go to an Assisted Care Facility).  
On the other hand, in order to have A we must have C (the parent must live with 
independence), and in order to have C, we must have Dガ (the parent must not go to an 
ACF). But D and Dガ cannot occur simultaneously. Hence the conflict! 

 

Wordings are adjusted till it makes sense.  Then we are ready to ask, “How do we 
resolve this dilemma?”  Two of the approaches commonly used to seek resolution are 
demonstrated below, referred to here as the quick way and the standard method.  
 

The quick way looks directly for ways to break the conflict by asking: 
 

o How can we get B without D, so we can have B and D' at the same time? 
This might prompt ideas such as:  the parent might have a carer at home, who lives in; 
or the parent could live with siblings / offspring; or the parent could live with friends. 
 

o How can we get C without D', while doing D?  
We could find an ACF with flexible structure, apartments with 24 hour care as needed. 
 

o How can we have both D and D'?  
Usually it is harder to think of ways of having both D and D' as the two prerequisites are 
viewed as being in conflict.  TRIZ’s separation principles (Mann 2004, 2nd edition 
2007) can provide help by focusing the search for solutions through separation in time, 
space, personnel, on condition, etc.  These may lead to several ideas such as: 

Separate in space:  have an independent unit within an ACF – many retirement 
villages provide a range of levels of care options; 
Separate in time: live in ACF during week and spend weekends with son/daughter; 
Separate with personnel: have one carer some of time, other carer/s at other times; 
Separate on condition: agree to move into ACF when the parent’s health/mental 
condition deteriorates to a specified level. 
 

If the quick approach does not resolve the conflict in a satisfactory way, then we can use 
the standard method, which is a 2-step process of listing out all the assumptions, and 
then breaking these assumptions by identifying ‘injections’ – ie actions or decisions that 
‘cure’ the problem (or an idea that can be developed into a solution).  This method is 
illustrated in Table 2. Assumptions are listed in the left hand column, identified by 
reading the arrow and adding “because …”, writing down the reasons that come to 
mind.  The list in Table 2 provides some of the assumptions that we believe are 
underpinning the relationships expressed in the EC diagram.   
 

Next we move on to seek a resolution, by looking for ways that we might break these 
assumptions; Goldratt (1990) states that if an injection can be found that breaks an 
arrow, then the conflict is removed (the ‘cloud is evaporated’).  A number of such 
injections, prompted by challenging the assumptions, are provided for each assumption, 
in the right-hand column of Table 2.  Once we have listed as many injections as 
possible, we choose the one(s) we think are most workable / effective. While a simple 
problem requires just one injection to break the conflict, a complex problem usually 
requires a combination of several injections, which need to be developed through to a 
final robust solution (eg see Cox, Mabin et al. 2005, Scheinkopf 1999, Dettmer 2007).  
 
In this way, the Evaporating Cloud can be used in a directed way to come up with ideas 
that could lead to resolving the dilemma or conflict, tension or tradeoff.  The EC was 
initially constructed and analysed by the second author, based on the SSM analysis of 
the first author, with subsequent additions to assumptions by the first author. 
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A Maintain high quality of life, dignity, health and financial stability 
for parent is a valid objective because ….

1. These are basic human rights/needs.
2. Children want the best for their parent and they consider these 

are essential for that.

AB  In order to for us to A Maintain high quality of life, dignity, health 
and financial stability for parent, Parent must B Be kept safe 
and cared for, because…

1. This is a minimal requirement for QoL, dignity etc.
2. Child would feel terribly bad/guilty if something went wrong.
3. Parent is not financially responsible/ parent’s judgement is 

destructive

BD In order for Parent to B Be kept safe and cared for, Parent must 
D Go to Assisted Care Facility, because那

1. Parent is no longer safe at home on his/her own.   
2.  It’s the best, most stable option.
3.  Child does not have time or physical resources to provide 

care.

AC In order to Maintain high quality of life, dignity, health and 
financial stability for parent, Parent must C Live with 
independence, because那

1. That’s what is needed for dignity in parent’s eyes.
2.  That way they have control over their property and finances.  
3.  Without independence, parent feels unvalued.

CD’ In order Parent must C Live with independence, Parent must D瀞
Not go to Assisted Care Facility, because …

1. ACF denies independence.
2.  Parent will have little control over everyday decisions.
3.  The cost is prohibitive / will drain life savings.

DD’ Parent cannot Go to ACF and Not go to ACF, because …
1. Can’ t be physically in two places at once.
2. The arrangement needs to be permanent.
3.  Their finances are not sufficient for them to have a choice 

===î “poor farm?”

A Maintain high quality of life, dignity, health and financial stability for 
parent is a valid objective because 那.

1. Accept the fact that as we get older we revert to 酉babies瀞 and lose our 
dignity.

AB  In order to for us to A Maintain high quality of life, dignity, health and 
financial stability for parent, Parent must B Be 
kept safe and cared for, because那

1.In some cases, the parent may not care about their own safety 椴
they may prefer a shorter life in own control, and child may have to 
accept that decision.  In this case, Child does not need to feel
terribly bad/guilty if something went wrong.

BD In order for Parent to B Be kept safe and cared for, Parent 
D Go to Assisted Care Facility, because那

1. Parent could be safe if we made changes to home, install alarms 
etc.

2. Other options may be better in the long-run. eg Stay in own home 
with live-in care or regular callers.

AC In order to Maintain high quality of life, dignity, health and financial 
stability for parent, Parent  C Live with independence, 
because那

1. Some structure and dependence is good for all of us..
2.  There瀞s good company and other consolations that offset loss of 

independence.
3.  Their property and finances might be better looked after if the child 

has control.

CD瀞 In order Parent must C Live with independence, Parent D瀞
go to ACF, ie could still go to ACF because 那

1. Choose an ACF that allows some independence 椴 eg flexible meals 
hours, own apartment in a complex that includes support services
as/when needed.

2. Financial circumstances are such that independence is maintained 
椴 eg If child carefully manages property/finances, may be able to 
better afford ACF.

DD瀞 Parent Go to ACF and Not go to ACF, eg 那
1. Could share time between two places.
2. The arrangement does not need to be permanent
3. Could go to ACF once a predetermined condition is met.
4. With more resources could do both.

 
Table 2 – EC Assumptions and Injections 

 

The immediate reaction from the problem owner (first author) was that: 
“In a very few pages you're able to articulate fairly well … the main issues of conflict… The 
EC paints the main picture perfectly. It's truly been a one side wins / one side loses when 
there is no planning or cooperation. The BD assumptions really capture one of the main 
issues - finances.  The cost of an ACF is substantial and there is no social safety net in the US 
other than Medicaid which imposes a cruel poverty on those who need it. Up front, early 
planning would include the financials …but I didn't explicitly address it.”(Sommer 2007b) 

This indicates that the use of the EC provided additional clarity on the situation, 
especially the need to include financial considerations, and on the relative merits of an 
ACF, and helped identify many ways of resolving the conflict. 

4 Conclusions 

In this paper, we have explored the issues surrounding elder care, in particular the 
decisions surrounding whether or not the elder person moves to an ‘Assisted care 
facility’.  The problem was first analysed using SSM, showing that the process involves 
multiple systems and agendas that are by nature antagonistic towards each other.  The 
system depicted by the SSM analysis, in particular the systemigram, was then re-
interpreted using the Evaporating Cloud (EC) method. While the SSM analysis provides 
insight and understanding into the nature of the issue and the systemic interrelationships 
and emergent properties of the system, the EC provides a more directive approach to 
developing specific suggestions for resolving the dilemma, whose avoidance may 
otherwise lead to the dire consequences represented by the systemigram and SSM 
analysis. It is hoped that the analyses presented here may prove to be of assistance to 
others facing similar circumstances, now or in future, avoiding this type of dilemma and 
avoiding the impasse and expense of going down the courts/agencies route.  Other OR 
modeling could assist eg using MCDA (Belton 1990) to select ACF’s; and 
methodological questions have been identified for future research.  
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Abstract 

Statistical process control (SPC) has long been used in the manufacturing sector for 
control of process variation and maintenance of product standards. In recent years, the 
utility of this tool in the healthcare sector has been widely shown. This paper 
demonstrates the application of two forms of the cumulative sum chart in monitoring 
patient healthcare outcomes. 

The Observed minus Expected and sequential probability ratio test charts were 
applied to create a monitoring system for healthcare outcomes.  Applications in single 
and multiple centre monitoring were illustrated using examples in obstetrics and organ 
transplantation.  Where possible, risk-adjustement was applied using logistic regression. 
Simulation methods were used to compute the appropriate control limits for specified 
average run lengths for the sequential probability ratio test charts. 

 
Key words: patient outcomes, continuous monitoring, Statistical Process Control, 

CUSUM, risk adjustment 
 

1 Introduction 

The increasing use of electronic patient records in healthcare presents an opportunity for 
the development and application of real-time monitoring systems that can lead to the 
rapid detection of adverse trends in healthcare. Statistical process control (SPC) 
methods, developed and long used in quality control systems in the manufacturing 
industry (Hawkins and Olwell, 1998), could become central to such efforts. We present 
the design and retrospective application of surveillance systems for continuous 
monitoring of clinical outcomes using an SPC tool known as the CUmulative SUM 
(CUSUM) chart. Routinely collected data were used with examples in organ transplant 
surgery and obstetrics.   

2 CUSUM chart method 

The CUSUM chart method, first described by Page (1954), is based on sequential 
monitoring of a performance measure over time. With several developments and 
adaptations, it has emerged as a suitable method for monitoring healthcare outcomes e.g. 
Williams, Parry & Schlup (1992); Steiner, Cook & Farewell (2001); Sibanda & Sibanda 
(2007). We used the "Observed minus Expected" (O-E) and the sequential probability 
ratio test (SPRT) chart methods in designing our surveillance tools. 
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2.1 Observed – Expected (O-E) CUSUM chart 

The O-E CUSUM chart is a graphical representation of a running total of the difference 
between the observed number of ‘failures’ and that expected according to a standard 
rate. For binary outcomes, the non risk-adjusted cumulative sum 

Ct = Ct-1 + (Xt - θ0), 

is plotted against t. Xt (Observed) is the outcome for subject t, and θ0 (Expected) is the 
standard outcome rate, representing the expected outcome for patient t, with Xt = 0 for a 
success and Xt = 1 for a failure. Successful outcomes result in downward steps, and 
upward steps are produced when failures are encountered. When the outcome rate is 
consistent with the standard rate, the plot runs randomly about the horizontal line at 
zero. A risk-adjusted chart is obtained by using patient-specific values of the expected 
failure rate, θ0t, in place of θ0. Although the O – E chart has no control limits and 
therefore does not give a signal if the rate changes are statistically significant, it serves 
to illustrate the general trend in failure rates. 

2.2 The SPRT chart 

The SPRT chart is a probability testing procedure that sequentially assesses whether the 
observed failure rate is consistent with the standard. Each subject is given a weight Wt, 
based on a log-likelihood ratio score (Steiner, Cook & Farewell, 2001) given by 

 

 

 
 
 
where θ0t is the standard rate for subject t.  The log-likelihood ratio score is based on a 
sequential probability ratio test for H0:odds = θ0t/(1 − θ0t) vs H1:odds=R1θ0t/(1 − θ0t). A 
two-sided chart can be designed, where upward and downward charts detect increases 
(R1 > 1) and reductions (R1< 1) in the failure rate, respectively. In the upward chart, Yt

+ 
is plotted against t, where ( )++

−
+ += ttt WYY 1,0max  . The downward chart plots Yt

- against 
t, where ( )−−

−
− −= ttt WYY 1,0min . A non-risk adjusted chart can be obtained by using a 

constant in-control failure rate, θ0, in place of θ0t. 
On the upper-sided chart a ‘signal’ occurs at the first t for which Yt

+
≥ CU, where CU 

is the upper control limit, indicating an increase in the odds of failure.  The lower-sided 
chart signals a reduction in the odds of failure at the first t for which Yt

- ≤ −CL, where 
−CL is the lower control limit. The out-of control average run length (ARL1) is the 
average number of patients before a signal occurs when the odds of failure have 
changed. The in-control average run length (ARL0) is the average run length when there 
has been no shift in the odds of failure.   An ideal SPRT chart has large ARL0 when R1 
= 1, and small ARL1 when the odds of failure have changedResults 

3 Single centre monitoring – obstetric outcomes 

The aim was to develop an in-house real-time monitoring system using routinely 
collected electronic patient records for a single tertiary level unit with around 5000 
deliveries a year. The rate of low 5-minute Apgar scores (5 minute Apgar score < 7) for 
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infants delivered at the unit was monitored, with the standard determined from a 4-year 
period leading up to the start of monitoring. Deliveries were monitored separately for 
two risk categories (nulliparous and multiparous mothers) as the risk adjustment model 
had a very poor fit (R2=0.009). 

In the four years leading up to the period monitored, 0.60% (1 in 167) of the babies 
delivered to nulliparous mothers had a low 5-minute Apgar score. Two signals occurred 
on the upward chart during the year of monitoring.  The rate of low 5-minute Apgar 
scores was found to be 0.81% (1 in 123) over the course of that year. In the period 
leading up to the first and second signals, the rates were 0.93% (1 in 108) and 0.95% (1 
in 105) respectively. Investigations using root cause analysis found that some appointed 
practitioners had difficulties in interpreting results of electronic fetal heart rate 
monitoring.   

4 Multiple centre monitoring – organ transplant outcomes 

The aim was to establish a national system for monitoring short-term transplant 
outcomes. 30-day kidney transplant failure rates were monitored for 25 centres to detect 
increases in the rates.  Graft failure rates ranged from 1.8% to 12.6% and annual 
transplant activity ranged from 19 to 105. The standard was determined from transplants 
performed in the 3 years prior to the start of monitoring. ARL0 was set to be the number 
of transplants from which we would expect d failures, and so ARL0 = d/θ0. Therefore, 
the number of deaths or graft failures that occur before a signal was expected to be the 
same for all centres, allowing the performance of the charts to be comparable across 
centres, despite the variation in transplant activity and failure rates.  

Simulation methods were used to determine values for CU given the specified values 
for ARL0. For a range of values of CU, 5000 iterations of the SPRT chart under H0 were 
run.  CU was selected so that the average of run lengths across all iterations was closest 
to ARL0 for all centres. CU was found to be approximately equal across all centres. 
Given ARL0 and CU, 5000 iterations of the SPRT chart under H1 were run to determine 
ARL1. Examples of the values found for the limits and ARLs are given in Table 1. 

 
Table 1: Values of ARL0 and ARL1, when CU = 1 for seven of the transplant centres 

Mortality Graft failure Centre Annual 
transplant 
rate θ0 (%) ARL0 ARL1 θ 0 (%) ARL0 ARL1 

1 19 1.2 417 209 6.0 167 69 

2 35 3.9 128 64 6.0 167 69 

3 36 2.0 250 124 12.6 79 31 

4 58 <0.1 >10000 >10000 2.2 453 193 

5 61 0.9 556 273 1.8 556 242 

6 84 0.7 714 346 10.1 99 40 

7 105 1.0 500 260 6.3 159 67 

 
The SPRT chart as described above was applied on on-going monthly basis.  The 

results were presented using on an O – E chart by placing an asterisk at the observation 
at which the signal occurred on the SPRT chart (Figure 1).  This presentation was found 
to be more interpretable. When a signal occurred, the data for the transplants leading up 
to the signal was first checked for accuracy and then discussed with an experienced 
clinician. 
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Figure 1:  CUSUM charts for graft failure rates (a) Risk-adjusted (dotted line) and non-
risk adjusted (solid line) O – E chart (b) Non-risk adjusted SPRT chart.   A signal occurs 
at transplant 189 on the SPRT chart and this is superimposed using an asterisk on the O-
E chart.  The shape of the O-E chart shows that there was a reduction in the failure rate 
followed by a sudden sharp increase. 
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5 Discussion 

A signal only indicates that the failure rate may have increased and can be for a number 
of reasons.  It indicates that careful appraisal of all relevant information about the 
patients leading up to a signal is warranted.  Involvement of an experienced clinician is 
essential in interpreting the results of a healthcare outcome monitoring scheme. 
Monitoring systems such as the ones described here are imperfect, but allow 
practitioners and government agencies to get an idea about the direction in which 
outcome rates are going. 
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Abstract

How many beds does an intensive care unit need? What is a good nursing roster

when the aim is to treat as many patients as possible, while keeping cancellations

low? This talk describes a simulation model that was built to help answer these

questions for the Cardiovascular Intensive Care Unit at Auckland City Hospital.

The model is a 24-hour 7-day model, with different types of patients. The arrivals

of acute patients are modelled as a non-time-homogeneous Poisson process, while

elective patients arrive at deterministic times. Lengths of stay are drawn from the

empirical distributions for different types of patients. The model has been used

to help determine the number of beds needed, and work is currently underway on

using it to design good rosters. This is joint work with William Chen, Ross Ihaka

and staff at Auckland City Hospital, including Andrew McKee, Pam McCormack,

Louise Watson and Steve Withy.
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Abstract
This paper deals with the optimization problem of quadratic programming (QP)

with inequality non-linear constraints based on theories of statistics and operations
research. The duality results are used to find an optimal value of a quadratic
objective function with inequality quadratic constraints. The algorithm of QP and
its applications are discussed in the areas of operation research and quadratic loss
functions in regression models.

This paper will also explore the interaction between quadratic programming
and some regression problems, and the relationship is given between the quadratic
programming and a loss function (or mean squares error) of the linear regression
models.

1 Introduction

Optimization problems of quadratic programming arise in a number of applications,
including semidefinete dual problems in Operations Research [12]; trust region sub-
problem of non-linear programming [5]; regularization of ill-posed least squares
problems [7]; and is also related to techniques of ridge regression in statistical esti-
mation [7]. There are a few algorithms to solve optimization problems for quadratic
programming, for example, a penalty function method for convex quadratic pro-
gramming [4]; Stepwise algorithm reduces a quadratic programming problem (QPP)
to a regression problem [15] and [16]; the Lagrangian relaxation approach provides
good approximate solution of QPP [17]; New variants of the criss-cross method for
convex quadratic programming (CQP) are studied in [1].

Geometric programming is approximated by a generalization of the arithmetic-
geometric mean inequality to solve algebraic non-linear programming [11]; Algo-
rithms for solving special forms of non-linear programming have been developed, es-
pecially for quadratic programming [15, 16]. This paper will focus on the quadratic
programming (QP) problem with inequality quadratic constraints.
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Quadratic programming is concerned with the problem of minimizing (or max-
imizing) a quadratic objective function, subject to some inequality (or equality)
constraints with non-negative values for unknown variables. There are a few ap-
proaches to solve QP problems [14]. For optimization problems of quadratic pro-
gramming, we will consider the optimum value (maximum or minimum) of a func-
tion Z(β1, . . . , βp) of p parameters β1, . . . , βp. Due to the fact that max Z = −
min Z, we need only consider minimization problems. A typical mathematical
programming problem (MPP) consists of a single objective function, representing
either a profit to be maximized or a cost to be minimized, and a set of constraints
that circumscribe the decision variables. In Section 2, quadratic programming with
quadratic constraints and its algorithm are given. In Section 3, the relationship of
solutions is described between QP and least squares statistical model. Multivariate
analysis and linear regression problems are shown as QP in Section 4. A numerical
example is given in the last Section.

2 Quadratic Programming with Inequality

Quadratic Constraints (QPIQC)

Quadratic programming with inequality quadratic constraint has been discussed
in the literature since 1970. Peterson and Ecker [11] developed a dual theory
based on geometric inequalities to solve the quadratically constrained quadratic
programming (QCQP); later Baron [3] gave a cutting plane algorithm to find the
optimal value for quadratic programming with a quadratic constraint in 1972. Hao
proposed a triangulation method to solve QCQP in [8]; Jarre [9] and Mehrotra and
Sun [10] provided an analytic centre method (interior point method) to find optimal
solution of QCQP. If the QCQP with ellipsoidal constraint is applied as orthogonal
relations of the quadratic assignment and graph partitioning problems [2], then the
results are shown that eigenvalue bounds can be obtained from Lagrangian dual
of the orthogonally constraints. In here we will study the quadratic programming
with inequality quadratic constraints (QPIQC) and its applications in the areas of
statistics.

A quadratic programming problem with inequality constraints can be formu-
lated as follows:

minimize Z(β) = bT β +
1

2
βTDβ

subject to bT
i β +

1

2
βT Aiβ ≤ ci, i = 1, 2, ...k. (1)

where β ∈ Rp is the unknown parameter vector, bi and b ∈ Rp are given constant
vectors, ci ∈ R is a positive scalar and Ai and D ∈ Rp×p are given constant
matrices, D is a symmetric and positive definite matrix; Ai is a symmetric and
positive semidefinite matrix for all i.

To solve the above optimization problem, the usual method used is Lagrangian
function approach. If β is a strict relative optimal solution of QPIQC (1), the
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sufficient conditions are given for L(β, λ) = Z(β) + λti(β) by

▽2L(β, λ) = ▽2Z(β) + λ ▽2 ti(β) > 0

where ▽ denotes the partial differential operator of a multivariate function, λ

is a Lagrangian multiplier, ti(β) = bT
i β + 1

2
βTAiβ − ci ≤ 0 is a constraint function

for fixed i, and β is also satisfied by the following conditions

▽Z(β) + λ ▽ ti(β) = 0

λti(β) = 0

ti(β) ≤ 0 (2)

λ ≥ 0

If let k = 1 in the problem QPIQC (1) we obtained a special case, i.e. a convex
quadratic programming with a single quadratic constraint is obtained. Based on a
Primal-Dual theory we suppose

The Primal Problem is in the form:

minimize Z(β) = bT β +
1

2
βTDβ

subject to bT
1 β +

1

2
βTA1β ≤ c (3)

where D and A1 ∈ Rp×p are symmetric, positive semidefinite matrices, b1 and
b ∈ Rp are non-zero vectors, c ∈ R is a positive scalar. In order to solve the
QPIQC (3), Pinar [12] considered a dual problem to (3) using Lagrange duality,
and the dual problem of QPIQC is a concave maximization problem over linear
constraints. Since D and A1 are symmetric, positive semidefinite matrices, then
there exists a matrix F , such that D = F T F and a matrix B, such that A1 = BT B,
and F ∈ Rl×p and B ∈ Rj×p with rank l and j (< p) respectively. We consider the
transformations u = Fβ and v = Bβ, where u ∈ Rl×1 and v ∈ Rj×1, and j + l ≥ p.

Based on the Lagrangian relaxation approach the programming (3) is written (in
what we might call the primal canonical form) as

minimize Z(β) = bT β +
1

2
uT u

subject to bT
1 β +

1

2
vT v + s − c = 0 (4)

Fβ − u = 0

Bβ − v = 0

s ≥ 0

where s is a non negative slack variable. Using the Lagrange duality approach
the objective function of primal canonical form (4) is given as following:
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max
λ,α,γ

min
β,u,v,s

Z(.) = bT β +
1

2
uT u + λ(bT

1 β +
1

2
vT v + s − c)

+αT (Fβ − u) + γT (Bβ − v)

where α ∈ Rl×1 and γ ∈ Rj×1 are Lagrangian multipliers. Based on Lagrangian
relaxation approach we have

max
λ,α,γ

Z(.) = −λc + min
u

(
1

2
uTu − αTu) + min

β
(bT β + λbT

1 β + αTFβ + γT Bβ)

+ min
s≥0

(sλ) + min
v

(
1

2
λvTv − γT v)

To minimize above objective function w.r.t u, β, v and s we have u = α, v = 1
λ
γ,

b = −λbT
1 − αTF − γT B, and λ ≥ 0. Therefore QPIQC problem is obtained based

on the duality theory as a concave programming as follows

The Dual Problem is given by:

maximize Z(α, γ, λ) = f1(γ, λ) −
1

2
αT α − λc

subject to − λbT
1 − F Tα − f2(γ, λ) = b (5)

λ ≥ 0,

where D = F TF and A = BT B, and

f1(γ, λ) =

{

− 1
2λ

γT γ, if λ > 0;
0, if λ = 0.

f2(γ, λ) =

{

−BT γ, if λ > 0;
0, if λ = 0.

The dual problem is quadratic programming with an linear constraint about
parameters α, γ and λ in (5). Under the condition that λ = 0 implies γ = 0. If we
let that optimal solution of the dual problem (5) be given by (α∗, γ∗, λ∗) for λ > 0,
and then the primal optimal solutions β̂ are related by the identities

Bβ = γ∗

λ∗
and Fβ = α∗.

Then the unknown parameter β in (4) is obtained by solving above l + j linear
equations.

3 Estimation of Least Squares and QP

A general linear regression model with inequality constraints is given in statistics
as follows:

Y (β) = Xβ + ε

subject to bT
1 β +

1

2
βT Aβ ≤ c (6)

221



In linear regression (LR) we consider the squares of difference between the pre-
dicted and observed values and add up these squared differences across all the pre-
dictions, to get a number called the least squares (or sum of squares error (SSE)).
From a statistical point of view we want the SSE to be as small as it can possibly
be, i.e. minimizing SSE with the constraints of non-negative variables β.

minimize SSE(β) =
n

∑

i=1

ε2
i = (Y − Xβ)T (Y − Xβ), (7)

where {εi} are the residuals. A general least squares linear regression problem (i.e.
Regression Programming (RP)) is obtained by

minimize Q(β) = (Y − Xβ)T (Y − Xβ)

subject to bT
1 β +

1

2
βT Aβ ≤ c (8)

where βT ∈ Rp is the unknown and non negative vector, X ∈ Rn×p, A ∈ Rp×p,
are constant matrices, and Y ∈ Rn×1, c ∈ R, ε ∈ Rn×1 are column vectors.
Moreover ε ∼ N(0, σ2I) , XT X ≥ 0 and rank r(A) = p. The solution of the
linear regression with constraints (LRWC) is a subject of the Karush-Kuhn-Tucker
theorem.

Let the column vector X = L be the explanatory variable and the column
vector Y = −1

2
(LT )−1b be taken as the response variable in multivariate regression

analysis (7), then based on [15] results we get

Q(β) = (Y − Xβ)T (Y − Xβ)

=
1

4
bT D−1b + Z(β) (9)

Therefore the objective function of QPIQC (3) is obtained by

Z(β) = (Y − Xβ)T (Y − Xβ) −
1

4
bT D−1b = Q(β) −

1

4
bT D−1b

Hence minimizing Z(β) is equivalent to minimizing Q(β). Moreover, when b = 0,
we have Z(β) = Q(β) = (Y −Xβ)T (Y −Xβ), where X = L, and Y = −1

2
(LT )−1b.

A theorem is obtained [14] as follows:

Theorem: The relationship of optimal values between QPIQC (3) and RP (7)
is given by

Q(β̂) = Z(β̂) + 1
4
bT D−1b

where β̂ is the optimal solution of RP (7).
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4 Applications in the areas of statistics

4.1 Principal component analysis

Subjective principal components:
The idea of subjective principal component analysis is which minimizes the sum

of distances between points and axis, or to maximize the variance of the points when
projected onto a new axis. If we assume that random variables have covariance (or
correlation) matrix D = Cov(X) (or R), then the subjective principal component
analysis is equivalent to maximizing a quadratic programming (objective function)
with the orthogonal constraint as follows:

minimize Zpca(β) = −βT Dβ

subject to βT β = 1 (10)

β ≥ 0,

It is easily shown that β is found as normalized eigenvectors of the covariance
matrix D using the Lagrangian multiplier approaches.

4.2 Loss functions of the regression model

The multivariate regression model usually assumed for the relationship between Y

and X is Y = βX + ǫ in which β is the regression coefficient and X is a n × p

observation matrix, β is a unknown parameter vector, ǫ is a random error vector
with E(ǫ) = 0 and E(ǫǫT ) = W . In inference of statistics we are interested in
estimating a parameter vector η = Cβ, where C ∈ Rk×p is given.

Case (i) A simple linear regression y = βx+ ǫ, and E(ǫ) = 0 and V ar(ǫ) = σ2.
Using the least squares method the parameter β is estimated as β̂, We wish that

the quadratic loss estimator β̂ is a minimum, i.e. R(β̂) ≤ R(β∗) for any other linear
estimate β∗ of β, where R(β̂) = E(β̂−β)2 which represents the expected difference
between the true value β and its estimate β̂. To obtain an estimate of η = Cβ, we

let the linear combination of yi be η̂ = Ty =
n
∑

i=1
tiyi. We minimize E(η− η̂)2, where

E(.) denotes the expectation of a random variable. Then we obtain the following
quadratic equation

minimize R1(β) = β2(
n

∑

i=1

tixi − 1)2 + σ2
n

∑

i=1

t2i (11)

subject to β2 ≤ c

where ti = xi

(σ2/β2+
n
∑

i=1

xi)

, and c is a given constant. The above model is applied to

improve regression estimators of heritability [13].
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Case (ii) Classical linear regression: If E(ǫǫT ) = W = σ2I [6], we want to
confine us on the linear estimator η̂ = Ty, where T ∈ Rk×n and in this class of
estimators, a min-max estimator for a quadratic loss function of linear regression
model is to be determined by

R2(.) = E[(η − η̂T )(η − η̂)]

Hence a QPIQC problem is obtained by

maximize R2(β) = βT (TX − I)T (TX − I)β + σ2Tr(TT T ) (12)

subject to βT Hβ ≤ c

where Tr(.) denotes the trace of a matrix, H is a positive definite matrix. There-
fore case (ii) problem arises how to estimate programming (12) by a quadratic form
with constraints as we discussed in programming (3) of section 2.

Case (iii): A general linear model with E(ǫǫT ) = W , a quadratic loss function
is to be considered as a risk function:

R3(β, T, t) = E[(η − η̂)T M(η − η̂)]

where M is positive definite matrix, we put η = Cβ + e and η̂ = Ty + t into R3(.)
function, and calculate the expectation. A minimax estimator of the quadratic loss
function is to be determined by

R3(β) = (TXβ + t − η)T M(TXβ + t − η) + Tr(MTWT T )

= βT (TX − C)T M(TX − C)β + (t − e)T M(t − e)

+2βT (TX − e)T M(t − e) + Tr(MTWT T )

= βT (TX − C)T M(TX − C)β + Tr(MTWT T

Note M(t − e) = 0 then the QPIQC is obtained by

maximize R3(β) = βT (TX − C)T M(TX − C)β + Tr(MTWT T ) (13)

subject to βT Hβ ≤ c

If we let c = 1 and T and C are known, then the optimal value of QPIQC (13)
under the constraint βT Hβ ≤ c is given by

max
βT Hβ≤1

R3(β) = λ∗
max + Tr(MTWT )

where λ∗
max is the largest eigenvalue of the matrix

M
1

2 (TX − C)H−1(TX − C)T M
1

2

.
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4.3 Ridge regression

Using unbiased linear estimation with minimum variance or maximum likelihood
estimation for (7), an estimate of β is given by

β̂ = (XT X)−1XT Y.

when XT X is an ill-conditioned matrix, we will consider ridge regression to control
the instability associated with the least squares estimates. One can use

β̂∗(k) = [XT X + kI]−1XT Y = [I + k(XTX)−1]β̂ = Zkβ̂

where Zk = I + k(XT X)−1, the small value k ≥ 0 is called a ridge parameter (or
the shrinkage parameter).

(a) Now we consider the following QPIQC programming, let B be any estimate
of the vector β. The residual sums of squares (RSS) is given by (Y −XB)T (Y −XB),
the ridge trace can be given by a path that for a fixed RSS, a single value of B is
chosen and that is the one with minimum length. Hence QPIQC programming is
obtained by

minimize Z(B) = (Y − XB)T (Y − XB) (14)

subject to BT B ≤ c

Hence the optimal solution of B̂ of (14) is obtained by B̂ = β̂ under the con-
straint β̂T β̂ ≤ c; otherwise B̂ is chosen to be β̂∗(k) where k is chosen so that
(β̂∗(k))T β̂∗(k) ≤ c.

(b) In order to look at estimate β̂∗ we minimize the total mean square error,

H(.) = E[β̂∗ − β)T (β̂∗ − β)]

= E[(β̂ − β)T ZT
k Zk(β̂ − β)] + βT (Zk − I)T (Zk − I)β

= σ2Tr(XT X)−1ZT
k ZT

k − kTr(XT X + kI)−2 + k2βT (XT X + kI)−2β

= σ2
p

∑

i=1

λi

(λ + k)2
+ k2βT (XT X + kI)−2β

where {λi} are the eigenvalues of matrix XT X. Since (XT X + kI)−2 is a square
symmetric matrix, then exists an orthogonal matrix Q such that

(XT X + kI)−2 = QT ΛQ

where Λ = diag ( 1
(λ1+k)2

, 1
(λ2+k)2

, ..., 1
(λp+k)2

). Let φ = Qβ, φT = (φ1, φ2, ..., φp), so

k2βT (XTX + kI)−2β = k2βTQT ΛQβ = k2φT Λφ = k2
p

∑

i=1

φ2
i

(λi + k)2
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and φT φ = (Qβ)T Qβ = βTβ, therefore if we minimize the total mean square error
H(.), the QPIQC programming with constraint βTβ ≤ c is given by

minimize H(φ) = σ2
p

∑

i=1

λi

(λ + k)2
+ k2

p
∑

i=1

φ2
i

(λi + k)2
(15)

subject to φT φ ≤ c

where k ≥ 0 is known, and both QP (14) and (15) are QPIQC programmings.

5 Example

Consider a quadratic programming (b = 0) with quadratic constraints as follows:

minimize Z(β) = β2
1 + β2

2

subject to g1(β) = 2(β1 − 3)2 − β2 − 1 ≤ 0

g2(β) = β2
2 − β1 + 1 ≤ 0

βi ≥ 0

The quadratic programming can be written as a matrix form:

minimize Z(β) = βT Dβ

subject to bT
1 β + βT A1β ≤ −17

bT
2 β + βT A2β ≤ −1

where βT = (β1 β2), bT
1 = (−12 − 1), bT

2 = (−1 0), the matrix

D =
(

1 0
0 1

)

, A1 =
(

2 0
0 0

)

and A2 =
(

0 0
0 1

)

.

Since the quadratic programming of Q(β) and Z(β) have the same optimal value,
using the duality method we found that the optimal solutions are given by β1 =
2.1667 and β2 = 0.3901, the optimal value is given by Z(β) = 4.847.
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Abstract
We investigate the introduction of rewards into the Freeze-Tag Problem (FTP), a com-

binatorial optimization problem which involves optimization over tree structures with
applications in secure communication and gossip networks.Three strategies to solve the
Freeze-Tag Problem with Rewards (FTP+R) have been investigated. In each case, the
solution is achieved by modifying or extending existing simple heuristics used to solve
the FTP without rewards. The best and most consistent performance was from a two
stage approach. Firstly the Greedy-Delay heuristic was used to find a good feasible so-
lution, which is then used as input to the Farthest Insertionheuristic to find an improved
solution (if possible).

1 Introduction

Optimization problems arising from vehicle routing and scheduling involve a number of
customers all of whom require visiting (usually a delivery or collection). A typical objec-
tive is to assign customers to one of a number of available vehicles and to sequence the
stops that each vehicle must make so as to minimize the total distance travelled (or total
cost of operating) all vehicles. In reality, a fundamental challenge in deciding whether
to accept a customer’s business is to balance the financial benefit from servicingthe
customer against the cost (or difficulty) of providing that service. Rewards provide an
explicit mechanism for modelling this tradeoff. The bicriterion objective now becomes a
choice of which customers to visit and the sequence, so as to simultaneously maximize
total reward and minimize total distance travelled.

This research investigates the introduction of rewards into the Freeze-Tag Problem
(FTP), a combinatorial optimization problem which involves optimization over tree struc-
tures with applications in secure communication and gossipnetworks. The FTP is a rel-
atively recent combinatorial optimization problem which,according to Arkin et al [1],
originates from the study of swarm robotics. The problem hassimilarities to the Travel-
ling Salesman Problem (TSP) in that a solution is constructed as a least-cost route visiting
all nodes (or a defined subset of nodes). Unlike the Travelling Salesman Problem tour
however, the Freeze-Tag Problem solution has a tree structure which does not return to
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the root (originating) node. In 2006 Arkin et al [1] proved the Freeze-Tag Problem is
NP-hard and suggested heuristics that can provide good feasible solutions.

The Freeze-Tag Problem (FTP) takes its name from the children’s game where a
player must stand frozen once tagged by ‘it’ until an uncaptured player can tag the frozen
player and thereby return him or her to the game. The traditional FTP takes the special
case where there is only one uncaptured player remaining and‘it’ is incapacitated and
will not be attempting to re-freeze players. The one remaining uncaptured player must
release all the frozen players in the shortest possible time(in scheduling terminology,
this is themakespan). Once a player is unfrozen, he or she assists by unfreezing other
frozen players. As in Arkin et al’s [1] research on FTP the frozen players are replaced by
stationary robots and ‘it’ is removed from the problem. Thisrevised terminology is used
in this research.

Adding rewards to the FTP is a straightforward matter of assigning a reward≥ 0 to
each robot. However, by introducing rewards into the FTP we imply that either or both
(a) the makespan allowed is less than that required to reach all robots, or (b) the reward
to be achieved can be acquired by awakening only a subset of robots. In the former
case, the objective function is expressed as maximizing thenumber of robots activated
within a cost (time or distance) constraint, while in the latter case, the objective function
is expressed as minimizing the cost to achieve the target reward. In the real world this
approach models the explicit tradeoff between the value of servicing a customer and the
marginal cost of doing so.

The review article of Feillet, Dejax and Gendreau [3] observes that introducing re-
wards into the Travelling Salesman Problem and related problems means that there are
now two objectives to satisfy (minimize cost and maximize reward). By implication,
the introduction of rewards requires a selection of a subsetof available nodes to visit
and a subtour constructed to traverse the selected nodes. The description of the problem
as a Prize Collecting Travelling Salesman Problem, where the objective is to minimize
the cost incurred while including enough nodes in the tour tocollect the prescribed total
reward, was first considered by Balas [2]. Golden, Levy and Vohra [4] named the prob-
lem of maximizing rewards subject to a distance constraint as the Orienteering Problem,
showed the problem was NP-hard and improved on the heuristics proposed by Tsiligiri-
des [9].

The remainder of this paper is structured as follows. Section 2 briefly reviews three
successful heuristics for the FTP. Section 3 proposes threestrategies for adapting the FTP
heuristics to the FTP+R and reports some preliminary computational experience. Finally
Section 4 offers some conclusions and recommendations for future research.

2 Heuristics for the Freeze-Tag-Problem

Johnston and Upton [5] have identified that the following three heuristics usually perform
better than other heuristics in providing a minimized makespan solution to awaken all
robots in the problem instance.

Greedy-Delay. This heuristic is one of three Greedy heuristics originallyproposed by
Sztainberg et al [7, 8]. The heuristic constructs a solutionusing a greedy choice method
starting from the first (root) vertex. At each iteration the partial wake-up tree (i.e. the
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tree defining the robots that have been awakened to date) is expanded by adding an arc
between the unassigned sleeping robot which can be reached the earliest and the robot
that can reach it in that time. As only one sleeping robot is ateach location in the problem
instances used in this research, the out-degree of each vertex is≤ 2.

Greedy-Delay with Improvements. This heuristic uses a preliminary solution tree
(e.g.from the Greedy-Delay heuristic) as input and makes improvements to the tree to
obtain a better makespan. This heuristic was proposed by Johnston and Upton [5] and
operates by moving or exchanging sub-trees in the current solution in such a way that an
alteration to make a shorter critical path is directly or indirectly enabled.

Farthest Insertion. Proposed by Marshall [6], this heuristic builds a solution by a com-
bination of either (a) appending the farthest sleeping robot to the current partial solution
or (b) inserting an appropriate sleeping robot close to an existing path and appending the
farthest sleeping robot to the inserted robot.

Each heuristic has strengths and weaknesses. The run-time of Greedy-Delay scales
well with the size of the problem (O(

√
log n) according to Sztainberg [7, 8]) whereas the

other two heuristics scale poorly and border on impracticalon problems with over 100
robots. For example, using MATLAB, Greedy-Delay provided asolution to a 192 robot
problem in under 2 minutes whereas Farthest Insertion took 80 minutes and Greedy-
Delay with improvements nearly 3 hours. However, when tested over 200 random
50-robot or 100-robot problem instances, Farthest Insertion provides solutions with a
makespan 13% shorter on average than the Greedy-Delay heuristic. Greedy-Delay with
improvements provides makespan solutions comparable withFarthest Insertion, but at
the expense of significantly longer run-time.

3 Strategies for the Freeze-Tag Problem with Unit Re-
wards

3.1 Problem Definition

By introducing rewards into the FTP we imply that either or both (a) the allowed makespan
or maximum cost is less than that required to reach all robots, or (b) the reward to be
achieved can be acquired by awakening only a subset of robots. In the former case,
the objective function is expressed as maximizing the number of robots activated within
a cost (time or distance) constraint, while in the latter case, the objective function is
expressed as minimizing the cost to achieve the target reward. In the real world this ap-
proach models the explicit tradeoff between the value of servicing a customer and the
marginal cost of doing so.

Development of a solution to the Freeze-Tag Problem with Rewards (FTP+R) re-
quires two dependent tasks, (1) choosing which robots to awaken, and, (2) providing a
good route to reach them. The solution takes the form a tree structure expanding from
the root node (starting robot). In the problem instances used in this research only one
robot is initially located at each location, so the resulting solution is a binary tree with
each branch having an out-degree≤ 2 except the root node which has an out-degree of 1.
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The objective of this research is to investigate how the two dependent tasks can best
be performed in conjunction with each other. To achieve this, the performance of four
solution strategies using three local-search based heuristics are evaluated.

3.2 Design of Heuristics

Four strategies are considered, each of which is applied to one or more FTP heuristics
described in Section 2.

Build and Trim. To modify the existing FTP heuristics we adopt a Build and Trim
strategy:

• Build: Construct a solution to the full set of robots ignoring the rewards target or
cost constraint. Compute the cost (arrival time or distancetravelled) to reach each
robot.

• Trim: In the case of a cost constraint, discard any robot where the cost exceeds
the constraint and then sum the rewards of the remaining robots. In the case of
a target reward, sort the robots into ascending cost order and identify the cost to
reach thekth robot, where the cumulative rewards for robots 1 tok achieves the
target reward.

Build with Constraints. This strategy depends on the heuristic used:

• Greedy-Delay:Build a solution tree using the normal heuristic but only awaken a
robot if the robot can be reached within the cost constraint.

• Farthest Insertion: Step 1- Discard all robots where the cost of a direct trip from
the starting location exceeds the cost constraint.Step 2- Construct a tree using
only the remaining robots. If the makespan exceeds the cost constraint, discard
the farthest robot from the starting robot and repeat step 2.Repeat step 2 until the
makespan is within the cost constraint.

• Greedy-Delay with improvements:This heuristic is unsuitable for this approach
when using a maximum cost constraint. The nature of this heuristic is more suited
to improving a Greedy-Delay solution to find the minimum costto reach a target
reward.

Build-Trim-Add. Construct an interim Build and Trim solution in which the Greedy-
Delay heuristic solution is trimmed to fall within the cost constraint. Then use the solu-
tion set of robots as input to Farthest Insertion heuristic.If the Farthest-Insertion heuristic
finds a solution within the cost constraint, then the robot that has the lowest excess over
the cost constraint in the Greedy-Delay solution is added tothe input set, and the Far-
thest Insertion heuristic run again. This process is repeated until the Farthest Insertion
heuristic can no longer find a better solution within the costconstraint.
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Table 1: Average number of robots reached by Build & Trim process over 200 problem
instances.

Heuristic makespan max=1.0 max=0.9 max=0.8 max=0.7 max=0.5
Greedy Delay (50) 1.2454 39.4 33.7 27.6 21.7 12.1

GD + Imp (50) 1.1614 38.9 30.8 23.2 17.6 8.9
Farthest Ins.(50) 1.0898 36.9 24.9 18.5 13.9 7.4

Greedy Delay (100) 1.1964 86.2 75.1 62.3 49.1 25.2
GD + imp (100) n/a n/a n/a n/a n/a n/a

Farthest Ins.(100) 1.0473 84.7 51.5 34.2 23.4 10.5

3.3 Computational Experiments: Preliminaries

MATLAB code developed by Johnston and Upton [5] and Marshall[6] was adapted
and additional functions written to enable the introduction of rewards. No alterations
were made to the original heuristics, and in all cases the cost constraint was handled by
modifying the inputs or outputs of the heuristic concerned.

To enable code testing and preliminary evaluation of each heuristic’s performance,
four problem instances containing 32, 64, 128 and 192 robotsrespectively were gen-
erated. As a consequence of this stage of the experimentation, the Greedy-Delay with
improvements heuristic was considered to be too slow to be ofpractical use on the larger
problem instances in the main experiments.

For the purposes of the main experiments, 200 problem instances were generated
by randomly placing 50 robots (100 problem instances) or 100robots (100 problem in-
stances) on an Euclidean plane with the first robot placed designated as the starting robot.
To enable comparison of the heuristic performance over different problem instances, the
distances between robots were scaled so that the distance from the farthest robot to the
starting robot in each problem instance equals one unit of distance. For the same reason,
the reward for visiting each robot was set to a unit amount.

The following experiments use an objective function to maximize the reward (i.e.
number of robots reached) within a cost constraint. An alternative objective function to
minimize the cost of reaching a target reward is a relativelystraightforward alteration to
the heuristics used, but this objective did not form part of the main experiments.

3.4 Experiment 1: Build and Trim

Objective: To compare the performance of the three heuristics using theBuild and
Trim strategy.

Results: Table 1 records the number of robots reached within varying maximum cost
constraints using the three heuristics.Because the distances in each problem instance
have been normalized, a maximum cost of 1.0 represents the direct distance between the
starting robot and the farthest robot.

Analysis: The Greedy-Delay with improvements heuristic produced poorer post-trimming
results than the unimproved Greedy-Delay tree and, given its long run-time, was only
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Figure 1: 32 robot FTP solutions using (a) Greedy-Delay heuristic (makespan1.2441)
and (b) Farthest Insertion (makespan1.0788). Critical path shown in bold.

tested on the 50-robot problem instances. The results show that on average the Farthest
Insertion heuristic produced a makespan 13% shorter than the Greedy Delay heuristic,
but this improvement was only sustainable for cost constraints at or near the makespan.

The performance of each heuristic when the maximum cost is set to one unit is influ-
enced by the original makespan. A makespan (to reach all robots) close to one indicates
nearly all robots have been activated by that stage, so trimming only a few robots satis-
fies the cost constraint. Conversely a larger makespan meansa greater number of robots
remain asleep, so the trimming process discards a larger number of robots. Because the
number of active robots increases exponentially as the awakening process unfolds, the
influence of the original makespan on the trimming stage rapidly decays as the maximum
allowable cost is decreased.

The method by which the all-robots solution was built also influences the outcome of
the trimming stage. The Greedy-Delay heuristic tends to generate a tree whose branches
fan outwards from the starting location (see Figure 1(a)). Consequently the leaf robots
(leaf vertices) are normally those farthest away and the trimming stage preserves those
robots closest to the starting robot, resulting in a compactsub-tree solution. In general, a
tree built with the Greedy-Delay heuristic and then trimmedprovides a relatively quick
and good result.

By contrast, the trees generated by the Farthest Insertion heuristic add the closest
robots last, so it is not uncommon to observe a robot near to the starting robot as a leaf
on the spiraling critical path branch (see Figure 1(b)). In such cases the trimming stage
will discard nearby robots producing poor subtree results.While the Farthest Insertion
heuristic generally produces a better makespan result thanGreedy-Delay over a given
set of robots, there appears to be no convenient method of trimming a tree constructed
by this method. Table 1 shows that trimming a tree generated by the Greedy-Delay with
improvements heuristic produces results between the two other methods.
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Table 2: Number of robots reached using the Build with Constraints process.

Heuristic max=1.0 max=0.9 max=0.8 max=0.7 max=0.5

Greedy Delay (32) 29 22 17 15 8
Farthest Ins.(32) 29 [4] 25 [6] 17 [13] 12 [13] 8 [8]

Greedy Delay (64) 59 49 36 28 19
Farthest Ins.(64) 57 [9] 48 [11] n/a n/a n/a

Greedy Delay (50) 39.4 33.7 27.6 21.7 12.1

3.5 Experiment 2: Build with Constraints

Objective: To compare the performance of the three heuristics using theBuild with
Constraints strategy.

Results: Pre-experiment testing indicated that of the three heuristics used, this strategy
was only practical using the Greedy-Delay heuristic, and, for small problem instances,
the Farthest Insertion heuristic. Consequently the experiment was confined to the two
smaller pre-experiment problem instances and the Greedy-Delay heuristic on the 100 50-
robot problem instances. The figures in square brackets in Table 2 against the Farthest
Insertion data indicate the number of iterations required to reach a solution.

Analysis: In general, the Build with Constraints strategy appears to offer little or no
improvement on the Build and Trim approach. Comparing the limited number of results
in Table 2 to Table 1 the Greedy-Delay heuristic produced almost identical results to
the Build and Trim method, while the Farthest Insertion heuristic achieved a better re-
sult using the Build with Constraints method. Since the trimming stage in the Build and
Trim approach is a reversal of the Greedy-Delay construction process it is unsurprising
that the Greedy-Delay heuristic produced similar results using both strategies. The Far-
thest Insertion heuristic converged to a solution comparable to that of the Greedy-Delay
heuristic, but the need to make several iterations, each with a longer run-time, makes
this approach unsatisfactory for problem instances largerthan 30 or so robots. Both the
Greedy-Delay with improvements and the Farthest Insertionheuristics are better suited to
the alternative objective of attaining a target reward in the minimum cost since the former
heuristic needs a solution tree and the latter a known set of robots as input. For a tar-
get reward objective, a solution tree or set of robots initially found by the Greedy-Delay
heuristic can be used as input to the either of the other two heuristics and an improved
solution produced (if possible).
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Table 3: Add stage improvement made by Farthest Insertion heuristic (100 50-robot
problem instances).

Result max cost=0.9 max cost=0.7

Avg no. of robots Build and Trim stage 35.05 22.87
Avg no. of robots after Add stage 37.96 25.21

No improvement 32% 38%
Same number of robots; lower cost 16% 23%

More robots awakened within max cost 52% 39%

3.6 Experiment 3: Build-Trim-Add

Objective: To compare the performance of the three heuristics using theBuild-Trim-
Add strategy.

Results: The approach taken in this experiment used maximum cost constraints of 0.9
and 0.7 on 100 random 50-robot problem instances. Preliminary solutions were found
using the Build and Trim strategy with the Greedy-Delay heuristic. The set of robots
from the preliminary solution was then used as input to the Farthest Insertion heuristic
which attempted to find a shorter makespan solution. If successful the sleeping robot
closest to any active robot was added to the preliminary solution set and the Farthest
Insertion heuristic run again. This was repeated until the heuristic could not successfully
add another sleeping robot within the cost constraint. Table 3 gives the computational
results.

Analysis: While there is a need for multiple iterations of the FarthestInsertion heuris-
tic, the number of iterations rarely exceeded three on the 50-robot problem instances
used. This in a significant improvement on the Build with Constraints approach which
required up to thirteen iterations on similar sized probleminstances. This improved per-
formance can be attributed to a better preliminary solutionwhich has a feasible solution
as a lower bound.

3.7 Preliminary Conclusions

By combining the speed of the Greedy-Delay heuristic with the often better results of the
slower Farthest Insertion heuristic, the Build-Trim-Add strategy appears to offer the best
outcome when considering unit rewards. However, a weaknessof both the Greedy-Delay
and Farthest Insertion heuristics in the context of differing rewards is that both heuristics
add robots sequentially without the ability to skip a low-reward robot in order to be able
to add an otherwise unattainable high-reward robots later in the sequence. The effect
of this limitation does not apply when using unit rewards butbecomes important when
considering differing rewards. Adapting the Farthest Insertion heuristic to insert robots
in descending order of value does not appear to offer a solution as both the location and
value of the robot need to be considered. This is a possible area of further research.
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4 Conclusions and Recommendations for Future Research

The aim of this research has been to investigate the introduction of rewards into a com-
binatorial optimization problem which exhibits significantly different properties to tradi-
tional vehicle routing problems. The objective has been to introduce unit rewards and a
cost constraint based on distance into the FTP and to comparethe performance of three
heuristics which Johnston and Upton [5] had previously shown to perform successfully
in solving the unconstrained FTP. For unit rewards, the Build-Trim-Add strategy appears
to be the best method of solving problems with either a cost constraint and/or target
reward. The Build-Trim-Add approach we used was a two step process which our re-
search indicates is the most suitable means of obtaining a balance between the speed
of the Greedy-Delay heuristic and the generally better results of the Farthest Insertion
heuristic. i.e.:

1. Use the Greedy-Delay heuristic to develop an interim solution with the Build and
Trim strategy.

2. Use the sub-set of robots identified in step 1 as input to theFarthest Insertion
heuristic. Depending on the objective the Farthest Insertion heuristic attempts to
either add further robots within the cost constraint, or finda solution for the given
subset of robots with a reduced makespan.

Binary tree solutions developed with the Farthest Insertion and the Greedy-Delay
with improvements heuristics performed poorly in the trimming stage of the Build and
Trim strategy indicating the better solutions generated bythese heuristics which had been
observed by Johnston and Upton [5] appear to be valid for the full set of robots only. This
research was unable to determine a satisfactory means of trimming such trees and is an
area further research may resolve.

The following areas and issues are recommended for further research. This research
considered only unit rewards and distance based costs with amaximum cost as a con-
straint. The alternative options identified by Feillet, Dejax and Gendreau [3] of mini-
mizing cost to attain a target reward, or by combining rewardand cost in the objective
function could be investigated. This research used unit rewards only, which enabled a
decision about which node to add or remove to be based on cost/distance alone. A more
complicated decision would need to be made if the rewards were different for each robot.
Further research could investigate how this should be achieved and any issues it presents.
No satisfactory method of efficiently trimming trees was found where the tree was con-
structed using the Farthest Insertion heuristic or any treewhich has been enhanced using
Johnston and Upton’s improvementheuristic. Both these heuristics provide better results
(albeit with a longer run-time) than a greedy construction method alone, but this research
did not find a satisfactory way to add or remove nodes from suchtrees. With the excep-
tion of the Greedy-Delay heuristic, the heuristics used do not scale well with the size of
the problem and problems became intractable over a relatively small size. The need to
make several iterations to arrive at a feasible solution only exacerbates the scaling prob-
lems and further research could identify better means of converging to the best attainable
feasible solution. There is not room to include details of a strategy based on clustering,
which showed that clustering was not any more successful that the methods not based on
clustering for the FTP+R with unit rewards. However, it appears to show promise on the
FTP+R with general rewards.
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Abstract 

The Open Pit Mine Production Scheduling Problem (OPMPSP) studied in recent years 
is usually based on a single geological estimate of material to be excavated. However 
techniques have now been developed to generate multiple estimates that more accurately 
describe the uncertain geology.  While some attempts have been made to use such 
estimates in mine production scheduling, none allow mining and processing  decisions 
to flexibly adapt over time in response to observation of geological properties.  Here we 
use multiple geological estimates in a mixed integer multistage stochastic programming 
approach, in which decisions made in later time periods can depend on observations of 
the geological properties of the material mined in earlier periods.  Since the material 
mined in earlier periods is determined by our decisions, the information received is 
decision-dependent. Thus we tackle the difficult case of stochastic programming with 
endogeneous uncertainty.  We extend a successful mixed integer programming 
formulation of the OPMPSP to this stochastic case, discuss generalizations, and exploit 
our model's special structure to show that in some cases we can omit a significant 
proportion of the non-anticipativity constraints. Using data supplied by a multinational 
mining company we show that this approach is reasonably tractable, and can lead to 
practical improvements. 
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Abstract 

AIMMS is a mathematical modeling system that enables people to use optimization 
technologies successfully in an operational context.  The case we handle is the process 
model that Shell has developed to optimize Fluid Catalytic Cracking Units. This model 
accurately predicts the economic impact of changes in operating conditions and can 
optimize the process performance on a continuous on-line basis. 
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Abstract 
 
The volatility in the prices of agricultural commodities has been creating problems for 
national governments, global non-government organisations and is affecting a large 
section of the population. Since these commodity markets are found to be complex, the 
traditional methods that have been used to study them have not been successful. Taking 
this into consideration, this paper seeks to develop a methodology for understanding the 
agricultural commodity markets using a systems thinking approach. In doing this a 
combination of system dynamics and cognitive mapping is used to study the Indian 
natural rubber market. In this regard, the paper proposes a ten step methodology using 
the combination of these two methodologies. 
 
1. Introduction  
 
The volatility of agricultural commodity prices has been a major hurdle in decision-
making by farmers, consumers and governments around the world. Agricultural income 
is the major source of revenue for a major portion of the world's population and the 
farmers of primary commodities in developing countries face substantial income risk 
due to price fluctuations (Zant, 2001). At the individual level volatile commodity prices 
undermine a producer’s ability to plan for the future, and this hurts the poorest segments 
of society most. Analysing the sources of such volatility in the commodity prices is 
critical for designing appropriate policies to stabilize agricultural markets, reduce 
poverty and increase economic growth. Thus, understanding the behaviour of the prices 
of commodities has become essential for the benefit of the society at large.  Trying to 
understand this behaviour in prices has been a problem that many researchers have 
attempted to address, but most of them using the econometrics and regression analysis 
have not been successful as expected. This paper intends to develop a methodology to 
understand the dynamics in agricultural commodity markets using a systems thinking 
approach. In doing this it considers Indian natural rubber market as a case. 

 
This paper is organised with the next section looking at the natural rubber market 

and this is followed by a section on commodity markets. Then, the systems thinking 
methodology is discussed followed by the section on the methodology to be used in 
understanding the natural rubber market in India.    
 
2. Natural Rubber 
 
Rubber is a global industry in which production and consumption are dispersed around 
the world.  Natural rubber is a peculiar commodity in many ways. It is one kind of bulk 
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industrial raw material. It is the developing Asian countries that grow over 95 percent of 
all natural rubber, while the export of rubber products is mainly carried out from the 
developed countries (75%) (Haana et al., 2003).  Natural rubber is also a perennial crop, 
crop that needs a number of years to mature and then generate output for several 
decades. Rubber trees usually start production only after a gestation period of about five 
to seven years and then yields for some 25 to 35 years after which it is replanted or 
uprooted. This makes investment decisions more complicated than other agricultural 
commodities.    

 
Similarly synthetic rubber which is a strong substitute product for natural rubber 

influences the price of natural rubber. Natural rubber is also unique in the sense that it is 
consumed as an industrial raw material but produced as an agricultural commodity. 
Thus it gets affected by factors influencing both agricultural commodities and industrial 
commodities. With over 80 percent of natural rubber being sourced from independent 
smallholders, natural rubber becomes a social commodity where more than 30 million 
small farmers are at stake worldwide (Budiman, 2002). This makes the volatility in 
prices of natural rubber a big concern to all especially the smaller farmers who are 
depended on it. These peculiarities differentiate natural rubber from other agricultural 
commodities, and make a study of natural rubber market more relevant.  

 
2.1 Indian Natural Rubber Market  
 

Rubber is a prominent plantation crop of considerable significance to the Indian 
economy. Haana et al. (2003) finds the Indian natural rubber market  interesting because 
of its scale, India is not only among the main growers, but also among the main 
consumers. Also the dominant position of natural rubber relative to synthetic rubber, 
both in production and consumption is peculiar to India and contrary to the situation in 
the world market in which synthetic rubber has a dominant position (Zant, 1994).  

 
With respect to the Indian market, rubber prices have become a matter of concern 

for both domestic producers and user industries. Violent fluctuations in the prices of 
natural rubber have now become regular phenomena. This high level of volatility affects 
the producers, consumers and the national government. Those affected most will be the 
most vulnerable ones like small farmers and workers who are large in numbers. In the 
case of the Indian natural rubber market small holders with average holding size less 
than 0.5 hectares account for nearly 85 percent of the area as well as production (Harilal 
& Joseph, 1998).  

 
Thus considering the peculiarity of natural rubber as an agricultural commodity and 

importance of this commodity in India, a study on the Indian natural rubber market 
becomes relevant and interesting, but studies on this market has been very little and 
limited. We shall now briefly look at some of the literature with respect analysing the 
volatility in price in the commodity markets and natural rubber market in India. 

 
3. Commodity Markets 
 
There is an enormous amount of literature that has looked into the commodity markets 
including agricultural commodity markets. A review of these studies is beyond the 
scope of this paper. It is seen from the literature that studies with respect to forecasting 
prices have not been successful. It is also seen that the understanding of various factors 
and their effects on price have not been conclusive and results varies to a large extent. It 
is to be noted that these factors have been studied individually, but how these factors are 
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interrelated and vary in intensity with respect to time have not been looked into. 
Similarly most of these studies have used econometric methods. For better 
understanding, it seems we will have to look at this problem from different perspectives 

 
With respect to the natural rubber, one of the prominent features of the natural 

rubber market is its price variability (Lim, 2002). The studies on international natural 
rubber markets have been limited and few in number. The factors found to influence 
natural rubber prices in some of these studies include weather, currency movements, 
futures markets activities, the International Rubber Organization and irregular demand 
(Jumpasut, 1992). According to Barlow (1997) the four key elements influencing rubber 
sector are market conditions, technologies, institutional arrangements and government 
interventions. In this regard Burger and Smit (1997) have found that at the country 
level, the factors that influence demand for natural rubber are domestic economy, rubber 
consumption, vehicle and tyre production, and the influence of synthetic rubber prices. 
These are some of the relevant studies, from the literature it is seen that these studies 
have looked at this market considering various factors individually based on mostly 
econometric methods.  

 
Natural rubber market in India is one of the major agricultural commodity markets 

in the country. But there has been very few studies done on this market, Lakshmi et al. 
(1996) have found that production, consumption, stock, imports and world price of 
natural rubber are most significant variable influencing the price of natural rubber in the 
Indian market. Veeraputhran (1999) had found that the level of stockholding, synthetic 
rubber price, levels of consumption and the government policy interventions was 
influencing the price. He has also found that even though the area of production has 
decreased there has been an increase in the yield, thus not affecting the volume of 
output. These are few of the studies on natural rubber market in India. 
 
3.1 Limitations of Present Research in Commodity Markets 

 
In trying to analyze the commodity markets including natural rubber market in 

India, it is the traditional methods that have been commonly used. The most 
prominently used methods being econometric models and regression analysis. There 
have been serious doubts about the applicability of such methods in complex situations 
as those found in commodity markets. Criticising the drawbacks of mathematical 
models used to describe economic behaviour Forrester (1956) feels that such model 
formulations have been rather unsuccessful. He believes that in order to be effective, 
techniques using differential equations, computers, simulation etc which can study the 
dynamic behaviour of complex systems have to be used. The effectiveness of these 
methods in understanding economics systems including markets have been questioned 
by others like McCauley and Kuffner (2005) and Shilling (2003). 

 
Regarding the current state of research in modelling of commodity markets, Labys 

(2003) finds that the most basic type of commodity model, from which the econometric 
modelling methodologies have developed, is the competitive market model. Such a 
model initially neglects market imperfections and assumes that commodity demand and 
supply interact to produce an equilibrium price reflecting competitive market condition. 
He says improvement in our theoretical and statistical understanding of commodity 
market behaviour requires that we return to the specifications, estimation and simulation 
of structural commodities model in which feedback again play a role and we must move 
from univariate to multivariate analysis in which the disequilibrium dynamic interaction 
between quantity and price variables are reconsidered.  
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Thus it can be said that, despite a seemingly extensive literature, the behaviour of 

the prices of primary commodities remains poorly understood. Also it is seen that 
literature on markets and pricing of agricultural commodities are mostly confined to 
addressing questions of price instability but studies interlinking the price movement 
with its structure are scanty (Veeraputhran, 1999). So, it is considered to be necessary to 
explore the underlying structure of the commodity market and its dynamics in order to 
understand the behaviour in prices.  

 
3.2 Complex problems 
 
Rosenhead and Mingers (2001) points out that decision making takes place in a 
condition of complexity. They say it is complex since both the organizations and 
individuals operate in an environment of densely interconnected networks, in which 
there will be wider ramification of decisions made. Since the Indian natural rubber 
market has large number of participants like producers, consumers, traders and 
regulators, who interact among themselves in the market. Their activities in the market 
are well connected and in fact it is their interaction that constitutes the market. They are 
all operating independently, and all of these interactions have implications on the 
market which in turn affects all others. At the same time they have different perceptions, 
intentions and objectives while interacting. Similarly as seen earlier various factors like 
production, consumption, stock holding, price of petroleum etc influence this market. It 
can also been seen that the decisions taken by any of these groups do affect the market 
and the price thus affecting other participants, so it can be said that there is wider 
ramification of decisions made. This is more complicated when the fact that these 
participants have different intentions and perceptions, which at times are opposite to 
each other is taken into consideration. So the natural rubber market in India is seen to be 
an environment of densely interconnected network and so it can be termed to be a 
complex system.  
 

Thus taking into consideration the limitations and failure of the methodologies being 
presently used in understanding the agricultural commodity markets including the 
Indian natural rubber market. This paper proposes to develop a methodology using 
systems thinking approach to study the structure and dynamics of the Indian natural 
rubber market. 
 
4 Systems Thinking 
 
Drawing attention to the problem of reductionism, present in analysing the problem 
situations, Sterman (2000) feels many scholars are calling for new ways of thinking and 
acting, they are advocating the development of systems thinking – the ability to see the 
world as a complex system. A system in which we understand that ‘you can’t just do 
one thing’ and that ‘everything is connected to everything else.’ Thus it can be said that 
systems thinking offers a new way of thinking based on the primacy of the ‘whole’ and 
of relationships for understanding and dealing with hidden complexity (Maani & 
Cavana, 2007). Commenting on the power that system thinking offers to managers in 
understanding problem situations, Jackson (2003) is of the opinion that systems 
language has proven itself more suitable getting to grips with real world management 
problems than that of any other single discipline. In this regard, when trying to 
understand complex problems, we have to look beyond personalities and events into the 
underlying structures which shapes the problem, because ‘structure influences 
behaviour’ (Senge, 2006). We will have to look under the events to the underlying 
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structure that is generating these events, if we are to understand the problem situation. 
Systems thinking can be considered to be an appropriate methodology in doing this. 

 
Systems thinking is not a single method or methodology. It is a family consisting of 

large number of methods or methodologies that is growing in number and having 
different philosophies and assumptions. Checkland distinguishes two types of systems 
thinking – hard and soft  (Checkland & Holwell, 2004; Rosenhead & Mingers, 2001). 
Hard systems thinking assumes that the world consists of systems that can be 
objectively modelled, that there are well specified and agreed objectives or goals and 
that its main task is to determine the most effective or efficient means to realise those 
goals. On the other hand soft systems thinking accepts that the rich complexity of the 
world cannot be modelled, let alone optimised. It believes that systems concepts should 
be used in structuring our thinking and learning about problematic situations and we 
should aim for debate and accommodation about the nature of the problem, rather than 
its solutions.  

 
Checkland & Holwell (2004) are of the opinion that while the ‘hard’ approaches 

assume the world to be complex of interacting systems, soft system methodology 
assumes that the process of inquiring into world can be organized as a (learning) 
system. Checkland & Holwell (2004) also drawing on earlier works of Checkland 
explain how these two systems perspectives take different positions with respect to the 
problem. According to Jackson (2000) something more than these two hard and soft 
approaches was need if systems thinking was to realize its potential. This has led to the 
development of a third approach known as critical systems thinking. This has allowed 
systems thinking to mature as a transdiscipline, and has set out how that variety of 
methodologies, methods and models now available can be used in a coherent manner to 
promote successful interventions in complex situations. 

 
Various methods and methodologies have been grouped under these hard, soft and 

critical approaches. While, methods like system analysis and systems engineering are 
considered under hard systems thinking, methods like soft system methodology, 
strategic option development and analysis are considered to be soft systems thinking 
and multimethodology as critical systems thinking (Jackson, 2000; Lane, 1994). One of 
the prominent methodologies among the systems thinking approaches is system 
dynamics. 
 
4.1 System dynamics 
 
System Dynamics (SD) originally  known as Industrial Dynamics was developed during 
the 1960s at the Massachusetts Institute of Technology by Jay Forrester (Forrester, 
1961). System Dynamics methodology uses theory of information feedback and control. 
SD paradigm believes that world is complex and it is possible to capture this complexity 
in a model (Forrester, 1961). System dynamics assists the decision makers in 
understanding the complex problem by looking at the structures that produces the 
problem. System dynamics is based on the notion that delays and feedback loops are 
responsible for much of the behaviour in a complex system. Thus in order to understand 
a system these two features have to be accounted for. SD uses two basic concepts of 
‘level or stock’ and ‘rate or flow’ to represent these. While level refers to accumulation 
of resources within the system, rates are the movement of resources which causes levels 
to rise or fall or to remain constant. System dynamics uses the Causal Loop Diagrams or 
Influence Diagrams to understand the feedback loops in the system. These are then 
converted into flow diagrams which represent the relationship between levels and rates 
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that makes up the system dynamics model. There are various softwares like Powersim, 
ithink etc that are helpful in this process. The system dynamics approach combines the 
power of human mind with the strength of today’s computers. 

 
System dynamics has been found to be successful in many cases related to 

commodity markets and economy. Meadows was one of the first to understand the 
usefulness of SD in modelling commodity markets.  Meadows (1970) has developed a 
SD model of commodity cycles and also applied it in the case of livestock. Similarly 
Sterman (2000) explains how SD can be used successfully in studying commodity 
markets. He feels that SD can be helpful in understanding all commodities including 
agricultural commodities. So this methodology will be helpful understanding the 
underlying structure that is responsible for the volatility in price of natural rubber.  

 
But some of the researchers have noted about some of the limitations in the use 

system dynamics in complex problems especially those of ‘messy’ types. Rodriguez-
Ulloa & Paucar-Caceres (2005) are not sure as to under which world views 
(weltanschauungen) the causal models representing the problem situation are 
constructed when using SD. In this  direction Lane and Oliva (1998) feel that system 
dynamics rarely touches on practical means of helping participants generate and 
articulate a richly divergent set of significantly different views which might then inspire 
different issues upon which a model building study may centre. These criticisms shows 
that system dynamics is found lacking in considering multiple perspectives of the 
problem situation while trying to understand the situation. 

 
Understanding the above mentioned limitations with respect to system dynamics, 

some methods to overcome this has been developed. It is felt that stages of other  
system-based methodologies could help and complement system dynamics, thus 
overcoming the limitations of system dynamics (Rodriguez-Ulloa & Paucar-Caceres, 
2005).  Commenting on the benefits of combining system dynamics with other softer 
methods, Lane (1994) is of the opinion “From the point of view of the system dynamics 
community, perhaps the most interesting characterization is that whereas hard OR is 
about finding solutions to problems, soft OR is about the continuing facilitation of 
learning about situations”. 

 
4.2 Cognitive mapping 
 
Cognitive mapping is usually used to elicit perceptions of the participants and so they 
are intended to represent the subjective world of the interviewee (Eden, 2004). 
Essentially, a cognitive map is a graph composed of nodes and links (relationships) 
connecting the nodes. It aims to shows their explanation for why the situation is as they 
construe it and why it matters to them. In management science, Eden (1988) has 
developed an interactive interview based technique to model cognitive maps of 
individual’s domain related to belief systems. 

 
Individual cognitive maps are made through interviews to elicit information from 

individuals. This is designed to help depict the structure of the problem and it is a 
representation of the way in which a person believes a situation has come about and 
why it is problematic (Ackermann. et al., 1994). Group or merged maps are often 
developed by merging several cognitive maps derived from individual member. A 
merged map is more formally a cause map rather than a cognitive map as it does not 
represent the cognition of a single person (Eden, 1994). Cognitive maps are 
characterised by a hierarchical structure which is most often in the form of means/ends 
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graph with goal type statements at the top of the hierarchy. However, it is often found 
there is some circularity in which a chain of means and ends loops back on itself. These 
feedback loops, when they exist usually play an important role in problem solving. 

 
Thus cognitive map can be said to be a directed graph that focuses on a qualitative 

understanding of the situation through linkages between constructs and when used as 
the basis for problem structuring like in system dynamics can be rolled into an influence 
diagram (Ackermann. et al., 1994).  Then this influence diagram can be used as a 
system dynamics flow diagram of rates, levels and auxiliaries. Thus, the individual 
maps are converted into merged maps or causal maps. These merged maps are then 
collapsed on the basis of the feedback loops and converted into influence diagram and 
finally into system dynamics model.  

 
With respect to the methodologies to be used to understand problem situations, 

Mingers (1997) is of the opinion that all problem situations are complex and multi-
dimensional, involving material, social and personal aspects. He suggests that wherever 
possible a range of methodologies (or parts thereof) across the paradigms should always 
be used. He also adds that if a problem situation is approached through the perspective 
of a single methodology (or paradigm) then important aspects will be ignored. Thus 
with respect this research on understanding the complexities in the Indian natural rubber 
market, a combination of cognitive mapping and system dynamics would be an 
appropriate methodology. But in doing this we are dealing with two methodologies with 
different philosophical assumptions. Let us see how this can be made possible. 

 
4.3 Multimethodology 
 
Combining together more than one techniques or methods (in whole or part), both 
quantitative (hard) and qualitative (soft), in dealing with real-world situation whether 
the purpose is pure research or a practical intervention has been termed 
“multimethodology” (Mingers, 1997). This debate about mixing of methods is active 
within the management science, especially in the case of systems approaches. Mingers 
and Brocklesby (1997) feel that in recent years the number of methods, techniques and 
methodologies in this field has burgeoned, all having very diverse characteristics and 
stemming from various paradigms based on differing philosophical assumptions. They 
are of the opinion that in order to make the most effective contribution in dealing with 
the richness of the real world, it is desirable to go beyond using a single methodology 
and go in for a combination of several methodologies, in whole or in part, and possibly 
from different paradigms. They also add that, this offers a variety of approaches to the 
enhance practice. 

 
Multimethodology is being increasingly used with respect to the systems approach 

in management, but there have been various views and directions that have been taken. 
One of the approaches to multimethodology is ‘critical pluralism’ put forward by 
Mingers (1997), this is based on the philosophy of ‘critical realism’ developed by 
philosopher Roy Bhaskar. This paper uses this approach towards multimethodology.   

 
5 Methodology 
 
In this research the Indian natural rubber market is to be studied using a combination of 
cognitive mapping and systems dynamics. This method is considered taking into 
account the requirement of better understanding of the market and the limitations of 
these methods when used individually. In this regard Pollack (2007) is also of the 
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opinion that combining hard and soft paradigms can provide valuable insights into a 
situation than relying only on one which may unnecessarily limit a project.  

 
The methodology will use cognitive mapping for problem structuring phase and 

system dynamics for modelling and understanding the dynamics of the market. Earlier 
combination of cognitive mapping and system dynamics have been used successfully 
for making claims for disruption and delay in projects (Ackermann et al., 1994). In 
understanding the Indian natural rubber market the methodology will consist of ten 
steps as shown in Fig 1, these steps are explained briefly. 
 

1. Collection of preliminary information: A preliminary study of literature and some 
stakeholders will be done in this stage to identify the various participants in the natural 
rubber market in India.  

2. Construction of cognitive maps: Cognitive maps are to be constructed from 
individual interviews conducted with the various participants in the market.   

3. Construction of merged / causal map: In this step the individual cognitive maps 
will be merged into a merged map.  

                  

10. Use the learning from the model to understand t he
problem situation and making decisions.

9.  Share the finding  and insights of the model wi th
stakeholders for learning about the system

8.  Test the model to see if it reproduces the prob lem
behaviour

7.  Development of simulation model

6. Construction of stock and flow diagrams

5.  Construction of Influence diagram /   causal lo op
diagram

4.  Validation of merged / causal map

3.  Construction of merged / causal map

2.  Construction of cognitive maps

1.  Collection of preliminary information

Steps in research
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              Fig. 1:  Methodology for understanding natural rubber market.  
 
4. Validation of merged / causal map: In this step the merged map will be shown to 

the participants and other stakeholders for validation. The purpose of validating the 
merged map is to confirm that there are no misrepresentations or omissions of concepts 
or links in the map.  

5. Construction of Influence diagram / causal loop modelling: In this step the cause 
map is converted into influence diagram or causal loop diagram. This collapsed causal 
maps is then converted into influence diagram or causal loop diagram. 

6. Construction of stock and flow diagrams: In this step, continuing from the causal 
loop diagram the variables are defined, estimation of parameters and specification of the 
structure are done. The stock and flow diagram is constructed during this stage. 

7. Development of simulation model:  The construction of computer simulation 
model is done and tests for consistency are done during this stage. 

8. Test the model to see if it reproduces the problem behaviour: In this step the 
structure developed is tested to see if the model reproduces the problem behaviour 
adequately. The evaluation of the performance of the policies and strategies with the 
model for different scenarios are done.  
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9. Share the finding and insights of the model with stakeholders for learning about 
the system: In this step the insights from the modelling process are shared with the 
stakeholders for learning process.  

10. Use the learning from the model to understand the problem situation and making 
decisions: This will help then to understand the complex situation faced by them as 
participants in the natural rubber market in India.  

 
According to Sterman (2000) modelling is a feedback process, not a linear sequence 

of steps, models go through constant iteration, continual questioning, testing and 
refinement. So, eventhough the methodology proposed is given in ten steps, it may not 
be able to proceed through steps without reviewing and refining earlier steps, it will be 
an iterative process.  
 
6 Conclusions 
 
In this paper considering the importance of understanding the behaviour of price in the 
agricultural commodities and the limitations with respect to the econometric methods 
used presently, a multimethodological systems approach has been discussed. This 
methodology uses a combination of cognitive mapping and systems dynamics in a ten 
step process. This has been developed with respect to the study of the Indian natural 
rubber market. It is expected that this methodology will be useful for understanding of 
the behaviour of prices in the natural rubber market in India. It can also be replicated for 
other commodities. 
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Abstract 

This paper examines seemingly unrelated problem situations and dilemmas faced by 
decision makers and policy makers in the health, telecommunications and mining 
sectors.  It demonstrates the mutually informing use of systems representational tools, 
such as the Causal Loop Diagrams of System Dynamics and the Theory of Constraints’ 
Evaporating Cloud/Conflict Resolution Diagrams, as a means of building understanding 
of the systemic structure of such dilemmas, and as a means of providing an appropriate 
platform for decision making. 

In particular, the paper examines the dilemmas faced by regulators seeking to 
improve price/quality relativities in the telecommunications sector, by politicians 
seeking to legislate the broadening of service provision in the primary healthcare sector, 
and by competition authorities and the judicial system charged with determining access 
rights to the private transport infrastructure of mining companies in remote areas. 

In doing so, attention is drawn not only to how Senge’s archetypes (2006, 1990), as 
commonly occurring systemic structures, support thinking and modeling and provide a 
basis for recognizing the communality of structures embedded within the dilemmas, but 
also to how we may move from the mere recognition of “problem” archetypes to what 
Wolstenholme (2004) and Hämäläinen (2008) refer to as “solution” archetypes.  In 
addition, the paper also seeks to reveal how methodological insights about the nature of 
TOC’s conflict resolution process (Goldratt, 1990, 1997; Dettmer 2007) allow it to 
reflect and address the ambiguity that often arises from the inherent nestedness of 
conflict.  

Key words: Multi-methodology, Systems Thinking, Theory of Constraints, Causal 
Loop Diagrams, Conflict Resolution, Evaporating Cloud. 
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Abstract 

Current transport planning practice is dominated by narrow analytical studies. Very 
little effort currently goes into broad quantified analysis to inform the 
understanding of the big transport picture. The best current approaches in New 
Zealand are represented by multi-modal strategic models in the main metropolitan 
areas, but even these have major limitations, and there are very few techniques that 
can be used for inter-regional and national transport planning. The presentation uses 
examples to argue for the increased use of approximation techniques at the strategic 
level to provide policy developers and decision-makers with appropriately 
quantified information. 

 

1  Introduction  

This paper puts the case for strategic techniques to be used to describe the big 
transport picture. The purpose of this is to enable policy makers, strategy 
developers and programme compilers to understand needs and to visualise the 
probable effects of their actions.  

In the explanatory note for the recent Land Transport Management Amendment 
Bill (April 2008) it was stated that ‘’There is a strategic gap between the vision and 
broad objectives in the NZ Transport Strategy and their implementation’’ 

Various initiatives have occurred since the enactment of the LTMAB in July 
2008, to try and fill this strategic gap, including the publication of a revised New 
Zealand Transport Strategy and the new government policy statement (GPS) on 
requirements and actions to 2015.   

However, the success of these initiatives are dependent on policy makers, 
strategy developers and programme compilers being able to understand and deal 
with the big picture and at present the transport sector is simply not geared up to do 
this. 

2  Over-precision  

Quantified techniques are needed for the majority of transport policy and planning 
purposes. Transport models are simply ways of organizing and standardizing these 
techniques. Models can be used in a variety of circumstances, ranging from a very 
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broadly scoped analysis to very narrowly focused single topic approaches. Current 
transport planning practice in NZ is dominated by the latter.  

As an example, I recently attended a transport modelling conference (IPENZ 
Modelling User Group, October 2008) at which only one out the 18 papers dealt 
with strategic issues, the remainder being concerned with detailed technical or 
localised modelling.  

Transport models are made up of mathematical formulations and are typically 
composed of a maximum of four stages, although most current NZ modelling is one 
stage and one mode, namely road traffic assignment.   

A rapidly growing branch of one stage modelling is called ‘micro-simulation’ 
which often requires painstaking calibration in order to illustrate a simulation of 
each and every single vehicle moving though the system (or not as the case may 
be).  Some of these models have fabulous graphical representation and can even 
detail every leaf on every tree on the roadside landscaping, another benefit from 
ever increasing computer processing capacity.  

Another precise methodology is used for detailed cost benefit analysis 
supported by two large volumes of formal technical requirements (LTNZ, 2008). 
This involves the economic appraisal and financial appraisal of individual projects 
and is sometimes used as a decision making tool and to develop a de-facto ‘bottom-
up’ transport strategy.  

But what is the real benefit of micro-simulation and of detailed economic 
appraisal? What do these precise techniques tell us about overall performance of the 
transport system and the opportunities available to meet wider objectives? The 
short answer is very little. 

This is not to decry either micro-simulation or economic appraisal, quite the 
opposite, as all models and methodologies have their place, but really to caution 
against an over-emphasis being placed on precise but limited techniques.  

3  Approximation 

Precise techniques do not assist in describing the big transport picture or in 
developing integrated strategies. Consequently, this does not help in improving the 
performance of transport sector and in achieving national targets, including those 
for public transport, walking and cycling, single occupancy vehicles, rail and sea 
freight. 

Currently, most policy and strategy development is based on piecemeal (but 
precise) analysis, subjective judgment or anecdotal evidence.  This is a serious state 
of affairs given that the national public spending on transport in NZ is well in 
excess of $2.5 billion annually.  

Very little priority is currently placed on broader quantified analysis aimed at 
describing, forecasting and assessing the big transport picture. By this I mean the 
overall levels of current and future modal demand and the impact of this demand in 
environmental, social and economic terms.  

Quantified forecasting and assessment is absolutely critical and central to 
transport planning. If this means adopting approximate techniques to produce 
current best estimates for quantified sensitivity test purposes, then count me in. 
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4  Current strategic approaches 

Some national models have also been developed for specific purposes, for example 
the vehicle fleet emissions model, the national safety model and the national land 
transport funding model, but these only have limited applications and do not 
address the full range of current policy requirements. Various other national models 
have been developed in the past, including a freight model, a rail emissions model 
and a traffic model but these are all now defunct.  

The best current approaches to transport planning in New Zealand are 
represented by multi-modal strategic models in the main metropolitan areas, but 
even these have major limitations. These strategic models are called four stage 
models:  

Stage 1 Trip generation and attraction 
Stage 2 Trip distribution  
Stage 3 Mode choice 
Stage 4 Trip assignment  

A critical component of transport models is the function used for the trip 
distribution stage. The theory behind this is that the amount of travel between two 
zones can be represented by a gravity function incorporating the scale of the 
activity in each zone and the difficulty (or ‘impedance’) in travelling between them.  

These models are also heavily reliant on exogenous data, concerning future 
demographic, car ownership, land-use and economic conditions.  

Models also still tend to be developed mainly for ‘operational transport’ 
problem solving, such as improving travel times and reducing travel delays in 
problem locations. However, transport objectives extend far beyond operational 
transport considerations, including requirements to contribute to better health, 
access and environmental conditions.  Furthermore, a range of national targets now 
have to be addressed and models have a key role to play in doing this.   

All of the above means that transport models are usually reasonably good at 
predicting future ‘business as usual’ conditions, which is another way of describing 
‘expected future conditions based on current policy settings, proposed expenditure 
and anticipated funding’.  Transport models are also helpful in testing the potential 
effect of potential road or public transport network changes. However, for a range 
of other purposes, for example; testing non-motorised mode initiatives, alternative 
freight strategies, demand management options or price-based measures, 
conventional transport models are quite limited.   

Transport models are also costly to develop, for example, the most recent 
Auckland model has public transport and interactive land use model components 
and has cost over $5m.  Even so, the structural issues described above, mean that 
transport models currently have limited applications for policy, strategy and 
programme development purposes.   

5  Need for better strategic approaches 

In an ideal world, all existing transport models would be improved and appropriate 
models would be comprehensively and be seamlessly co-ordinated at the strategic 
and national scale.   
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Improvements in conventional transport models are occurring, but at quite a 
slow rate and more rapid progress along the following lines would greatly assist in 
informing policy and strategy development: 
• Be aware and take account of the needs of the ‘centre’.  In other words, future 

model developments could be designed to better meet and inform national 
objectives, policy and strategy development, as well as regional and local needs.  

• Continue to improve and develop models to be as useful, well based, accurate, 
well scoped, versatile and  responsive as possible, applying better techniques 
and more realistic methods, for example:  
� Extend all significant models to four stages unless clearly not warranted.   
� Incorporate better base survey data  
� Avoid approaches based on traffic engineering and predict and provide.    
� Use variable (not fixed) demand matrices, fully allowing for induced traffic.  
� Consider land use planning and the interaction with transport supply.   
� Include a policy and strategy options testing capability.    
� Implementation of consistent definitions and analytical techniques.  
� Better data comparison and verification methods. 

• Outputs could include representations of all national targets, for example with 
respect to: public transport, walking and cycling, single occupancy vehicles, 
speed and reliability on critical routes and emissions.    

• Incorporate longer distance representation of travel and transport issues outside 
the detailed modelled area, where possible.  

• Allow convenient and affordable access to models for all potential users. 
Furthermore, it would be very useful to develop a national NZ transport model 

which could address inter-regional and national scale issues. Such a model could 
take the form of a synthesized conceptual model or a national network model. 
However, neither of these are in prospect in NZ in the near future, due to a lack of 
focus and commitment to strategic modelling. 

All of the above improvements are worthy aspirations, but as ‘Nirvana’ is 
unlikely to occur for a while, in the interim there is a need for the increased use of 
approximation at the strategic level to provide policy developers, strategy 
developers and programme compilers with appropriately quantified information.  

One way of approaching this is by developing a simplified transport demand 
model. This type of model emphasises the use of readily available and simpler 
model features in order to supplement the information and capability of existing 
models (Ortuzar and Willumsen, 2006).  A number of such models have been 
developed internationally, for example, the Transport Policy Model and Strategic 
Transport Model, both developed by the UK Transport Research Laboratory.  

This year a simplified transport demand model was developed in NZ for central 
policy and strategy assessment purposes, called the Strategy Review Model (SRM).  
The model relies on outputs from four stage transport models, together with 
selected other data sources, to undertake policy and strategy tests for modelled 
areas and also to compile aggregate effects at the national scale. By building on the 
capability of existing models, SRM can be said to represent ‘fifth stage’ modelling 
for policy and strategy development purposes.  

SRM is based on elasticities, cross elasticities, diversion rates and impact 
factors, derived from empirical analysis, studies and literature. The initiative to 
develop SRM was borne out of necessity, in order to get an answer to the burning 
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questions of the moment.  The model is far from perfect and is still in active 
development mode to improve the representation of current and future conditions. 
However, following an initial peer review (Willumsen, 2008) SRM has been used 
to provide sensitivity test information for various purposes as follows:  
� National and regional scale forecasts of NZTS target performance. 
� Regional and local area policy option testing for strategy assessment.  
� Corridor travel planning policy option testing for package assessment  
The model covers the years 2007, 2015, 2025 and 2040 and is designed to test the 
likely impact of different combinations of various factors, including: 
� Public transport service levels and fares 
� Changes in private vehicle costs (including those related to road pricing and 

road building) 
� Oil prices  
� Local strategies, such as travel demand management.   

In the short term, without making use of simplified demand models, it is very 
difficult to see how strategic transport policy and strategy development in NZ can 
be adequately informed and tested.   

6  Conclusions 

There is a long term need to continue to improve and co-ordinate existing transport 
models and supporting techniques and also to develop a national transport model. 

However, this will take some time and in the short term there is a need to aim to 
be ‘approximately right’ rather than continuing to be ‘precisely wrong.’ 

Better strategic approaches are needed to describe and explain the big transport 
picture and to provide a better context in which to undertake more localised and 
more detailed modelling.  

Mathematicians have an important role in building the big picture. More 
specifically, operational research could add considerable value to the strategic 
assessment process through helping with techniques to maximise, minimise and 
optimize national and regional targets, all of which represents the current frontier of 
transport planning activity in NZ.  
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Abstract 

Governments needs to know the overall implications of providing capital or operating 
support to the private sector as the government contribution to potential public private 
partnership (PPP) projects.  This paper lays out the methodology by which road tolls 
impact the economic return of the projects and further, given that impact, what level of 
public support is justified by the relationship between the economic return and the 
financial return. 

The economic analysis compares the overall cost of the project with the economic 
benefits to be realized.  Those benefits include: 

• User benefits on the new road.  This includes savings in vehicle operating cost, 
travel time saving and accident cost saving; 

• User and agency benefits on the existing road resulting from lower traffic. This 
includes travel time savings and reduced maintenance cost due to the lower 
traffic; 

• Other generated or induced traffic benefits resulting from increased economic 
activity resulting from the lower generalized transport cost offered by the new 
road. 

The maximum traffic and hence the maximum benefits are achieved at zero toll.  After 
that, any increase in tolls will reduce traffic and the total economic benefit. Suppose a 
toll is set at the revenue maximizing rate to ensure that users pay as much of the cost of 
the road as possible.  At that point the financial return is maximized but it may still be 
below the threshold investment rate.   Is there then an economic argument for public 
support to increase the financial return to the investor?  With budget constraints, many 
governments consider PPP to be a viable strategy for infrastructure investment. . We 
present a methodology that lets governments evaluate such proposals. 

Examples are presented that illustrate the methodology. 
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Abstract  

Operations Research (OR) or Management Science methods tools have become 
increasingly popular for tactical, operational and organizational decision making. The rapid 
growth of industrialization in Malaysia in recent years has created vast opportunities for 
the fruitful utilization of OR methods for decision making.  In 1986, Kwong reported on 
the use of Operations Research in Malaysian organizations.  About 22 years have passed 
since then and the business landscape has dramatically changed. This aim of this paper is 
to provide a perspective on the current state of OR practice in Malaysian companies 
comparing the present situation with the past. This paper provides an account of a recent 
questionnaire survey of public listed Malaysian companies. It discusses the utilization of 
major OR methods for decision making, the application areas, the use of computational 
software, and the major obstacles in implementation in Malaysian companies.  

Key words: Operations Research practice, Malaysia 

_________________________________________________________________________ 

1.1  Introduction 

The increasing pace of technological development and the accelerating knowledge based 
global competition makes the quality of decision more critical to success than ever before.  
The ultimate profitability and viability of the business venture and the company depends 
on effective decision making. To gain competitive advantage in today‟s business 
environment, companies seek more effective ways of making decision. Operations 
Research (OR) or Management Science methods provide managers with analytical 
capabilities and information that improves decision making. OR methods have grown in 
popularity and are increasingly being integrated into business enterprises for tactical, 
operational and organizational decision making.   
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In the past few decades, there has been a number of studies on the practice of OR 
techniques in several countries. Although most of the studies have been carried out in the 
developed countries, notably in US, UK, and Nordic countries (see for example Lane et al., 
1993; Ranyard, 1995; Jeffrey and Seaton, 1995; Kivijavri et al., 1995; Olafsson, 1995; Kao 
and Liu, 1997; Abdel-Malek et al., 1999; Chen and Wei, 2002; Stenfors, 2007), there are 
some in developing countries (Srivastava, 1985; Sculli and Yau, 1986; Kwong, 1986; 
Smith, 1987; Kemp and Yousef, 1995; Li et al. 2000), and even a few in underdeveloped 
countries (Aggarwal, 1994; Ehie and Smith, 1994). These studies provide evidences that 
OR is being used everyday in many companies. The revolution in the computer technology 
and the ease of solving problems using computers have increased the popularity of OR 
techniques and its applications (Geoffrion, 1992). The most popular OR techniques used 
were cost benefit analysis, linear programming, inventory analysis, project management, 
decision making and statistical forecasting. Most of the applications were in the areas of 
production management, finance and transportation. The past studies also show an 
increasing use of OR techniques by the larger organizations in the developed countries. 
Some of the studies assert that the practice of OR can impact on increasing the productivity 
of organizations and, thereby, enhancing the economic development in numerous 
countries.  From the studies reported, the lack of accurate and reliable data, the lack of 
basic infrastructure and the lack of required professionals have been cited as the main 
reasons that hamper the use of OR in developing countries. 

The rapid growth of industrialization in Malaysia in recent years has created vast 
opportunities for the fruitful utilization of OR methods for decision making. The first study 
on the state of OR practice in Malaysia was conducted by Kwong in 1986. About 22 years 
have passed since then and the business landscape has dramatically changed. This paper 
aims to provide an insight to the current state of OR practice in Malaysian companies and 
to compare the present situation with the past. This paper presents the results of a 
questionnaire survey of public listed Malaysian companies. It discusses the utilization of 
major OR methods for decision making, the application areas, the use of computational 
software, and the major obstacles in implementation in Malaysian companies.  

1.2 Research Methodology 

1.2.1 The Survey 

A survey was conducted using a self-administered on-line questionnaire as well as by post. 
The sample was drawn from the Malaysian Public Listed Companies on the Bursa 
Malaysia, which are classified into 10 key industries - finance, consumer products, 
industrial products, construction, mining, plantation, property, technology, infrastructure, 
and trading and services industries. The questionnaires were sent out to a sample of 551 
companies. 182 executives working in the companies responded, a response rate of 33%. 
Some of the questionnaires were returned unanswered.  After screening the data, there 
were only 124 questionnaires that were usable or valid.  

1.2.2 Characteristic of Sample 

The breakdown of the public listed companies that participated in this survey in terms of 
industry classification and revenue size shows a wide distribution. Figure 1 shows the 
distribution of companies by industry classification. The number of companies in each 
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industry is as follows:  25 (20%), finance (majority are banks and finance groups), 24 
(19%) industrial products, 22 (18%) consumer products, 21 (17%) trading and services, 13 
(10.5%) technology, 4 (3.25%) each in property and plantation, 3 (2.4%) infrastructure and 
2 (1.6%) in the mining sector. Figure 2 presents the distribution of companies by annual 
revenue in 2006. The figure reveals that 35% of the companies made an annual revenue of 
more than 1 billion, while 46.6% made a revenue between RM100 million and 1 billion, 
10.7% had a revenue of between 25  to 100 million and 7.85% had a revenue of below 25 
million.  The median annual revenue in year 2006 was about RM 530 million. This implies 
that the sizes of the responding companies are mostly large scaled.  

 
Figure 1: Distribution of Companies by Industry Classification 

 
 

 

Figure 2: Distribution of Companies by Annual Revenue 2006 
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1.3 Findings from the Survey 
1.3.1 Location of OR Activities 

64 (55.7%) companies in this study had a special department for Operations Research 
activities. The OR departments were usually labeled as Corporate Planning, Operation 
Research, Management Science, System, and Operation, Planning and Strategy. Amongst 
these, Corporate Planning is the most popular name used by 39% of the companies with an 
OR department.  The majority of the companies that had a special OR department are in 
finance (30%), consumer products (27%) and industrial products (16%) industries.  A 
similar study by Kwong (1986) in Malaysia, which reported only 4 out of 198 
organisations (2%) having a formal OR department, show that there has been a trend to 
centralize the OR activities as a specific responsibility and function in the organization.   

Although the rest of the companies in the sample did not have a special in-house OR 
department, the OR activities were carried out in other departments in the company such as 
finance, sales and marketing, and project management departments. 63 (51%) companies 
contracted external consultants to do the OR work, including those that had a special OR 
department. In fact, slightly above half of the companies with a special OR department still 
used external consultants.  

1.3.2 Use of Specific OR Methods  

Table 1 presents the various OR methods used and the number of companies using them. 
The popularity of each method used can be observed from the descending order of 
percentages of total OR users in the last column. It can be clearly observed that the most 
popular methods are forecasting, decision analysis, statistical analysis, linear programming 
and project management, in that order. These methods are simpler and were adopted by 
about half of the companies. The relatively least utilized methods are integer LP, large 
scale LP, non-linear programming, game theory, Markov process, dynamic programming, 
heuristic models and quadratic programming. These methods are commonly applied to 
large scale operational and more complex problems. The findings represent a change from 
the 1986 study of Kwong, where simulation and regression analysis were reported as the 
most used techniques. However, forecasting remains as one of the most popular methods. 
Decision analysis was not even listed in Kwong‟s survey.  

The kind of industry a company operates in has an influence on the type of OR methods 
used. Table 2 provides an industry breakdown of the OR methods used.  It is clear that the 
different industries lay emphasis on different OR methods. The finance and trading 
industry largely implemented statistical data analysis and forecasting, the consumer 
industry also used forecasting, and the industrial product industry heavily applied the 
transportation and assignment models. One possible explanation is that the finance, trading 
and consumer industries are service orientated while the industrial product industry is 
goods orientated. The „other‟ techniques referenced in the table were decision support 
systems and expert systems. It is also observed that the technology and industrial product 
industries have used the greatest number of OR methods. 
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Table 1:  The Specific OR Methods Used 

OR Method Number of companies 
using the method 

Percentage of 
total OR users 

Forecasting 63 61 
Decision analysis 60 58 
Statistical analysis 58 56 
Linear programming 48 47 
Project management 
(PERT/CPM) 

47 46 
Transportation and assignment 
models 

46 45 
Network analysis 43 42 
Simulation 39 38 
Queuing models 37 36 
Inventory models 36 35 
Multiple criteria decision making     

(including goal programming) 
32 31 

Regression Analysis 22 21 
Integer linear programming 21 20 
Large scale LP 19 18 
Non-linear programming 18 17 
Game theory 15 15 
Markov process 14 14 
Dynamic programming 14 14 
Heuristic  models 13 13 
Quadratic programming 13 13 
Others 5 5 

 

 

Table 3 throws some light on the extent of use of OR methods in Malaysian companies. 
103 of the 124 public listed companies (83%) applied some form of OR methods. In 
comparison, the last survey of Kwong (1986) reported only 55 out of 198 Malaysian 
companies (27.8%) using OR methods. It appears that the use of OR has expanded 
tremendously over the last two decades. The companies used a variety of OR tools. About 
a third companies (56) use between one to three OR tools and a very small number of 
companies (5) used more than 5 tools. The analysis also revealed that the larger scale 
companies made used of a wider range of OR tools, which is not surprising. 
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Table 2: Type of OR Method Used by Industry Sectors 

Industry  Techniques* 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 Total 

Plantation       1 1  1         1   4 

Construction 2 1 3 3 2 2  2  1   1  1 2 1 1 1 2  25 

Trading/Services 6 3 5 4 5 5 4 9 2 11 1 1 4 2 3 5 6  11 3 1 91 

Mining    1 1  1 1  1      1  8 1   15 

Property 1 1 1 1    2  1      2   2 1  12 

Finance 12 3 5 8 4 5 11 15 2 17 2 1 1 2 2 8 6 0 20 4  128 

Technologies 9 6 7 9 9 6 8 8 6 8 6 6 5 5 5 7 7 6 7 7 1 138 

Consumer 
products 

7 1 8 6 8 6 7 7  14 1 1 2 4 1 10 5 5 6 1 1 101 

Industrial products 10 2 14 10 7 12 6 12 2 7 3 3 5 2 2 10 5 0 8 2 1 123 

Infrastructure 1 1 3 1  1 1 3 1 2 1 1 1 0 0 2 2 2 1 1 1 26 

Total 48 18 46 43 36 37 39 60 13 63 14 13 19 15 14 47 32 22 58 21 5 663 

*1 Linear Programming 
  2. Non Linear Programming 
  3. Transportation and Assignment Models 
  4. Network Analysis 
  5. Inventory Models 
  6. Queueing models 
  7. Simulation 
  8. Decision Analysis 
  9. Quadratic programming 
 10. Forecasting 
 11. Markov process 

12. Hueristic Models 
13. large Scale LP 
14. Game theory 
15. Dynamic Programming 
16. Project Management 
17. Multiple Criteria Decision Making and 

Goal   Programming 
18. Regression Analysis 
19. Statistical Analysis 
20. Integer Linear programming 
21. Others 

 

Table 3: Number of OR Methods Used 

Number of OR methods used Number of companies Percentage 
0 21 17 
1 34 27 
2 22 18 
3 18 15 
4 14 11 
5 10 8 

More than 5 5 4 
 124 100 

 

1.3.3 Application Areas 

There is a wide range of application areas of the OR methods used by companies. Table 4 
inventories the application areas of the OR methods and the number and percentage of 
companies who applied OR.  The five most common application areas are strategic 
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planning, budgeting, marketing management, production control and project control. The 
findings correspond to the earlier survey of Kwong (1986) who identified planning, finance 
and marketing as the three areas where the greatest number of OR tools were used. 

Table 4: Application Areas of the OR Methods Used 

Application areas Number of companies 
applied OR 

Percentage of 
total users 

Strategic Planning 49 40 
Budgeting 43 35 
Marketing management 36 29 
Production Control  34 27 
Project control 34 27 
Production Management 31 25 
Cash Management  26 21 
Corporate Modeling 23 19 
Inventory Control 22 18 
Transportation/Distribution 22 18 
Personnel Planning 20 16 
Energy Production Control 9 7 
Others 6 5 

 

1.3.4 Implementation of OR Projects 

The use of OR to solve business problems will enhance the competitive edge of an 
organization.  The implementation of OR projects in Malaysian companies show evidence 
of the increased integration of OR in business decision making. There is a wide variety of 
problems that are being tackled by OR projects in Malaysian companies. Among the 
current projects undertaken are credit retention modeling, dealer network planning, design 
and construction of oil platform, credit risk profiling, capital budgeting, tariff planning, 
manpower planning, project planning, sales forecasting, raw material planning, inventory 
management, plant location, leasing and benchmarking. 

1.3.5 Use of Computer Software for Decision Making 

With the rapid development of technology and ICT, OR for decision making is no longer 
solved manually but by leveraging on computer software. Table 5 lists a range of softwares 
and the number and percentage of companies using them.  It is evident that the most 
popular software among the respondents is Excel (64%). Another 31% and 18% of them 
say they used Microsoft Office Project and SAS software, respectively, for decision 
making. 13% of the companies programmed the software themselves. In the previous study 
by Kwong (1986), he found that 56% of companies developed their own computer 
programmes for OR application.  This current drop is expected as the last two decades has 
witnessed the development of a large number of specialized software packages to cater for 
different OR applications. Although there are many specialized software, Excel is still the 
most frequently used decision making software used in Malaysian companies. This could 
be because of its ease of use, availability and relatively less costly.  
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Table 5: Software Used 

Software Number of 
companies 

Used 

Percentage of 
total OR users 

Excel 66 64 
Microsoft Office 
Project 

32 31 
SAS Software 19 18 
Self programmed 13 13 
DecisionPro 12 12 
@RISK Arena 11 11 
Others 7 7 
Crystall Ball 6 6 
Arena 6 6 
Tree Plan 5 5 
TreeAge Pro Suite 2 2 
SAIL 1 1 
Primavera 1 1 
Expert Choice 1 1 
Solver Platform SDK 1 1 

 

To determine the extent of software use, Table 6 displays the number of software used in 
the companies. It is clear that three quarters of the companies used at least one software to 
implement the OR methods. About half of the companies applied between 1 to 3 softwares, 
while about a quarter utilized 4 or more softwares. About a quarter say they did not use any 
software although they have subscribed to OR methods. One possible explanation is that 
they employed outside consultants to do the work and thus do not have the knowledge 
about the software used. 

Table 6: Number of Software Used 

Number of 
software used 

Frequency Percentage of 
total OR users 

0 24 23 
1 19 18 
2 21 20 
4  11 11 
5 or more 12 12 
Total 103 100 

 

1.3.6 Obstacles to the Use of OR 

The survey also attempted to discover the major obstacles faced by the companies in 
implementing OR methods to help decision making. Many of the respondents gave more 
than one reason. Table 7 provides information related to the reasons that hamper the 
implementation of OR and the frequency of its mention. The key obstacles are the lack of 
required expertise, high software costs and the divergence between theory and practice.  
The respondents felt that they do not have experts or enough experience in this field. They 
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also could not see the interaction between theory and the application of formal models in 
their organization. They found using specialized software cost prohibitive. Lack of 
computing facilities is ranked at the bottom. With the rapid development of ICT, 
technology is less of a barrier today than it was in the past decades. The analysis also 
indicates that the size of the company may influence the use of OR with a small number of 
companies citing it.  

Table 7: Reasons for Not Implementing OR Methods 

Reasons for not implementing OR methods Frequency  
Lack of required expertise 38 
High software cost 35 
Theory and practice do not meet 33 
Underestimation of needed work, resources and data 32 
High training cost 30 
Inadequate knowledge of methods 27 
Not user friendly interface 26 
Lack of enthusiasm/interest/commitment among managers 26 
Interpretation of results is difficult 24 
Not applicable to this business 20 
Complicated and heavy to master  20 
Lack of computing facilities 15 
Fear of methods 14 
Small size business/companies 12 
Uncertainty and risk are not eliminated 3 

 

1.4 Conclusion  
This study attempted to provide an insight to the current state of OR practice in Malaysian 
public listed companies and observed the changes in OR practice that has taken place. The 
number of companies who used OR tools has expanded with 83% of the companies in this 
study applying some form of OR tools to tackle business problems. Clearly, OR has 
received acceptance in these companies. Integrating OR principles in the decision making 
structure of the organization will enable these companies to gain a competitive advantage in 
today‟s business environment which is increasingly unpredictable.  The survey also 
indicates a trend towards centralization of the OR activities in a special department within 
the company and the use of Excel to support the implementation of OR principles for 
decision making. Although there is widespread utilization of OR methods in the Malaysian 
public listed companies, however, there is still a lack of expertise to cater for the growing 
number of companies who are adopting OR principles. Training should be provided for 
practitioners to develop expertise-level competency to meet the growing demand.  
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Abstract 

We provide a set of guidelines for teaching an introduction to linear programming using 
spreadsheets.  They are intended for first year students with little or no background in 
spreadsheet modeling or linear algebra. These guidelines, based on educational 
principles, are designed to provide students with a firm basis for understanding the 
structure of linear programs when spreadsheet models are used as the primary 
modelling medium.  

Where spreadsheets are the main or only medium used to teach linear 
programming, we believe it is important for students to have a strong, consistent basis 
for understanding before moving on to being shown the versatility of spreadsheets for 
formulating linear programs.  By applying these guidelines instructors can avoid 
unnecessary confusion and allow the inherent advantages of the spreadsheet medium to 
enable learning for understanding, while avoiding the potential pitfalls of the medium. 

 

1 Introduction 

A fundamental change has taken place in the language used to communicate linear 
programs to students. In many courses spreadsheets are now used in place of algebra. 
Has the operations research teaching community really thought through the full 
implications of this change? Are academics, who are used to conceptualizing linear 
programs via algebraic formulations and graphical representations, failing to teach 
underlying concepts to students who conceptualize via spreadsheets? 

It seems to us, as academics accustomed to thinking of linear programs as algebraic 
constructs, that algebra is a more versatile medium for conceptualizing linear programs. 
It also seems vital for high level operations research students and practitioners to 
conceptualize linear programs in this way. For business students who will become end-
user-modelers and customers of operations research, spreadsheets are the medium of 
choice for formulating and using linear programs. As a consequence, these business 
students will naturally conceptualize linear programs as spreadsheets.  

It is our contention that learning linear programming using spreadsheets as the main 
medium develops a different understanding of linear programming at a fundamental 
level than students get when algebra is used. The spreadsheet medium changes which 
aspects of linear programming models are easier to teach and understand – and which 
aspects are conceptually harder. As teachers we must adapt our teaching if we wish to 
make it easier for students to learn using this medium. 
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An awareness of this changed landscape can help instructors to be more careful 
about the gaps they may leave and provide opportunities to teach in a way that makes 
the most of the medium. 

This article presents guidelines we use when teaching spreadsheet linear 
programming models to first-year students with little or no background in linear 
programming, spreadsheet modeling or linear algebra.  The guidelines are intended to 
provoke discussion. They have been developed over a number of years drawing on 
articles, practices and guidelines of others as well as our own experiences teaching a 
first year operations research course primarily aimed at students directly out of high 
school.  We anticipate other lecturers will find these guidelines useful in developing 
their own teaching. 

After stating the issue the guidelines were developed to address, the guidelines are 
provided with a discussion including examples. Following these is a discussion of the 
underlying pedagogical principles, on which the guidelines are based. We finish by 
providing background on our course and students. 

2 The Issues to be Addressed 

The medium used to communicate linear programs to students has gradually changed 
over the last two decades from algebra to spreadsheets. This is a fundamental change as 
the media highlight different aspects of the models. The change in medium requires 
changes to the scaffolding used to teach linear programs. Aspects which were 
highlighted or obvious in an algebraic formulation but are obfuscated in a spreadsheet 
formulation now require explicit repeated exposure.  

Conversely, spreadsheets and solvers have enabled more meaningful models to be 
used when teaching an introduction to linear programming. They also allow great 
freedom in formulating linear programs and other models. Experienced modelers use 
this freedom to formulate models in a way which best suits the model, purpose and their 
worldview. The resulting spreadsheet can provide a seductively elegant formulation. As 
a result spreadsheet LP models and even different formulations of the same model can 
differ hugely and make it difficult to identify commonalities between different examples 
of LP models.  

As evidenced by the range of spreadsheet formulations of linear programs in 
operations research textbooks, there is no obvious standard structure for a linear 
program in a spreadsheet. When students are introduced to linear programming through 
spreadsheet models, a vast array of different model structures can make understanding 
linear programs more difficult. When students are also unfamiliar with spreadsheets, 
this difficulty is compounded. Since the flexibility allowed by spreadsheets can be 
introduced once students have a stronger grounding in linear programming, we suggest 
that there is no need to use this flexibility when students are first introduced to LP 
spreadsheets. 

Interestingly, a similar level of flexibility is available in the original medium used 
to teach linear programming: algebra. However, textbooks that use algebra as the 
medium for teaching linear programs tend to use a standard format, often spending time 
transforming constraints into that format. In contrast, many textbooks that use 
spreadsheets as the teaching medium embrace the flexibility immediately.  
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3 The Guidelines 

These are the guidelines we apply when teaching spreadsheet linear programming 
models to students with a limited background in spreadsheets, linear algebra and linear 
programming.  In suggesting these guidelines we do not seek to restrict expert 
modelers, only to make it easier for novice operations researchers and business students 
to understand spreadsheet models and linear programming.  

In compiling these guidelines we have drawn on articles, practices and guidelines 
of others as well as our own experience teaching.    

Guideline 1: Formulate and explore solutions of spreadsheet linear programming 
models before introducing Solver 

A linear programming model is more than just a set of criteria used to find an answer. 
However, a common student misconception is that the point of a linear program is to 
‘solve’ the math problem behind the case in order to find ‘the’ answer.  This 
misconception can be reinforced by terminology such as ‘solution’, the use of algebra, 
the relationship with simultaneous equations, and students’ background with 
mathematics word problems.  Teaching linear programming models only in the context 
of a solver or algorithm reinforces this misconception (“put the problem into a 
spreadsheet and Solver will find the solution for you”). 

When teaching linear programming, we outline three stages of analysis.  The first 
stage is exploring solutions.  The second stage is finding the optimal solution.  The third 
stage is exploring how changes to the model affect solutions. 

The mathematics and computation required to implement the first or third stages in 
an algebraic medium is tedious and these steps are often left out beyond the use of the 
sensitivity information which is readily available at the end of the simplex method. In 
contrast,  a spreadsheets is the ideal medium for exploring solutions to linear 
programming models. The effect of changes to decision variables on the objective 
function and constraints are immediately available to the user.  Using spreadsheet 
models in this way can be used to illustrate linear programming concepts, to allow the 
user to explore the model and the outcomes of various solutions and to allow the 
modeler to explore adjustments to the optimal solution to account for aspects of the 
problem not represented in the model. The exploration stage also illustrates the 
disadvantages of heuristic methods in contrast to optimization. The power of 
optimization was more likely to be taken for granted when the algebra lead directly to 
optimization. For students who are struggling to understand the role of a model, the 
opportunity to “play” with it, and use it to find possible solutions (including infeasible 
ones) is invaluable. 

Guideline 2: Do not introduce analysis which explores changes to data until students 
can clearly differentiate the components of a linear program 

To understand models it is important to be able to differentiate those parts of the model 
which remain constant, those parts which the decision maker can directly change and 
those parts which the decision maker can indirectly change. The early introduction of 
concepts which blur the boundaries of these categories, such as calculated coefficients 
and post-optimal analysis, makes differentiating between them more difficult. 

As a consequence of this guideline we begin with all coefficients and right-hand 
sides as values, introducing computed coefficients explicitly with post-optimal analysis. 
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We also do not introduce post-optimal analysis until students can clearly differentiate 
the components of a linear program, namely parameters or inputs, decision variables, 
constraints, and the objective function.  The use of a standard formatting style aids in 
identifying these different components. This is discussed in Guideline 4. 

By calculated coefficients, we mean coefficients that are not given as values in the 
spreadsheet but as the result of other input values. These are not central to 
understanding linear programming.  Much of the data used to define a linear 
programming instance has been transformed from its original form, so calculated 
coefficients create an artificial differentiation amongst parameters.  When objective 
function and constraint coefficients are calculated using formulas, it is not immediately 
obvious that the resulting values are constants or that the resulting constraint or 
objective function is linear. This, to a certain degree, goes against a principle that we 
teach with regard to general spreadsheet models, that usually all data should be entered 
in the spreadsheet in raw form in order to decrease the opportunity for error and 
facilitate later changes in input data. In order to avoid this conflict at first, the examples 
used to introduce LP could have all the data ready to enter without further calculation. 

Calculated coefficients can be useful for post-optimal analysis, particularly when 
one parameter affects a number of coefficients.  As students become familiar with the 
structure and layout of spreadsheet linear programming models, calculated coefficients 
can be explicitly introduced.   

Post-optimal analysis involves changing some of the parameters of a model, to 
understand how certain outputs of interest (e.g., the optimal objective function value) 
change.  For students who do not yet have the components of linear programs clear, this 
can cause unnecessary confusion.  Those parts of the model which they had previously 
been told are constant now change.  Many students now think about the changing 
parameter as a (decision) variable.  This misconception is reinforced when the changing 
parameter is a part of the model that is intuitively under the control of the decision 
maker (such as the selling price). Obviously post-optimal analysis is important, but is 
better left until the students have a clear idea of the components of an LP. Additionally 
it is helpful to be very explicit when talking about post-optimal analysis as to which 
components are being changed, and why, and that they have not now become decision 
variables.  

Guideline 3: Use more than two variables in every spreadsheet linear program and do 
not use the graphical method 

Linear programs with two variables are not common in real-world applications.  They 
give a false impression about the level of difficulty of optimizing linear programs.  They 
have properties which are not common to all linear programs and students sometimes 
generalize these properties inappropriately.  

Of particular importance, for many two-variable linear programs the non-negativity 
conditions can be removed without affecting the optimal solution. This can lead 
students to believe non-negativity conditions are an unimportant technicality.  It also 
hides an important feature of linear programs, that many of them have optimal solutions 
for which some of the decision variables are zero. 

Two variable linear programs are needed for the graphical method, but the 
graphical method does not help to understand spreadsheet linear programming models. 
Understanding the connection between the graphical method and linear programming 
models requires an abstraction of an abstraction. The model is an abstraction of some 
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real world situation and the Euclidean plane is an abstraction of the algebraic model. 
Using spreadsheets to formulate models adds a further level of abstraction. Abstraction 
is easy for mathematicians and operations researchers: it is fundamental to their 
disciplines. We believe that for many students, abstraction is the very thing they find 
most difficult about mathematics and operations research. 

The graphical method is a useful way to teach math competent students various 
properties of linear programs that are useful for analysis and optimisation purposes.  It 
is also useful for math students as an exercise in the purposeful use of their skills in 
graph drawing and solving simultaneous equations. For a student who is not familiar 
with graphing functions or solving simultaneous equations, by the time they have 
performed all of the necessary steps to optimize a linear program using the graphical 
method, they will have lost the point of the exercise.  For a student who has made a 
mistake along the way, the exercise may even have a negative impact on their 
understanding of linear programming. 

Guideline 4: Use consistent formatting and layout to clearly differentiate components 
of the spreadsheet model 

Using spreadsheets as the only, or main, medium for linear programming models can 
hide some properties of linear programs which are obvious in the algebraic formulation. 
For example, linear functions are easy to see algebraically, particularly when the 
parameters are given as numbers. In a spreadsheet, the formula for multiplying a 
parameter and a decision variable is the same as the formula for multiplying two 
decision variables: two cells containing values are multiplied. Investigation of the 
purpose of the two cells is required to distinguish between the two cases. Even more 
fundamental, the difference between the parameters and decision variables is obvious in 
an algebraic model when parameters are given as numbers. In a spreadsheet these are 
both the same: a number in a cell. Students reading only algebraic formulations are 
repeatedly exposed to these concepts.  This repeated exposure helps learning. When 
spreadsheets are the main medium for linear programming models the repeated 
exposure to these concepts must be managed by the lecturer. Consistent layout and 
formatting can be used to facilitate this process. 

The formatting should differentiate between: decision variables, parameter values, 
calculated coefficients, left-hand side constraint calculations, and the objective function. 
It is good practice to include a ‘style key’.  Avoid too many different formats in the 
same spreadsheet, as the additional ‘noise’ can hide the ‘information’ provided by this 
suggested use of formatting. In our course we use colored shading and borders.  Light 
blue represents decision variables, pale yellow for parameter values, pink for constraint 
(lhs) calculations, and tan with a thick border for the objective function.  

Since all parameters and constraints need to be explicitly differentiated it is 
important that the values appear clearly on the spreadsheet. The use of values directly in 
formulas or Solver dialogue boxes should be avoided and formulas should never be 
used in Solver. This also applies to ‘unchanging’ constants such as the number of days 
in a week or the number of weeks in a year. 

Our standard layout is to use one row each for: the decision variable values, the 
objective function and each constraint. Each decision variable has a corresponding 
column. The calculated part of constraints (usually a =sumproduct() formula) and the 
objective function appear in an additional column followed by a column holding labels 
indicating the type of constraint, then a column for the constraint right-hand side values. 
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Figure 1 shows an example (displayed in greyscale). The layout suggested also helps to 
avoid non-linear objective functions and constraints. 

Constraints which are difficult to interpret in or convert to the standard layout (e.g. 
product mix constraints) should be avoided until the students understand the restrictions 
the standard layout imposes.  Where an alternative formulation makes the model easier 
to understand and analyze, contrast this with the standard layout for the same model. 
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Moana's Desk Linear Programming Model
Common Parameters Input or parameter

Fixed cost $500 Decision variable
Constraint calculation

Linear program Objective function

Desk type Basic Trendy Modern Elite Deluxe
Quantity 4 4 3 1 2
Objective function Total

Profit $35.00 $50.00 $40.00 $50.00 $70.00 $150.00

Constraints Total Time avail.

Forming 1.5 2 2 4 3 30 ≤ 30 hours
Detailing 1 3 2 3 5 35 ≤ 40 hours
Assembly 2 2 2 2 2 28 ≤ 30 hours
Finishing 1 2 3 4 4 33 ≤ 40 hours  

Figure 1: Spreadsheet linear programming model displaying the suggested 
conventions. 

4 Principles 

These guidelines have been developed through following a set of principles that we 
believe are important in teaching.  These principles are: 

1. Learning involves building on previous understanding.  

This requires us to understand the background of students taught and to determine 
how best to prepare them for future learning.  Some of this previous understanding 
is provided within a course.  

2. Understanding is easier if the amount of new material is small and clearly framed.   

This requires us to divide the material into a clear sequence of stages and, for each 
stage, to frame the new material clearly to minimize the “noise”.  With an applied 
discipline, like operations research, “real-world” situations often have a number of 
issues that are not central to the understanding of the theory.  This “noise” can get 
in the way of learning. Embedding the understanding in more complicated 
situations can come later, once the understanding is there to be built on.  

3. Repeated exposure to a concept helps the learner to understand its important 
properties.  

Exposure to many similar examples before diversifying helps to generalize. Don’t 
assume students can naturally see generalizations or identify patterns. The more 
carefully we structure the exposure to examples, the more students will get out of it. 

4. We are teaching linear programming, not Excel. 

It is worth sacrificing some of Excel’s flexibility to make linear programming 
concepts easier to learn.   
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5. Students don’t necessarily think like mathematicians. 

Since teachers often do, it requires a level of discipline to present material in a way 
which is accessible. The use of spreadsheet rather than algebraic models changes 
those aspects of linear programming models which are obvious at face value and 
those which require additional reinforcement. 

5 Background 

At the University of Canterbury in New Zealand, there has been an operations research 
course teaching first-year students since 1989.  The purpose of the course is to provide 
an introduction to operations research for commerce and science students, most of 
whom have never heard about operations research before entering university.  The 
course has been designed for both students who will major in operations research and 
those who will pursue other majors.  

Around 400 students take the course each year. The students, by and large, have 
little or no experience with linear programming or Excel. There is also a wide range of 
ability and background. Entry to university in New Zealand is open, with entry 
standards set nationally.   

Spreadsheet models have always been an important part of the course.  The course 
includes an introduction to linear programming and, at least since 1992, this has 
included spreadsheet LP models using Excel Solver (Solver was introduced into Excel 
in 1991, Frontline systems (2008)).  The course introduces spreadsheet models and 
constraints before approaching linear programming. Constraints are introduced using 
the EOQ model with a bound. The concept of shadow price is first covered at this stage. 

Multiple approaches are used to each topic, including lectures, examples classes, 
computer tutorials and purpose-created videos (see www.youtube.com/user/UCMSCI, 
accessed October 2008). 

The process of creating linear program models is not taught in the course, but is 
introduced in a second year course. In the first course, the students are given experience 
using models with the aim of making them familiar with spreadsheet models and their 
use in business, and important operations research concepts. 

We have been involved in teaching this course since 1995 and have employed a 
critical approach to our teaching which has been helpful in improving the way we teach 
the course.  We have found that while the use of Solver has enabled more meaningful 
models to be taught, the background of our students has meant that the freedom allowed 
by Solver in the formulation of linear programs in spreadsheets can become a barrier to 
student learning.  . 

6 Conclusion 

We have presented a set of guidelines based on education principles and a combination 
of experience and critical reflection. They are: 

1. Formulate and explore solutions of spreadsheet linear programming models 
before introducing Solver  

2. Do not introduce analysis which explores changes to data until students can 
clearly differentiate the components of a linear program  

3. Use more than two variables in every spreadsheet linear program and do not 
use the graphical method  
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4. Use consistent formatting and layout to clearly differentiate components of 
the spreadsheet model 

By applying these guidelines instructors can avoid unnecessary confusion and 
allow the inherent advantages of the spreadsheet medium enable learning for 
understanding, while avoiding the potential pitfalls of the medium.  

7 Reference 

Frontline Systems, Frontline’s History.  http://www.solver.com/presshist.htm, accessed 
June 2008 
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Abstract 

With the decreased cost of telecommunications and the ability to contact people using 
a variety of channels, surveys are becoming an increasing popular way to seek 
opinions. Conversely, potential respondents, feeling over-surveyed, are less likely to 
wish to respond. Designing good surveys and using appropriate sampling techniques 
thus becomes important. In this paper we analyse how to improve survey processes to 
improve the quality and quantity of information collected whilst minimising cost. 
 

1 Introduction 
Several methods can be used to conduct surveys. These include face-to-face (F2F), 
paper-based (postal and at natural sampling points), computer-assisted telephone 
interviewing (CATI), Computer-assisted personal interviewing (CAPI) and Internet. 
Some projects emphasise a multimodal technique to reach segments of the population 
that would not be possible using only one technique.  

Information technology, especially the Internet, opens possibilities of using 
methods to distribute information and deliver services on a much grander scale).  It 
can deliver government services and encourage greater democracy and engagement 
from citizens. Such examples include the 2006 Census where the internet was first 
used to obtain census information by means other than paper (Paynter and Peko, 
2006).  Thus there is increasing acceptance of receiving services electronically and 
also reporting on the service provision.  

Whilst many surveys are based on random sampling, other methods may include 
techniques such as panels (to select from pre-qualified samples) and viral marketing 
(to select from like-individuals). The advantages of random sampling (although few 
techniques can be said to be truly random) include the generalisability of the results. 
The disadvantage of random sampling is its cost, as the response rates are usually 
lower (and associated costs higher) than is the case where the population to be 
sampled can be targeted. 

2 Background 
The Survey Research Unit (SRU) was established in 2002 to coordinate survey 
research at The University of Auckland, manage the CATI (Computer Assisted 
Telephone Interview) resources and provide an organisational unit for staff with 
expertise in survey research. Involved in externally funded survey research and 
internal use of the CATI resource - a university-wide facility - it is based in the 
School of Population Health and has contract projects with the Ministry of Health and 
other agencies. 
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SRU provides a resource for University staff carrying out survey research. The 
development of SRU enhances both research and creative work within the University 
along with providing teaching and learning excellence. Research capacity and 
potential in this area is improved, as SRU’s structure facilitates identification of 
expertise in securing, preparing, and delivering contracts where surveys are an 
integral component. (SRU, 2008) 

This paper examines some of the challenges and opportunities to improve the 
provision of surveys. It analyses a range of surveys over the past year (Table 1). 
Survey Dates Type Sample 

size 
Comments 

BRIGHT Mid 2007 
- 

CATI  New batches loaded as 
recruited. 
Interviewees 
resurveyed later dates. 

Finance Services 07, 08 Internet Internal 6 @ 6-monthly slots 
SHOP  CATI   
Waikato Police Nov 2007 CATI 500 Restricted sub-

districts 
Dec07-
Jun08 

CATI 3000 Low Maori response  Massey 
Health Information 

Jun 08 CATI 150 Additional Maori  
NM DHB Mar-Jun 

08 
CATI 1800 Oversample Maori 

across 3 TAs 
CVD Pilot Feb-Mar 

08 
CATI 50 Oversample Maori 

ASH Aug-Oct 
08 

 3 x 300 Low response rate. 
Allow referrals 

ADHB Travel 
- staff 
- patient/visitor 
- DidNotAttend 

Apr 08 
 

 
Internet 
Paper/F2F 
CATI 

 
1500 
2x200 
200 

Multi-method, multi-
site 

Home Safety (falls)  CATI 1100 4 regions x 18 months 
ICEHOUSE SME Oct 08 Internet 500 Email list, web link 
Email Humour Nov 08 CATI  Web link 

Table 1: Recent SRU surveys 

2.1 Paper surveys 

A variety of techniques can be used to improve the response rate of paper surveys. 
Paynter (1995) listed these at an earlier conference. The typical survey undertaken 
though in that research was of businesses or professional people. With an increasingly 
multicultural society and the need for businesses to target different groups to provide 
services and products and for government departments and Not-For-Profit 
organisations to oversample them in order to check that they are meeting their needs, 
other techniques need to be used. For instance Glover et al (2008) investigated 
methods to improve the quantity and accuracy of the response from populations with 
high Pacific and Maori numbers. In contrast the 2006 Census produced only a generic 
form without testing for uptake by different segments of the population. 
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2.2 Telephone Surveys 

There are two main methods to telephone survey, although they are not mutually 
exclusive. One involves capturing the conversation for later transcription (either 
manual, or automatic by a voice recognition system). For the most part, most 
transcription is still manual, with few systems able to analyse a range of voices, 
particularly when those interviewed may have speech difficulties (as occurs in some 
medical research) or there is much background noise. The other method involves 
capturing the data in a telephone system at the time of the interview. This is known as 
CATI. Some CATI systems capture the voices as well, either for monitoring by the 
supervisor at the time or for later playback.  

There are a number of advantages to the CATI system. E.g. real time results can 
be provided and the cost is lower than is the case requiring later transcription. 
Typically though, it is unsuitable for unstructured interviews. For the most part survey 
options need to be pre-coded, or have limited open-ended options (e.g. ‘Other 
(state)’). CATI can be used to conduct pilot studies that will later help refine the 
coding structure to be used. E.g. the survey can be designed to leave columns to 
subsequently refine the codes using post-coding.  An example of this was the 
Cardiovascular Disease (CVD) survey listed in Table 1. 

2.3 Electronic Surveys 

There are two main electronic survey methods. Surveys may be sent via email either 
imbedded in the text or as attached documents (e.g. spreadsheets, Word). 
Alternatively a survey can be located on a web server and a link sent via letter, 
advertising or text, email or other form. These are typically the lowest cost form of 
survey and have the advantages that no data entry is required and there are economies 
of scale. Aside from the set up and hosting, there are no other costs prior to analysis.  

One consideration to be made when setting up an electronic survey is security. 
This is to prevent people from completing the survey multiple times, thus distorting 
the results. Conversely you may not wish to disable this, if more than one person uses 
a given IP address or the email address to which the survey invite was sent. Another 
advantage of ‘recognising’ the survey respondent is that, for long surveys in 
particular, the survey may be closed and later resumed from the last page submitted. 
Some may allow the user to review earlier answers. Some surveys do not provide 
such a facility or deliberately disable it. E.g. if you ask to list remembered marketing 
campaigns, and then provide the list in a later question, you do not want the 
respondent to be able to review their answer based on their recollection. 

The two methods of sending the survey, they have different security options. In 
the first method each respondent in the email list to which the link is sent has an 
individual embedded password. The link can become long and cumbersome to enter if 
some browsers do not allow the user to directly link to it. Thus additional coding and 
set-up are required to imbed the links within the system to shorten the personalised 
url. In the other method the survey may be publicised in various news media, 
electronic newsletters or web sites; personalised links are infeasible. Provision can be 
made to allow each user to enter their chosen password, allowing them to resume. 
That the onus is on the user to remember the password they entered is a drawback. 
These methods were used in The ICEHOUSEi and Email workplace humourii surveys.  

The ability to resume is more useful than it may appear at first glance. For 
example, analysis of the financial services surveys reveals that many people start the 
survey, drop out and later start it again, each entry on a separate line. This causes 
extra work in data cleansing and results in incorrect early reporting of response rates. 
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3 Method 
The history of the author’s involvement in survey research and other processes such 
as elections (Paynter and Peko, 2005) and the census (Paynter, 2006) influenced the 
authors’ approaches to survey research. This also reflects technology changes, 
telecommunications and the response of the public to different forms of survey. 

The author had been involved in survey research since the late 1970s, usually 
brought in to analyse data post-collection. It is difficult late in the process to fix 
problems caused by poor sampling and questionnaire design.  From the mid 1990s to 
mid 2005 the authors supervised many student projects involving surveys, as well as 
being involved in academic and commercial survey research projects. The move from 
paper-based to Internet surveys was apparent due to the ease in handling and lower 
cost of electronic surveys. Electronic surveys however were not always the most 
suitable, depending on the population to be surveyed. A variety of survey packages 
are used. These include web surveyor, survey monkey and custom ones. The surveys 
could be hosted externally (usually by the software provider, as in the case of 
websurveyor) or hosted on your own server. In 2004 the author obtained an academic 
grant from websurveyor for the software and from the University of Auckland 
Research Committee to purchase the hardware required to host it. Using this facility, 
staff, students and external researchers could be given accounts to set up and manage 
surveys. There were two issues with this approach. It was not possible to instigate any 
Quality Assurance on the surveys once the account was granted (although forms were 
developed to obtain information about each proposed survey). The second problem 
involved providing support – many of the researchers were incapable of setting up 
questionnaires, their mailing lists and downloading the data.   

Following restructuring in 2006-2007 and the end of the websurveyor academic 
grant, the author left academia. During this ‘sabbatical’ he oversaw the development 
and implementation of the system to distribute the local government election ballot 
papers nationwide (Paynter, 2007). This involved processing 450 ballot forms against 
1250 electoral rolls for the various local government authorities. 

In late 2007, he took up the role of Manager of the Survey Research Unit.  One of 
the main activities of SRU is to provide CATI surveys. Many of the issues in CATI 
surveying are distinct from other forms of surveys, so this represented a large learning 
curve. SRU uses Survey System to run Internet and CATI surveys. The software can 
also handle data entry of paper-based forms and CAPI interviews. 

3.1 Paper surveys 

Design details for paper forms are outside the scope of this paper. It should be noted 
though that the forms can be designed to be automatically scanned using character 
recognition as occurred in the 2006 Census (Paynter and Peko 2006). Other reading 
methods include wanding of barcodes. Both methods were used in the 2007 Local 
Government Elections (Paynter, 2007).  The design of paper forms not only affects 
the uptake by respondents and the accuracy of their answers (Glover et al, 2008) but 
also affects data entry rate.  

It is particularly hard to estimate data entry where there are many optional 
questions and sections and similar skip logic. Skip logic can be coded in survey 
software (if this is the preferred data entry option). However, it is debatable if data 
should be entered that are recorded on the form, when they should have been skipped. 
Open-ended questions also are more difficult to enter. One has to gauge the 
percentage of respondents who will use them for each question and the amount of text 
that they will enter. One recourse is to refer the analyst back to the original forms if 
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there is too much data to be easily entered. This is not ideal though when the analysis 
method uses an automated program, such as nudist, to classify the responses.  

It is common to check data entry. Commonly used methods double enter the data 
and do a comparison. Some systems allow for this and automatically do the check. 
Often, only a subset of the data is re-keyed. The questionnaires are selected randomly 
or every 10th (or some other number) questionnaire is selected. 

When producing the estimates and quotes for data entry the number of 
questionnaires (usually unknown due to unknown sample size and / or response rate) 
is often uncertain. The average time per questionnaire must be estimated based on the 
questions expected to the answered and the amount of open-ended data entry. Finally 
provision needs to be made to re-key the entire set of questionnaires or a subset (e.g. 
10%) and for the cross-check. The amount of re-keying may have to be increased if an 
acceptable (usually not defined) error rate occurs. Conversely it may be decreased if 
no errors are detected in the initial checks. 

3.2 Teachers Smoking Survey 

This project was run by the Auckland Tobacco Control Research Centre (ATCRC). 
The author devised a scheme to stratify a random sample of teachers from the 
electoral roll (of approximately 3,000,000). Subsets of teachers (i.e. those people 
whose occupation included the key-word ‘teacher’) were selected. Then weighted 
samples were selected from each General or Maori electoral roll (63 and 7 
respectively) based on the smoking prevalence and number of electors in each 
electorate. 1000 teachers were selected from each of the two rolls. One small 
difficulty was that some of the teaching occupations had to be screened (e.g. ballet 
teachers) as only those teaching in schools were considered. Likewise those whose 
addresses on the electoral roll were overseas or otherwise ineligible were screened. It 
was impractical to use software to do the screening and subsequent replacement of 
these records. A second file of additional electors was provided and each in turn could 
be used to replace a teacher deemed ineligible from the same electorate. 

4 Results 

4.1 Questionnaire Complexity 

The survey costs can be roughly divided into fixed costs and variable costs. For the 
Internet surveys, the fixed cost component is the highest; whereas, except for those of 
the smallest sample size (usually pilots), variable costs are highest for those involving 
data collection by F2F, paper or CATI. The software industry has attempted a number 
of size (e.g. Lines of Code, measured in kLOC) and complexity metrics (e.g. 
cyclomatic complexity, CC) to estimate effort (Paynter, 2004). Thus it is possible to 
measure these for surveys by counting the questions (size) and the number of skips 
(complexity). All questions do not involve the same amount of effort though. E.g. 
sub-questions can be used to collect responses having the same domain (numeric data, 
including Likert scales), as can Grids (AGC) for multiple choice or multiple select. 
Cyclomatic complexity considers binary decisions and in a similar way the number of 
SKIPS can be counted in the proof file produced from Survey System. One of the 
drawbacks of CC is that it fails to measure data complexity. Similarly CATI and 
Internet surveys may include complex data. For example, the (Massey) Health 
Information Privacy study involved the random selection of 5 from 56 scenarios for 
each respondent. The questions presented could depend on the respondent’s ethnicity 
and the scenario selected. In the home safety (falls) survey the sample to be selected 
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as the control were given three random times from which they were to select the first 
one at which time (day of week and hour) they were at home. Data files are also 
required for the sample. These typically take the form of email lists and phone lists for 
Internet and CATI surveys respectively. They may require varying numbers of 
attributes and types of parameters. 

The main drawback of these methods is, in common with the rest of Information 
System development, that the survey size is not known until it is built – too late for 
estimates and quotes. The IT industry has used methods such as Function Point 
Analysis (FPA) to perform estimates prior to writing code.  Although some projects 
specify the number (or likely number) of questions in advance, they are usually 
underestimates. In addition, it may take more than one question in the software to 
implement one question on a paper-based form. E.g. there are many screening 
questions in CATI surveys. Also, each (sub) question that requires a separate answer 
type (domain) usually requires a separate question in a software implementation. 
Hence the Falls survey (Table 2) required 224 questions to implement the 120 on the 
equivalent paper form. 
Project Type Branch  Logic Qu no Files AGC Screen1 
Social Marketing CATI 61  78 1 - - 
Police CATI 15  34 1 - - 
BRIGHT CATI 39  128 1 - - 
Health Information CATI 425 1 292 1 - - 
CVD CATI 50  91 1 - - 
NM DHB CATI 28  94 1 - - 
Falls CATI 123 1 224 1 13 - 
ADHB staff Travel CATI 34  52 - 2 - 
ADHB staff Travel Internet 19  51 - 2 29 
ADHB Did not Attend CATI 5  10 1 - - 
ADHB patient/visitor 
Travel 

paper 2  26 - - - 

SHOP CATI 41  72 1 - - 
Research Office Internet 5  20 - 5 12 
Vendor (NZ Post) Internet 0  13 - - 9 
ASH CATI 10  34  - - 

Table 2: Size, Complexity and File metrics for survey building 
Also in common with the rest of the software industry is the amount of change 
questions undergo. This occurs prior to the final signoff by the client (often acting as a 
project manager to the sponsoring client(s)) and also during testing, then during the 
pilot. Unfortunately other changes can arise later in the project when interviews have 
already begun, but errors had not been earlier diagnosed. All too often as well, clients 
may not have specified (or developers misunderstood) some of the demographic 
parameters that they might want for the sample and hence an attempt may have to be 
made to deduce them after the event.  

Table 1 illustrates the variation and diversity in the size, components and 
complexity of different surveys. These factors make the provision of estimates and 
quotes difficult. Larger, more complex surveys are more difficult to maintain.   

                                                 
1 There is a screen per question in CATI but no complexity involved. Additional (5) screens generated 
to handle exceptions etc in the Internet version are excluded from the count. 
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4.2 Response rates 

Response rates vary. At the extremes are longer surveys given to a ‘panel’. One 
example is the BRIGHT survey of those 75+ who are enrolled through their GP. 
Typical calls take 40-60 minutes, but compensating this only 3-4 calls are required to 
solicit an interview. In contrast, the ASH calls are short, only taking 2-5 minutes, but 
requiring 30-50 calls to obtain an interview. Both achieve a completion rate of 1.0 
calls per hour, but with success (cooperation) rates of 99% and 7% respectively. 
Project Phone 

list cnt 
Calls Call-

backs 
Complete Com 

/ hr 
Cooperation Calls / 

complete 
19787 34887 13166 4058 2.3 34.1 7.4 Massey 

 - Maori 1100 1660 889 135 n/a 11.0 12.3 
Police 2878 4100 470 587 2.6 53.3 4.9 
SHOP 236 393 128 133 2.1 97.8 3.0 
Bright 250 585 245 185 1.2 98.9 3.2 

19212 18002 1060 590 1.0 7.0 30.5 ASH 
- viral 46 98 36 16 2.9 59.3 6.1 
Falls 5700 998 237 98 0.7 27.8 10.2 
Table 3: Response metrics 
One way around this is to use viral marketing. For example, ASH asked respondents 
if there was someone else in the household who could do the survey, obtaining a 
higher cooperation rate (59%, see ASH-r). The drawback is to extract data captured as 
potential referrals, format the responses and reimport as a new sample file.  

4.3 Response rate as a function of call attempt. 

Table 4: Sample File: SHOP 6 June 2008   Number of Numbers: 236 
Several variables may be tuned to optimise surveys (i.e. minimise collection costs 
while maximising response rate). You can choose the maximum number of calls to 
make and whether or not to call back any of the categories (Table 4) and the time (in 
minutes) before the next call (a value of 0 denotes, do not call). A drawback of the 
method is that you cannot automatically allocate a time of day to call. To do so, you 
have to schedule a call-back (even though you may not yet have called the person). In 
this way you can arrange to make an evening, afternoon and morning call for instance 
to each number (or until you get a reply). You can also nominate the length of time 
the person who arranged to make the call-back ‘reserves’ the call before it is switched 
to another person. Many of the parameter values depend on the project requirements. 

Response Code Total Call 
1 

Call 
2 

Call 
3 

Call 
4 

Call 
5 

Calls 393 219 89 48 25 12 
Complete   133 76 30 16 8 3 
Callback 128 59 37 20 8 4 
Refused 3 2  1   
Terminated Early 0      
Government/Business 6 4 2    
Answering Machine 49 32 7 4 5 1 
Screen Out 9 4 1 1  3 
Over Quota 0      
Non-working 15 14 1    
Busy 15 9 4 1 1 1 
No Answer 34 18 7 5 3 1 
Invalid Number 1 1     
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4.4 Quota Management 

Surveys, particularly, medical-related research, often mandate that Maori in particular 
are to be over-sampled, yet the Maori response rate is low, leading to under-
representation. For instance, in a social marketing campaign based on the Let’s Beat 
Diabetes campaign in Counties Manukau DHB (South Auckland) quota of 100 each 
were set for Other (mostly those of European descent), Asian, Polynesian, and Maori. 
These were filled in that order.  

The Nelson Marlborough DHB project requested equal ratios of Maori to Non-
Maori for each of the three Territorial authorities. This was reduced to 150:450 for 
each. The percentage of Maori interviewed in the three Territorial Authorities in the 
initial sample (based on phone numbers selected randomly from the area) was low 
(ranging from 4% Tasman to 6% Marlborough).  

An analysis was done based on the 2006 electoral data to examine if these 
response rates could be improved. Initially we considered purchasing phone numbers 
from mesh blocks with 20% or more Maori, but the numbers in Tasman in particular 
would be insufficient. We increased the purchase set to those with >15%. Even with 
this the numbers in Tasman would be marginal. 

The original premise for sampling 600 in each of the three TAs was based on 
equal numbers in each area. In fact the number of households in Tasman is much less 
than those in Nelson and Marlborough. Taking a proxy of this in the number of 
available residential phone lines (some of which will be disconnected, faxes or 
businesses) reveals that the numbers are 9800, 12200 and 13600 respectively. This is 
further revealed by analysis of the most recently available population statistics. 
Tasman has more households with 4 or more residents and fewer with 3 or less. 

If we analyse the household occupancy ratios for European and Maori we find the 
averages are 2.60, 2.47, 2.50 for European in the 3 TAs and 3.25, 3.2 and 3.22 for 
Maori respectively. Looking at the age composition for Tasman Europeans had 14% 
in each of the 0-9 and 10-19 year age groups. In contrast these percentages are 23% 
and 25% respectively for Maori. We only interview one per household (the survey is 
mainly about household activity), so the number of Maori households was likely to be 
too small to reach the 150 quota from a random selection of phone numbers. Only 
those 16 or older are interviewed. To summarise the reasons for this in the NM DHB, 
the overall low numbers of Maori, the fact that the Maori population is younger and 
there are more in a household. What results were initially obtained? 
1. Marlborough: 12 calls were made before a Maori respondent agreed to be interviewed 
2. Tasman: On the first evening 2 Maori interviews were completed from 42 potential 

respondents (screened out); on the second evening 1 interview was completed from 72. 
Project Numbers Calls Callbacks Completions 
Tasman MB 570 328 3 10 
Nelson MB 1054 1461 3 35 
Marlborough  MB 1054 114 2 1 
Tasman ER 4282 948 5 91 
Nelson ER 329 711 5 77 
Marlborough  ER 589 1295 5 112 
Massey ER 1100 1660 5 1353 
Table 5: Maori responses (Nelson Marlborough Territorial Authorities, DHB; and 
Massey Health Information study): ER = Electoral Roll, MB = Meshblock sample 

                                                 
2 Phone numbers previously called in the earlier part of the study were removed as being duplicates. 
3 155 completions were obtained, but the additional call analysis information is not available. 
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4.5 Telematching 

Copies of the electoral roll can be provided to bona fide political parties and for the 
purposes of medical research. As we wished to over-sample Maori those recognised 
on the electoral roll as being on Maori descent were targeted. There were 
approximately 300,000 of Maori descent on the 2007 electoral roll (at the time of the 
cut off for the Local Government Elections in 2007). These electors could opt to be 
either on the General roll or on the Maori roll. We selected all those of Maori descent 
for the Nelson Marlborough project and 20,000 for the Massey Health Information 
project nation-wide. Clementine(™) was used to produce the random subset. We first 
selected unique records based on the street address (i.e. so that only one person i.e. 
only one phone number, would be selected for each address4). Yellow pages offers a 
tele-matching service, where the files are checked for accuracy (each address record is 
scored 1-5) and matched to phone numbers.  Match rate is about 20% 

4.6 Process Design 

The discussion of sampling and survey design ignores any discussion on designing the 
processes for commissioning, managing and closing down surveys. The project 
management aspects of these are outside the scope of the paper, but some time should 
be devoted to considering aspects of designing the input and output processes for 
CATI and Internet surveys.  

CATI surveys usually require the importation of a contact list. Several contact 
lists may be used for the one survey. For example, they may be subdivided by 
geographic region or by the source of the data. Decisions have to be made as whether 
it is best to run the samples separately or to merge them. Separate files give greater 
control, but require more work. The survey reports on cooperation, calls per interview 
etc (the sources of data in tables 3-5) would have to be merged. Conversely if files are 
merged then the order in which the phone numbers are called should be randomised. 

Issues also exist where there are multiple versions of the surveys (e.g. Maori vs. 
non-Maori) and sample files (e.g. BRIGHT calls are loaded in batches). Calling more 
than one person at an address also causes issues. E.g. multiple respondents were 
allowed for the ASH survey. Ensuring that the question (QES) and sample (SMF) 
files matched is an issue for the CATI team. For instance the BRIGHT baseline 
surveys are run at the same time as the 18 month surveys. People have to be copied 
from one survey to another. The operators must load the correct (and matching) files. 

5 Discussion 

5.1 Design and sampling trade-offs 

It is much more difficult than it would appear to design and implement surveys. For 
instance, Internet surveys trade off number of pages vs. scrolling. Similar tradeoffs 
occur in CATI design, but there is less flexibility. E.g. you can only have one question 
per page, but you may have sub-questions, but they must all have the same response 
type. Questions may be reorganised to achieve this in order to minimise the time 
taken to bring up the next question on a new screen. 

When considering sampling, for instance in CATI surveys, the tradeoffs are in 
people time vs. cost of purchasing numbers, so the tendency is to purchase (and load) 

                                                 
4 One duplicate was recorded in the data selected for Massey. Two people having similar addresses – 
only the postcode differed by the last digit were randomly selected. 
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more numbers, but to call each number fewer times. As with other sampling 
techniques the trade-off is in generalisability versus response rate. 

5.2 Future Trends 

As staff costs increase and ICT costs decrease there will a trend to Internet surveys. It 
should be recognised that these may not always be the most effective type of surveys 
in some areas, such as health – particularly for the disabled and aged. One possibility 
is to outsource the CATI operations offshore. A rule of thumb is that per call costs are 
reduced from $50 to $10. Panels offer an alternative way to sample the population. 
New Zealand too has seen an increase in this type of activity as demonstrated by 
Consumer Link (www.consumerlink.co.nz), Herald Readers Panel, The Buzz and 
others. Even with Internet surveys there is considerable drop out of people who do not 
complete the survey. Survey System allows you to analyse this by question. E.g. for 
the ICEHOUSE link survey 42 out of 88 completed the survey (there was the offer of 
a prize draw). In contrast of the 86, of the 526 emailed invitations, who started the 
survey, none completed (the offer of the prize draw, was not explicitly stated so well, 
perhaps accounting for this). Only one person did the ‘communications’ questions in 
the last part of the survey. 
With technology costs decreasing, and people costs increasing, there are other ways to 
take the survey to the population of interest. Although door-to-door surveys become 
more problematic due to a variety of reasons (changes in working hours, difficulty of 
access to high rise and gated communities, violence) surveys can be conducted in 
places of work and other venues such as shopping malls. The interviewer can use low 
cost hand-helds or PDAs, laptops or similar can be ‘issued’ within the workplace for 
short periods in order to implement the CAPI surveys.  
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Abstract 

The cost recovery problem is studied extensively in the Economics arena, and a main 
application area is in dividing the cost of public utility. The study of cost-recovery 
schemes in electricity markets are of interest to both regulators and generators. Through 
modelling analysis of market behaviours under potential policy changes, regulatory 
policy makers may gain insights into how to fine tune policies to improve overall 
market efficiency, and generators may better understand the potential impact and 
implications of such policies. 

The electricity transmission grid is an open-access asset, and unlike most other 
public utilities where the stakeholders involved can use the shared asset at the same 
time, the generators (and consumers) use the asset at the same time and compete for 
profit. 

In this presentation we present an overview of models for allocating the cost of 
shared resources in electricity systems. The classical cooperative game theory models 
(Shapley value and Aumann-Shapley prices) are discussed in the context of payments by 
electricity market participants for the costs of using transmission lines. We also present 
the results of some preliminary models that seek to account for strategic behaviour of 
market participants to reduce these costs. 
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Abstract

This study deals with a type of censoring that occurs with automotive war-
ranties. Warranty coverage and the resulting claims data are limited by mileage as
well as age. Age is known for all sold vehicles all the time, whereas mileage is only
observed for a vehicle with a claim and only at the time of the claim. In this study
we assume that all warranty repairs are instantaneous and minimal, i.e., the failure
process is modeled by two-dimensional non-homogeneous Poisson process. Within
a parametric framework we evaluate the mean cumulative number of claims or cost
of claims as a function of age and mileage.

Key words: Automotive warranty data analysis, mean cumulative function,
parametric framework, two-dimensional non-homogeneous Poisson Process.

1 Introduction

Warranty data is of considerable interest to corporations for several reasons. War-
ranty claims are a liability incurred at the time of sale and represent a cost of
doing business, so forecasting those costs is of interest. For engineers a secondary
but important use of warranty data is to assess the reliability of products in the
field. A third characteristic of warranty coverage is that it is a product attribute
valued by customers and affecting their buying decisions. For example increasing
warranty coverage may attract more buyers but also increase costs. See Blischke
and Murthy [1] for more discussion on these general points.

In this study, because of the warranty data used in the illustrative example in
the extended version of this report, the limits for ”bumper-to-bumper” coverage
are thirty-six months or thirty-six thousand miles, whichever comes first. Vehicle
ages are known at all times because sales records are retained. For vehicles that
generate a warranty claim, the mileage at the time of a warranty repair are recorded

287



and included in the warranty database. Thus from a modeling standpoint we have
two usage measures (age and mileage), but one of them (mileage) is incompletely
observed. As is commonly done, we model the warranty claims as recurrent events
from a repairable system. See Cook and Lawless [2] for more on recurrent events.

Under a nonparametric framework, Chukova and Robinson [4] assume a linear
mileage accumulation model and estimate the number of units at risk at any given
time from an incomplete mileage data. Christozov, Chukova and Robinson [5]
assume a piece-wise linear mileage accumulation model and estimate mean cumu-
lative number of claims per vehicle with or without adjustments for withdrawals
from warranty coverage. Prentice and Kalbfleisch [10] review statistical models
and data analysis methods for multivariate failure time data and provide useful
comments and insights on the various issues related to analysing this type of data.
Recently Lawless, Crowder and Lee [11] suggested a model to assess the dependence
of failures or other adverse events on age or usage within heterogeneous popula-
tions of products. Under a parametric framework, Jung and Bai [9] propose a
method for estimating the two-dimensional lifetime distribution for products under
two-dimensional warranty. They use “time” to failure approach, i.e., the age and
usage to first failure, assume that the marginals for age and usage are Weibull, and,
taking into account the censoring mechanism, evaluate the joint survival function.

We extend their study to recurrent event framework, under the assumption
that any warranty repair is a minimal repair. Moreover, we assume that the re-
pairs are instantaneous. It is well known (see Beichelt [6] and Block, Borges and
Savits [7] that under minimal repairs scenario associated failure process can be
modeled by a two-dimensional non-homogeneous Poisson process (2D-NHPP). Re-
cently Baik, Murthy and Jack [8] have studied 2D-NHPP and its application in
warranty cost analysis. We continue their line of study and use 2D-NHPP to model
the failure/repair process of a real set of warranty data. Our goal is to estimate
corresponding mean cumulative number of claims (or cost of claims) per vehicle.

The notations used are given in Section 2. Section 3 presents the model. A
construction of bivariate intensity models, based on copulas is given in Section 4.
A summary discussion is in Section 5.

2 Terminology and Notations

Assuming that the pdf of the lifetime distribution exists, the following notation will
be used:

• Xk = (Tk, Uk), k = 1, 2, . . ., are two-dimensional r.v.s where Tk and Uk repre-
sent the age and the usage of a product at the kth claim;

• h(t, u) is the hazard function for the lifetime X1 = (T1, U1) of a new item;

• T0 (U0) warranty age (mileage) limit;

• ai is the age of the ith unit at the warranty dataset “cut” off date;
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• ν(t, u) (νc(t, u)) is the (conditional) intensity function of 2D-NHPP;

• N(a, b; c, d) is the counting process associated with 2D-NHPP. It represents
the accumulated number of claims (or cost) on the time window [a, b)× [c, d).
The N(0, t; 0, u) is abbreviated as N(t, u).

3 The Model Formulation

3.1 Modeling the Failure

Suppose that the warranty region is rectangular, as shown in Figure 1, with limits
T0 and U0 for age and usage, respectively. Suppose that M vehicles have been
under observation, and their records are part of the warranty database. In our
extended report we consider a set of warranty data taken from model year 2001
vehicles sold mainly in calendar years 2000 and 2001. The “cut” off date for this
dataset is Oct. 24, 2003.

We refer to “time” as a two-dimensional “window” specified by the age and
usage of the vehicle, not the calendar time. So, each unit i is observed in a two-
dimensional time window restricted by min(ai, T0) and U0, where ai is its age at the
“cut” off date. Because, vehicle age is known at all times, but the mileage is known
only at the time of a warranty claim, the ith vehicle is observed in two-dimensional
window {0 ≤ t ≤ min(ai, T0) × 0 ≤ u ≤ U0}. We assume that the observation time
windows are independent of the event process.

s

T 0

U0

age

usage

tt ai2 in i

u

u

i1

i2

1

i

t i1 r
i

u
in

1

Figure 1: The warranty region (ai < T0)

If all rectifications are done by a minimal repair, corresponding failure/repair
process can be modeled by a two-dimensional NHPP (see Baik, Murthy and Jack
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[8]). Therefore, in this case {Xk}
∞

k=1 are consecutive observations from an underly-
ing 2D-NHPP.

The intensity function ν(t, u) (or ROCOF) of 2D-HNPP at point (t, u) is defined
as

ν(t, u) = lim
∆t, ∆u→0

P{N(t, t + ∆t; u, u + ∆u) = 1}

∆t ∆u
, (1)

whereas, given the history Vt,u of the failure process up to, but not including the
point (t, u), the conditional intensity function νc(t, u) is

νc(t, u) = lim
∆t, ∆u→0

P{N(t, t + ∆t; u, u + ∆u) = 1|Vt,u}

∆t ∆u
. (2)

It is well known (see Beichelt [6], Baik, Murthy and Jack [8]) that the intensity
function ν(t, u) and the conditional intensity function νc(t, u) of this underlying two-
dimensional nonhomogeneous Poisson process are identical to the hazard function
of the lifetime of the product, i.e.,

νc(t, u) = ν(t, u) = h(t, u), (3)

where the hazard function h(t, u) is

h(t, u) = lim
∆t, ∆u→0

P{N(t, t + ∆t; u, u + ∆u) = 1|N(t, u) = 0}

∆t ∆u
. (4)

Also, the probability of having no failure in [t, t + dt) × [u, u + du) is given by

P{N(t, t + dt; u, u + du) = 0} = 1 − h(t, u)dtdu + o(dtdu), (5)

and the mean cumulative number of events in [0, t) × [0, u) is equal to

E{N(t, u)} = H(t, u) =
∫ t

0

∫ u

0
h(r, s)dsdr (6)

3.2 The Likelihood Function

Let Ni(0, t; 0, u), abbreviated as Ni(t, u), be the accumulated number of claims (or
cost) up to, but not including (t, u) for vehicle i, i.e., Ni(t, u) is the number of
events in [0, t) × [0, u) generated by the ith vehicle. We assume that Ni(0, 0) = 0.
So, we consider M identical, independent 2D-NHPP and use them to derive the
likelihood of the data.

First, we derive the likelihood of the data associated with the ith vehicle.
Let (ti1, ui1) < . . . < (tini

, uini
) be the times of the failures of the ith unit, as

shown in Figure 1, and in addition, let (ti0, ui0) = (0, 0) and (ti(ni+1), ui(ni+1)) =
(min (ai, T0), U0). In order to derive the likelihood, we need to evaluate the proba-
bilities for the following events:
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• {one failure in [tij, tij + dt) × [uij, uij + du)}, for j = 1, . . . , ni.

Using (5), we obtain that

P{Ni(tij, tij + dt; uij, uij + du) = 1} = h(tij, uij)dtdu + o(dtdu).

• {no failure over (tij, ti(j+1))× (uij, ui(j+1))}, for j = 0, 1, . . . , ni. We derive the
probability of this event for j = 1, referring to Figure 1, and extend the result
for j = 0, 1, . . . , ni.

Let ti1 = r0 < r1 < · · · < rm = ti2 and ui1 = s0 < s1 < · · · < sm = ui2

be partitions of [ti1, ti2] and [ui1, ui2], respectively, and ∆rk = rk+1 − rk,
∆sl = sl+1 − sl, as shown in Figure 1.

Then {no failure over (ti1, ti2)×(ui1, ui2) } is equivalent to the event {no failure
over all “subwindows” [rk, rk + ∆rk) × [sl, sl + ∆sl)} for k, l = 1, 2, . . . ,m.
Taking into account (3) and (5) we obtain that

P{Ni(ti1, ti2; ui1, ui2) = 0} =
m
∏

k,l=1

{1 − h(rk, sl)∆rk∆sl + o(∆rk∆sl)}.

Since exp{−h(rk, sl)∆rk∆sl} = 1−h(rk, sl)∆rk∆sl +o(∆rk∆sl), taking limit
in (7), so that max{∆rk, ∆sl : k, l = 1, . . . ,m} → 0 as m → ∞, leads to

lim
m→∞

m
∏

k,l=1

{1 − h(rk, sl)∆rk∆sl + o(∆rk∆sl)} (7)

= exp



 lim
m→∞

m
∑

k,l=1

{−h(rk, sl)∆rk∆sl}





= exp
(

−
∫ ti2

ti1

∫ ui2

ui1

h(r, s)drds

)

.

Now we are ready to derive our main result, which is given in
Theorem 1. Under 2D-NHPP scenario, as given above,
(a) the likelihood of the observed events generated by the ith unit is

Li =
ni
∏

j=1

h(tij, uij)
ni
∏

j=0

exp

{

−
∫ ti(j+1)

tij

∫ ui(j+1)

uij

h(r, s)dsdr

}

, (8)

(b) the combined likelihood of the data for all units is

L =
M
∏

i=1

Li,

where ti(ni+1) = min (ai, T0), ui(ni+1) = U0 and ti0 = ui0 = 0.
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4 Bivariate intensity models: methods of copula

We consider two bivariate distributions, which are constructed using Archimedian
copulas: the Clayton’s and the Positive stable frailties families. We specify the
marginal distributions for the age T and usage U to be Weibull distributions.
For these copulas, we express the joint hazard function h(t, u) in terms of the

Weibull hazard and cumulative hazard functions: h1(t) = β1

θ1

(

t
θ1

)β1−1
, h2(u) =

β2

θ2

(

u
θ2

)β2−1
, H1(t) =

(

t
θ1

)β1

, H2(u) =
(

u
θ2

)β2

.

4.1 Clayton’s family

The copula for the Clayton’s family has the following form

C(t, u) = {t1−δ + u1−δ − 1}1/(1−δ), δ > 1. (9)

Using Weibull marginals in (9), we obtain that the joint hazard function can be
expressed as

h(t, u) = δ
β1β2

θ1θ2

(

t

θ1

)β1−1 ( u

θ2

)β2−1

{

exp

(

(δ − 1)
(

t

θ1

)β1
)

+ exp

(

(δ − 1)
(

u

θ2

)β2
)

− 1

}

−2

× exp

(

(δ − 1)
(

t

θ1

)β1
)

exp

(

(δ − 1)
(

u

θ2

)β2
)

.

4.2 Positive stable frailties

Lu and Bhattacharyya [12] proposed this model and Jung and Bai [9] utilized it
in their study of two-dimensional product warranty. The copula for the Positive
stable frailties family has the form

C(t, u) = exp[−{(− log t)1/δ + (− log u)1/δ}δ], 0 < δ < 1, (10)

which, under Weibull marginals, gives that the joint hazard function has the fol-
lowing form

h(t, u) =
β1β2

θ1θ2

(

t

θ1

)β1/δ−1 ( u

θ2

)β2/δ−1
[

(

t

θ1

)β1/δ

+
(

u

θ2

)β2/δ
]δ−2

×







[

(

t

θ1

)β1/δ

+
(

u

θ2

)β2/δ
]δ

+
1

δ
− 1







.

In the extended version of this report we use these two bivariate distributions
as underlying distributions for the 2D-NHPP associated with the failure process
of the vehicles. Using Theorem 1 we estimate the unknown parameters of these
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distributions and using (6) proceed with the estimation of the mean cumulative
number of claims (or cost of claims) per vehicle. We consider the same warranty
dataset as Christozov, Chukova and Robinson [5] and compare our finding with
their results, which were obtained using nonparametric approach.

5 Conclusion

We have discussed an application of the two-dimensional nonhomogeneous Poisson
process in warranty analysis. Under parametric framework, we propose an approach
for evaluating the mean cumulative function.

This study identified many open problems related to statistical inferences for
bivariate data. In order to study the issues related to two-dimensional warranty and
be able to use two-dimensional stochastic processes to model the warranty claim
process, we need to address some of the following open questions: how to test for
bivariate stationarity, how to test whether a bivariate non-homogeneous Poisson
Process is an appropriate model for a given set of bivariate data and so on.
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Abstract

The properties of IFR distributions are studied in the context of multiple-component

system failure. Starting with the Marshall-Olkin Bivariate Exponential model, we

attempt to generalise the model to higher dimensions while preserving exchange-

ability and to find a representation of the joint survival function as a mixture of

IFR survival functions. This leads to an extension in a new direction and provides

a new model which describes a multi-component system accumulating damage due

to a series of non-fatal shocks.

1 Introduction

There is a rich range of models which can be used to describe the failures of complex

systems, such as cars or industrial machinery. In the simplest model the time to

failure of a system X is a random variable described by a single parameter λ, the

most frequently used example being the exponential failure distribution:

X ∼ Exp(λ)

f(x) = λe−λx

F̄ (x) = e−λx

Here f(x) is the probability density and F̄ (x) the survival function. In the appli-

cation of this simple model the system operates for a time X, at which point it

receives a fatal ‘shock’ and fails. We are particularly interested in systems where

the failure rate is non-decreasing with time, so called IFR distributions. An IFR

survival distribution F̄ (x) has the property of log-concavity, which implies

F̄ (x1 + τ)

F̄ (x1)
≥

F̄ (x2 + τ)

F̄ (x2)
for all x1 < x2 and τ > 0 (1)
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When modelling more complex, possibly multi-component, systems a correspond-

ingly more complex description is required. In particular we envision a system with n

components, each with a lifetime determined by its own failure distribution. Where

these failures are independent the joint failure distribution is given by the product

F̄ (x1, . . . , xn) =

n
∏

i=1

F̄i(xi)

More generally however the failures distributions may not be independent, and no

simple product structure exists. In approaching these complex joint distributions

we restrict our attention to exchangeable distributions - those where the joint failure

distribution is invariant under any permutations of the lifetimes (X1, . . . , Xn). This

situation would apply in a system made up of n identical subsystems.

We wish to investigate properties of IFR distributions in the context of multiple-

component system failure. In our research we began by considering the Marshall-

Olkin Bivariate Exponential (BVE) model (Marshall and Olkin 1979, p139), and

ways of extending it to higher dimensions. This model describes a two component

system with joint survival function

F̄ (x1, x2) = exp [−(λ1x1 + λ2x2) − λ12max(x1, x2)] (2)

which generalises to the Multivariate Exponential Distribution (their eq. 3.2)

F̄ (x1, . . . , xn) = exp

[

−

n
∑

i=1

λixi −
∑

i<j

λijmax(xi, xj)

−
∑

i<j<k

λijkmax(xi, xj , xk) − . . . − λ12...nmax(x1, . . . , xn)

] (3)

After imposing exchangeability we have attempted to find a representation of the

Multivariate Exponential (MVE) in terms of a mixture of conditionally independent

IFR distributions. A formal extension of the BVE model did not give us the MVE

model we sought, but instead suggested an extension in a new direction. In our new

model a multi-component system accumulates damage due to a series of non-fatal

shocks.

The plan of the paper is as follows. In Section 2 we generalise the BVE model to

higher dimensions, and present a formulation of our new model. We present some

examples of our model, including the particular case of a three component series

system, in Section 3. Section 4 contains a brief summary and future directions for

research.

2 A new generalisation of the BVE distribution

Exchangeable versions of the BVE and MVE joint survival functions are given by

F̄ (x1, x2) = exp [−λ1(x1 + x2) − λ2max(x1, x2)] (4)

and

F̄ (x1, . . . , xn) = exp

[

−λ1

n
∑

i=1

xi − λ2

∑

i<j

max(xi, xj)

−λ3

∑

i<j<k

max(xi, xj , xk) − . . . − λnmax(x1, . . . , xn)

] (5)
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(cf Barlow and Proschan 1981, and Marshall and Olkin 1979, p.380).

A multivariate exchangeable survival function F̄ (x1, . . . , xn) can be constructed

by forming an infinite mixture of independent and identical survival functions Ḡ(x|θ):

F̄ (x1, . . . , xn) =

∫ n
∏

i=1

Ḡ(xi|θ) Q(dθ) (6)

where Q(θ) is a chosen mixture distribution.

One particular construction for Ḡ(x|θ) is the random truncation of an IFR uni-

variate survival function Ḡ(x), i.e.

Ḡ(x|θ) = Ḡ(x) I(x < θ) for x > 0, θ > 0,

where I(·) is the indicator function. It follows that

F̄ (x1, . . . , xn) =

∫

∞

0

n
∏

i=1

Ḡ(xi)I(xi < θ) Q(dθ)

=

[

n
∏

i=1

Ḡ(xi)

]

Q̄(max(x1, . . . , xn)).

For the case of n = 2 if we take Ḡ(x) = e−λ1x and Q̄(θ) = e−λ2θ then this is just

the exchangeable BVE of (4). However, the n-dimensional representation is not the

same as the exchangeable MVE (5).

Nevertheless the above construction does suggest a way to generalise the BVE

which leads to a different but interesting model. First of all we note that we can

transform an IFR survival function Ḡ(x) while maintaining its IFR property, though

we must be careful in the way we choose to do this. One possible transformation is

as follows:

Ḡ(x|θ) = Ḡ(x)

m
∏

j=1

[

I(x < θj) + I(x > θj)e
−λj(x−θj)

]

, (7)

where 0 < θ1 < . . . < θm, and λj are a set of m positive constants, each one finite

with the possible exception of λm, which may take the value +∞. If it does so,

then Ḡ(x) is truncated at θm, and is zero for all x > θm. This is the only possible

discontinuity that a survival function may have while still being IFR (Barlow and

Proschan 1996, p23). We could leave Ḡ(x) unspecified, but for our purposes it is

instructive to set Ḡ(x) = e−λ0x. The resulting log survival function log Ḡ(x|θ) is

shown in Figure 1. We now show that

Lemma 1 In (7), if Ḡ(x) is IFR then Ḡ(x|θ) is also IFR.

Proof. Firstly we note that if a survival function is IFR then it is log-concave.

Then Ḡ(x) is log-concave, and we also note that the function

−I(x > θ)λ(x − θ)

is concave in x, if λ and θ are positive constants. Now from (7) it follows that the

log survival function is

log Ḡ(x|θ) = log Ḡ(x) −

m
∑

j=1

I(x > θj)λj(x − θj) (8)
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Figure 1: Transformation of IFR Ḡ(x) by successive reductions of the survival func-

tion at a set of points θ1, . . . , θm controlled by parameters λ1, . . . , λm (7). On the left

(panels (a) and (c)) the final reduction has finite λm, whereas on the right (panels

(b) and (d)) λm = +∞ and the survival function is truncated.

which is a sum of log-concave functions and is therefore also log-concave. This

implies that Ḡ(x|θ) must also be IFR and completes the proof. �

The interpretation of the model in eq. 7 is one of accumulating damage through

a set of shocks at times θ1, . . . , θn, each one imposing an additional degree of damage

(defined by λ1, . . . , λn). This model thus represents a formulation of the ageing of a

multi-component system.

We are now able to define a very flexible class of models formed by taking a

mixture of the component distributions defined in eq. 7, using an arbitrary mixing

distribution Q(θ). The joint survival function F̄ (x1, . . . , xn) in such a model is then

given by

F̄ (x1, . . . , xn) =

∫ n
∏

i=1

Ḡ(xi|θ)Q(dθ)

=

∫ n
∏

i=1

Ḡ(xi)
m
∏

j=1

[

I(xi < θj) + I(xi > θj)e
−λj(xi−θj)

]

Q(dθ)

(9)

3 Examples

We now present some specific examples of the model defined in the previous section.

In particular we apply the definition in eq. 9 to the cases n = 1, 2 and 3. We take

m = n − 1 in each case, and an exponential form for both Ḡ(x) and Q(θ). Thus we

set

Ḡ(x|θ) = e−λ0x

n−1
∏

j=1

[

I(x < θj) + I(x > θj)e
−λj(x−θj)

]

. (10)

We further assume that λn−1 = +∞ which truncates the conditional survival func-

tion (10) at θn−1.

Case n = 1. The integral in (9) is empty, and we have simply

F̄ (x1) = e−λ0x1 , (11)
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i.e. the Exponential(λ0) survival function.

Case n = 2. We take Q(dθ) = µ1e
−µ1θ1dθ1, and then the expression in (9)

becomes

F̄ (x1, x2) = e−λ0(x1+x2)µ1

∫

∞

0

e−µ1θ1I(x1 < θ1)I(x2 < θ1)I(0 < θ1) dθ1

= e−λ0(x1+x2)−µ1max(x1,x2),

(12)

i.e. this is the Marshall-Olkin BVE (4) as before.

Case n = 3. We take Q(dθ) = µ2(µ1 + µ2)e
−µ1θ1−µ2θ2I(θ1 < θ2)dθ1dθ2, then (9)

becomes

F̄ (x1, x2, x3) = e−λ0(x1+x2+x3)(µ1 + µ2)µ2

∫

∞

0

∫

∞

0

e−µ1θ1−µ2θ2

×
n

∏

i=1

[I(xi < θ1)+ I(xi > θ1)e
−λ1(xi−θ1)

]

I(x1 < θ2)I(x2 < θ2)I(x3 < θ2)

× I(0 < θ1 < θ2) dθ2dθ1.

(13)

Despite being well defined, this functional form of the joint survival function does

not lead to an expression with a simple interpretation. However, if we view the

system as depending on all its components in order to continue to function (i.e. we

view it as a series system), then we can concentrate on the system survival function

(also known as the reliability function of the system) F̄S(x) = F̄ (x, . . . , x). For the

n = 3 case the system survival function is

F̄S(x) =

(

µ1 + µ2

µ1 − 3λ1

)

e−[µ2+3λ0+3λ1]x −

(

µ2 + 3λ1

µ1 − 3λ1

)

e−[µ1+µ2+3λ0]x (14)

which has density

fS(x) =

(

µ1 + µ2

µ1 − 3λ1

)

(µ2 + 3λ0 + 3λ1)e
−[µ2+3λ0+3λ1]x

−

(

µ2 + 3λ1

µ1 − 3λ1

)

(µ1 + µ2 + 3λ0)e
−[µ1+µ2+3λ0]x.

(15)

If we take the limit 3λ1 → µ1 then the system survival function and its density take

the following simple forms

F̄S(x) = e−ζx(1 + wζx)

fS(x) = (1 − w)ζe−ζx + wζ2xe−ζx

= (1 − w) Gamma(x|1, ζ) + w Gamma(x|2, ζ),

(16)

where

ζ = 3λ0 + µ1 + µ2 and w =
µ1 + µ2

3λ0 + µ1 + µ2
. (17)

This special case is interpretable as a two component mixture of an Exponential(ζ)

and a Gamma(2,ζ) distribution. The λ0 parameter describes the baseline perfor-

mance of the system in the absence of shocks. λ1 is the damaging effect of the

non-fatal shocks, and µ1 = 3λ1 is the rate at which they occur. µ2 is the rate at

which the fatal shock occurs. Thus if µ1 = µ2 = 0 then the system functions in its

baseline state (both types of shock being infinitely delayed), and the system sur-

vival function is simply Exp(3λ0). If either or both of µ1 and µ2 are nonzero, then

the system is subject to fatal and/or damage accumulating shocks, leading to this

particular functional form of the survival function as a mixture (eq. 16).
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4 Summary and future work

In this paper we have presented a new model for damage accumulation in multi-

component systems with a baseline IFR survival distribution for each of the com-

ponents. This model reduces to the BVE in the two-dimensional case. The model

has a large degree of flexibility in modelling the combination of damaging and fatal

shocks, as we have shown in the n = 3 case.

Our future work will centre on the properties of this and similar functions, and

also in establishing the connection between models of the form we have proposed

and other properties related to multivariate ageing, in particular the property of

Schur Concavity (see e.g. Barlow and Spizzichino 1993), which is analogous to the

univariate IFR property when applied to multi-component systems.
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Abstract

We present a general test of whether a time series model, with parameters estimated
by minimising the single-step forecast error sum of squares, is robust with respect
to multi-step prediction, for some specified lead-time. The test may be applied to
a (possibly seasonal) ARIMA model using the parameters and residuals following
maximum likelihood estimation. It is based on a score statistic, evaluated at these
estimated parameters, that measures the sensitivity of the multi-step forecast error
variance with respect to the parameters. We derive the large sample properties
of the test elsewhere and show here by a simulation study that it has acceptable
small sample size properties for higher lead times when applied to the IMA(1,1)
model that gives rise to the exponentially weighted moving average predictor. We
investigate the power of the test when the IMA(1,1) model has been fitted to an
ARMA(1,1) process. Further, we demonstrate the high power of the test when an
autoregression is fitted to a process generated as the sum of a stochastic trend and
cycle plus noise. Frequency domain methods were used for the derivation and sam-
pling properties of the test, and these are discussed since they give insight into its
application. The test is illustrated on two real series, and an R function for its gen-
eral application is available from http://www.mcs.vuw.ac.nz/Main/JohnHaywood,
along with a paper that derives the sampling properties of the test statistic.

Key words: diagnostic statistic, model robustness, multi-step forecasting, time
series.

1 Introduction

In this paper we present a test of whether a (possibly seasonal) ARIMA model
with parameters estimated by maximum likelihood, is robust with respect to multi-
step prediction, for some specified lead-time. The test may be carried out using
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the model residuals and estimated parameters. If the result is significant, the test
statistic provides an estimate of the reduction in multi-step forecast error variance,
at the specified lead time, that might be achieved by re-fitting the model parameters
so as to minimise the sum of squares of multi-step errors. The test is easily extended
to provide these re-fitted parameters, using the method of Haywood and Tunnicliffe
Wilson (1997), hereafter referred to as HTW.

We propose this test as a practical solution to a problem that is a current topic
of debate: deciding the relative merits of two distinct approaches to multi-step
forecasting. The first approach is to fit a parametric process model by minimizing
the sum of squares of in-sample single-step forecast errors, or equivalently by max-
imum likelihood estimation. Multi-step forecasts, from the end of the series, are
then derived from this model. For a linear model the expected future value may be
obtained quite simply, by successively using the single step predictor, treating each
prediction as if it were an observed value. The result is often termed the plug-in
or iterated multi-step (IMS) prediction. The alternative approach is to construct a
direct multi-step (DMS) prediction as a specified function of the observations, and
to choose the coefficients in this predictor by minimising the sum of squares of the
multi-step forecast errors.

Bhansali (1999) reviews many of the earlier contributions to the analysis of this
debate, setting out the problem, and presenting the statistical issues. Chevillon
(2007) provides an exhaustive overview of the current state of this research. The
most common DMS predictor, termed a non-parametric predictor, is of the autore-
gressive type, i.e. a linear combination of a finite set of recent process observations.
However, every parametric process model gives rise to an IMS predictor, for ex-
ample the widely used multi-step exponentially weighted moving average (EWMA)
predictor may be viewed as the predictor from an IMA(1,1) model. A parametric
DMS predictor can therefore be constructed by using the IMS predictor of a pro-
cess model but with the parameters determined to minimize the sum of squares of
in-sample multi-step, rather than single step, forecast errors. Bhansali (1999) gave
an example of such a predictor (see also Stoica and Soderstrom, 1984), and HTW
show how they can be constructed and their properties evaluated for a wide range
of parametric models.

Good practice in time series modelling guards against model mis-specification
that might disadvantage the IMS predictor, by following maximum likelihood es-
timation of a carefully selected model with diagnostic checking applied to the es-
timated residuals. However, model selection is still an uncertain procedure and
portmanteau diagnostics may give no clear indication that a subtly mis-specified
model could be improved in any particular way. Yet, as our examples illustrate, in
such circumstances substantial reduction in forecast variance may still be possible,
at some high lead time. For these reasons, considerable attention continues to be
devoted to resolving the problem of choice between these two types of predictors.

The test we present provides a practical approach to this problem. As with the
portmanteau statistics, it may be applied immediately following maximum likeli-
hood estimation. However, the test is valuable because of its more specific nature.
If the result of the test is not significant, for a given lead time, it provides re-
assurance of the adequacy of the model parameters for IMS prediction at that lead
time. If the result is significant, the user can be sure that an immediate gain in
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forecast accuracy can be achieved, at that lead time, by re-estimation of the model
parameters for DMS prediction. We do not propose it as a general test of model
adequacy; indeed, it is specific in what it tests, and there is no guarantee, were it
applied for some arbitrary lead time, that it would detect general inadequacy of a
mis-specified model. However, if applied in the circumstances we describe, following
careful model selection, estimation and checking, it can be a valuable new tool.

In Section 2 we discuss our new test statistic and some examples that illustrate
its use. Then in Section 3 we carry out an empirical study to verify its small
sample size when applied to the IMA(1,1) model, and evaluate its power to reject
the IMA(1,1) model when it has been fitted to an ARMA(1,1) process. This is
motivated by an original investigation by Cox (1961) into the robustness of the
EWMA for multi-step prediction, more recently taken up by Tiao and Xu (1993).
In contrast to Tiao and Xu’s test, our statistic is well defined for higher lead times
and we are able to illustrate the effects on the power of the choice of lead time.
The material in Section 4 is motivated by one example from Section 2 and the
widespread use of autoregressive predictors in applied work. We postulate a type
of model mis-specification that might explain the significant result in that example.
Based on this we design a simulation exercise to confirm the size properties of our
test in the context of an autoregressive model, and its power when an autoregression
has been fitted to a series that is the sum of irregular and cyclical components.

2 A new score-type test and examples of its use

Model estimation using a frequency domain multi-step criterion was the subject of
HTW. Our new test statistic was proposed in the discussion of HTW, and is eval-
uated following estimation of the model parameters by minimizing the single-step
forecast error variance, using what is termed the Whittle likelihood. However, the
test is also straightforward to implement following standard time domain estima-
tion (MLE) of an ARIMA model. An R function for the test’s general application
is available from http://www.mcs.vuw.ac.nz/Main/JohnHaywood. A longer dis-
cussion of related work is given in Haywood and Tunnicliffe Wilson (2008). They
also derive the asymptotic properties of the new test statistic, which detects model-
dependent features that characterize specific departures from white noise residuals.
The statistic is formed from a local gradient (or score) and Hessian matrix, so as to
approximate the reduction in the multi-step error variance that would result from
the re-estimation of the model to minimize that multi-step criterion. Haywood and
Tunnicliffe Wilson (2008) show that the asymptotic distribution of the new statis-
tic is a weighted sum of independent chi-squared variables, each on one degree of
freedom.

To illustrate the test initially, we present two real examples: the first concerning
a seasonal moving average type of model, the second a non-seasonal autoregression.
Consider first the familiar monthly airline series of Box and Jenkins (1976). The
logarithm of the series is shown in Figure 1 (a) and the sample residual auto-
correlations shown in Figure 1 (b), following (approximate maximum likelihood)
estimation of the structural model with seasonal component described by HTW
(p.249). There is some evidence of model inadequacy in that the sample auto-
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correlations at lags 3 and 23 lie outside the nominal 95% limits. The Ljung-Box
portmanteau statistic (Ljung and Box, 1978) based on residual autocorrelations up
to lag 25, was 31.6 on 22 d.f., corresponding to a p-value of 8.4%. Applying our test
for lead time 6 gave a highly significant result, with a p-value of 0.3%. From the
value of our statistic we estimate a potential reduction in forecast error variance of
12% at lead time 6, achievable by re-estimation of the model parameters.

(a) (b)

Figure 1. (a) Logarithm of the series of monthly airline passenger totals (b) sample residual
autocorrelations following estimation of a seasonal structural model.

For a second example we take the quarterly seasonally adjusted US unemploy-
ment rate (1948–1979), shown in Figure 2 with its sample partial autocorrelation
function, calculated following a square root transformation (a Box-Cox parameter
of 0.48 was estimated by maximum likelihood).

(a) (b)

Figure 2. (a) Quarterly seasonally adjusted US unemployment rate, 1948 to 1979 (b) sample
partial autocorrelations of the square root transformed series.

A third order autoregressive model was fitted, after selection using AIC (Akaike,
1973). The residual autocorrelations and residual spectrum are shown in Figure 3.
There is no obvious sign of model inadequacy, though the Ljung-Box portmanteau
test statistic for the first 20 residual autocorrelations is 25.98 on 17 d.f. with a
p-value of 7.5%, and that using the first 30 values is 39.97 on 27 d.f. with p-value of
5.1%. On applying our test with a lead time of 30 quarters (71

2
years), we obtained

a p-value of 0.4%, and the statistic indicated a potential reduction of 30% in the
multistep forecast error variance. Fitting the AR(3) DMS predictor actually gave a
reduction of 43%, but the statistical significance of this can not be directly assessed,
because the regression errors are highly correlated.
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(a) (b)

Figure 3. (a) Residual sample autocorrelations (b) sample spectrum of the residuals, from fitting
an AR(3) model to the transformed US unemployment rate series.

3 Assessment of the test for the IMA(1,1) model

Consider a Gaussian series xt that is the sum of a random walk with innovation
variance σ2

1
and independent white noise with variance σ2

2
. There is an IMA(1,1)

representation of (1−B)xt = (1−ηB)et, where σ1/σ2 = (1−η)/
√

η. In this case we
can take our scaled statistic to be asymptotically chi-square with 1 d.f. We carried
out a simulation study to investigate the accuracy, under the null hypothesis that
a correctly specified model has been fitted, of the distributional approximation we
presented for this statistic in Haywood and Tunnicliffe Wilson (2008). We assessed
the reliability of the size of the test for a range of parameter values and lead times.
Further, we investigated the power of the test when the IMA(1,1) model was fitted
to an ARMA(1,1) process, (1 − φB)xt = (1 − θB)et. This exercise was motivated
in large part by the original consideration by Cox (1961) of the robustness of the
IMA(1,1) model, for prediction of an ARMA(1,1) process, and the more recent
investigation by Tiao and Xu (1993), of a chi-squared test statistic based upon re-
estimation of the parameter η of the IMA(1,1) model. Our scaled statistic may be
considered a local version of this, and the two should be asymptotically equivalent.

The empirical size of the new test statistic is accurate, or conservative, at all
combinations of parameter values and lead times reported in Table 1, including
L = 10. Thus there is no evidence of the excessive skewness (compared to the
relevant asymptotic chi-squared distribution) reported by Tiao and Xu (1993) for
all L > 2, which gave infeasible large positive size distortions for their proposed
statistics. While our test size does improve with series length, differences are often
quite small and the test appears reasonably sized at moderate lead times, certainly
for series of length 100 or greater.

Table 2 presents the empirical power of the test when applied to the Gaussian
ARMA(1,1) process as an alternative data generating model, to which the IMA(1,1)
was fitted. 10,000 replications were performed for series generated using each of six
combinations of ARMA parameters (φ > θ ≥ 0) at five lead times and two nominal
sizes, with all series of length 200. Our six combinations of ARMA parameters
form a subset of those considered by Tiao and Xu (1993) in their Table 3, where
comparable maximum powers for the Ljung-Box statistic are given, maximised over
lags from 2 to 21. Tiao and Xu gave empirical powers only for nominal size 0.10
and only for lead time 2, due to the excessive size distortions noted above.
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Table 1. Empirical sizes (10,000 replications) of the new test, for the (1, η) IMA(1,1) model.

Lead Nominal Length of η
time size series 0 0.2 0.4 0.6 0.8

50 0.094 0.096 0.091 0.091 0.099
0.10 100 0.094 0.096 0.093 0.094 0.093

2 200 0.099 0.097 0.092 0.093 0.097
50 0.046 0.046 0.043 0.040 0.054

0.05 100 0.046 0.046 0.045 0.045 0.047
200 0.049 0.048 0.046 0.043 0.047
50 0.088 0.083 0.079 0.080 0.076

0.10 100 0.091 0.091 0.089 0.089 0.085
4 200 0.095 0.094 0.094 0.094 0.094

50 0.040 0.038 0.039 0.036 0.039
0.05 100 0.044 0.041 0.041 0.042 0.043

200 0.047 0.047 0.045 0.046 0.047
50 0.075 0.069 0.066 0.063 0.053

0.10 100 0.082 0.082 0.083 0.081 0.071
10 200 0.090 0.093 0.087 0.088 0.085

50 0.041 0.036 0.032 0.027 0.021
0.05 100 0.043 0.041 0.041 0.037 0.032

200 0.045 0.043 0.044 0.041 0.041

Table 2. Empirical powers for the new test (10,000 replications, series length 200). Testing the
(1, η) IMA(1,1) fitted model against the (φ, θ) ARMA(1,1) data generating process.

Nominal Lead (φ, θ)
size time (0.1, 0.0) (0.4, 0.1) (0.7, 0.4) (0.9, 0.0) (0.9, 0.4) (0.95, 0.3)

2 0.431 0.905 0.557 0.174 0.163 0.108
4 0.262 0.799 0.714 0.268 0.265 0.136

0.10 6 0.200 0.643 0.706 0.326 0.318 0.148
8 0.150 0.538 0.666 0.351 0.339 0.154
10 0.127 0.463 0.610 0.363 0.347 0.151
2 0.329 0.840 0.437 0.101 0.091 0.056
4 0.186 0.712 0.599 0.162 0.165 0.072

0.05 6 0.129 0.537 0.583 0.196 0.195 0.079
8 0.090 0.425 0.534 0.197 0.203 0.074
10 0.068 0.341 0.458 0.186 0.194 0.066

Some general patterns are suggested for our test statistic: power decreases with
lead time for ‘moderate’ values of the AR parameter, φ < 0.5 say, while power is
maximised at medium lead times, 2 < L < 10 for higher values of φ. To interpret
the observed patterns in the power, it is necessary to consider when the IMA(1,1)
model could fit well a series generated by an ARMA(1,1) process. With η near
unity the IMA(1,1) model can fit well a process that is close to white noise. Hence
combinations of ARMA parameters that impose little structure, such as φ ≈ θ,
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can be well modelled by the IMA(1,1). Also the IMA(1,1) model can, reasonably
well, fit an ARMA(1,1) process with φ close to one. Generated processes that
are more clearly stationary within the sample period, with moderate values of φ,
display reasonably rapid reversion to the mean. In such cases power will be greatest
at low lead times, where the divergence between the autocorrelation structures
beyond lag 1 is marked but forecast uncertainty is still moderate. Conversely,
for generated processes that display more persistence (φ close to one) power will
increase with lead time, since a greater horizon is required to differentiate stationary
and integrated observed behaviour. However at long lead times, such as L = 10,
power reduces, even for φ close to one, because of the limited information available
for discrimination. The figure given on page 246 of HTW shows how parameter
estimation of the IMA(1,1) model, to minimise the mean sum of squares (MSS) of
multi-step errors, focuses on information at lower frequencies.

To emphasise this point we did a further simulation of an ARMA(1,1) process
of length 400, with φ = 0.9 and θ = 0, performing the test with lead time L = 15.
The greatest advantage from re-estimating the IMA model to minimise the MSS
of multi-step errors, a reduction by a factor of two (Tiao and Xu, 1993, p.630), is
approached under these circumstances. The MLE of η will be close to 1− φ = 0.1,
so that most weight is placed upon recent observations in the EWMA, whereas for
a high lead time prediction a value of η close to 1.0 is optimal, so that the forecast
is close to the mean of the stationary autoregression. The residuals from MLE of
the mis-specified IMA(1,1) model only contain limited information to indicate the
large change in the MA parameter needed for high lead time prediction. From a
typical realisation, the evidence may be seen in the rapid reduction in the ordinates
of the residual sample spectrum below frequency 0.02, as shown in Figure 4 (a).

(a) (b)

Figure 4. Analysis of residuals from an IMA(1,1) fitted to an AR(1) process with φ = 0.9.
(a) Lower frequencies of the residual sample spectrum, with the gain function used to weight the
same spectrum in the MSS of 15 step prediction errors (b) sample autocorrelation function.

The corresponding effect is seen in the residual autocorrelations in Figure 4 (b),
as a slight downward bias at low lags. The (scaled) gain function used in Haywood
and Tunnicliffe Wilson (2008) for the MSS of 15 step-ahead prediction errors, is also
shown in Figure 4 (a). By placing weight on the frequencies below 0.05, our test
focuses on the information in the lower 5 to 10 spectral ordinates that is available,
in a series of this length, for detecting lack of uniformity in the residual spectrum.
In 10,000 replications, our statistic demonstrated powers of 0.56 and 0.80 for tests
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of respective size 0.05 and 0.10, showing that the information supporting model
re-estimation, though limited, can be detected by this test. Corresponding powers
of the Ljung-Box test using residual autocorrelations to lag 21 were 0.18 and 0.30.

4 Assessment of the test for an AR model

To motivate this section, reconsider the AR(3) model fitted to the seasonally ad-
justed series of US unemployment in Section 2. Figure 5 (a) shows the sample
spectrum of this series, together with the spectrum of the fitted model. The sam-
ple spectrum appears to have distinct low frequency peaks, a sharp one close to
frequency zero and a broad peak over the frequency range 0.03 to 0.06 (period 4 to 7
years). However, the fitted spectrum fails to resolve these peaks. Intrigued by this

(a) (b)

Figure 5. (a) Sample spectrum of the US unemployment series and AR(3) model spectrum; (b)
sample spectrum of a simulated series and AR(6) model spectrum.

we investigated the power of our test for simulated series with similar structure. As
an alternative model we chose a series composed of the sum of three independent
Gaussian components: a near unit root AR(1) process, an AR(2) process with a
spectrum peak approximately centered on the frequency 0.04 corresponding to a
period of 25, and a white noise series. Thus xt = ut + vt + zt where ut = φut−1 +at,
with φ = 0.99 and var (at) = 1.0; vt = 2r cos(λ)vt−1 − r2vt−2 + bt with r = 0.98,
λ = 2π/25 and var (bt) = 0.32; and zt is uncorrelated with variance 1.0. To check
the size of the test we required an approximating autoregressive model. From a
simulation of the process xt, AIC selected an AR(6) approximation. Hence we de-
termined the AR(6) model φ(B)xt = et that gave the minimum variance one-step
ahead predictor of xt. This had coefficients φ1 = 0.9177, φ2 = 0.2455, φ3 = −0.0069,
φ4 = −0.0892, φ5 = −0.0919, φ6 = −0.0290, and var (et) = 3.6451.

We simulated 10,000 time series of length 200 from this AR(6) model, fitted
an AR(6) model to each sample in the frequency domain, and evaluated the test
statistic for lead times L = 8 and 16. Results are shown in Table 3. Empirical
sizes are shown for nominal sizes of 0.10 and 0.05, for our test statistic and the
Ljung-Box test statistic calculated using residual autocorrelations up to lag 20. For
our statistic the empirical sizes are slightly conservative for lead time 8, more so
for L = 16. The Ljung-Box test is slightly over-sized.

We estimated the power of the test for rejecting the AR(6) model, when fitting
it to the alternative process with independent components described above, using
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Table 3. Empirical size of tests of model adequacy for an AR(6) null model.

Lead time Nominal size q Statistic Ljung-Box
8 0.10 0.095 0.113

0.05 0.045 0.056
16 0.10 0.084 0.113

0.05 0.035 0.056

the same series length and number of replications. Table 4 shows that our test with
nominal size 0.05, applied for lead time 16, achieved an empirical power of over
60% against the alternative. In comparison, the Ljung-Box statistic is very much
less powerful. The power of our statistic was lower for lead time 8 than for lead
time 16, but still noticeably more powerful than the (over-sized) Ljung-Box test.

Table 4. Empirical powers of tests of model adequacy for an AR(6) model fitted to the alternative
process with independent components (see text). 10,000 replicates.

Lead time Nominal size q Statistic Ljung-Box
8 0.10 0.377 0.246

0.05 0.274 0.144
16 0.10 0.722 0.246

0.05 0.620 0.144

Further insight into these results is gained by calculation of the prediction error
variances of the alternative process under the true model, and the best approxi-
mating AR(6) DMS predictor. The prediction error variances for lead times 1, 8
and 16, using the true model, are 3.28, 24.51 and 31.82 respectively. The error vari-
ances at the same lead times, using the AR(6) model that minimises the one-step
prediction error variance, are respectively 3.65, 46.15 and 72.61. These are clearly
much greater than those of the true model, for the lead times greater than 1. The
error variances using the AR(6) DMS predictor are 3.65, 40.93 and 38.14, for each
respective lead time. This shows that the potential reduction in prediction error
variance which may be achieved is relatively small at lead time 8, from 46.15 to
40.93. However it is very substantial at lead time 16, from 72.61 to 38.14, which
is not much greater than the value of 31.82 achieved by the true model. This ac-
cords with the results of the power investigation, that suggests it is quite difficult
to detect potential forecast improvement using a lead time of 8 in this case, but an
important potential gain is detected at lead time 16. Investigation of several real-
isations confirmed the indications gained from the example of US unemployment.
The residual autocorrelations and spectrum do not show any clear lack of fit of the
AR(6) model but, as Figure 5 (b) shows, the fitted model spectrum typically fails
to resolve the peaks in the sample spectrum of the series.
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5 Conclusion

The potential reduction in the multi-step forecast error that may be gained from
re-estimation of the parameters of a time series model justifies a test which is sen-
sitive to this possibility. We have presented a widely applicable new test for this
purpose with good asymptotic properties and validated its small sample proper-
ties in important applications. The methodology of the test also provides insight
into the statistical features of the residual spectrum associated with a significant
outcome. An R function which calculates the test statistic, using the parameters
and residuals from maximum likelihood estimation of a (possibly seasonal) ARIMA
model, is available from http://www.mcs.vuw.ac.nz/Main/JohnHaywood.
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Abstract

In this study we review the notion of an online convex optimization algorithm
and its variations, and apply it in warranty context. We introduce a class of profit
functions, which are functions of the warranty length, and use it to formulate the
problem of maximizing the company’s profit over time as an online convex opti-
mization problem. We use this formulation to present an approach to setting the
length of the warranty period based on an online algorithm with low regret. Un-
der a dynamic environment, this algorithm provides a warranty strategy for the
company that maximises its profit over time.

Key words: warranty; online convex optimization; regret; profit functions

1 Introduction

A product warranty is an agreement offered by a producer to a consumer to replace
or repair a faulty item, or to partially or fully reimburse the consumer in the event
of a failure. A general treatment of warranty analysis is given by Blischke and
Murthy (Blischke, W.R. and Murthy, D.N.P. 1993), (Blischke, W. and Murthy, D.
1996).

The common warranty parameters of interest analysed and evaluated are the
total expected total warranty cost and the warranty cost per unit time over the
warranty length for a particular item, as well as the life-cycle of the product, see
Chukova and Hayakawa (Chukova, S. and Hayakawa, Y. 2004). Typically, the war-
ranty length and the warranty policy are assumed to be known, which identifies
the failure model. Based on the adopted model of the failure process, the total ex-
pected total warranty cost and, sometimes the variance of this cost, are computed.
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The study presented here deviates from the traditional framework in warranty
analysis. For simplicity we assume that the warranty is one-dimensional and non-
renewing, i.e., the warranty is identified by the length of the warranty period and
starts at the time the item has been sold or the service has began. We assume
that the optimal warranty length and the profit function, as a function of warranty
length, are unknown and may vary from time period to time period. The aim of
this study, is to present an approach that will assure that if the warranty length
varies in a particular way, suggested by an online algorithm, under reasonable,
quite general assumptions on the profit functions, the long run average of the man-
ufacturer’s profit will be comparable with its profit if the optimal warranty length
were known at the time the product was launched on the market.

The outline of this paper is as follows. In Section 2 we present a brief overview
of the online algorithm approach. The profit model is introduced in Section 3, and
it is analysed, using an online algorithm, in Section 4. Section 5 contains conclud-
ing remarks.

2 Miscellaneous Results: Online Algorithm

In this paper, we concern ourselves with profit maximization, thus we consider the
online convex programming problem with a sequence of concave functions and a
maximization objective. In its simplest form, an online convex programming prob-
lem (F, {p1, p2 . . .}) consists of a feasible region F ∈ ℜn and an infinite sequence
of concave “profit” functions {p1, p2 . . .}, each going from F to ℜ. An algorithm
for the online convex programming problem A(F, {p1, p2 . . .}) is an algorithm that
produces a point xi, which is a function only of the points x1, x2, . . . xi−1, each pre-
viously produced by the algorithm, and the first (i − 1) functions p1, . . . pi−1. The
regret of an algorithm is defined as

R(T ) =

(

max
x∗∈F

T
∑

i=1

pi(x
∗)

)

−
T
∑

i=1

pi(xi).

Interpreting, the regret measures the performance of the algorithm, which does
not know pi before producing xi, to picking the single best point x∗ in the feasible
region F given knowledge of all the pi’s in advance.

Online convex optimization, introduced by Zinkevich (Zinkevich, M. 2003)
was originally motivated by the notion of playing repeated games. Imagine play-
ing an infinitely repeating game that proceeds in rounds. In round i we must pick
a strategy knowing only the strategies we have chosen in the previous rounds,
from 1 to (i − 1), and the payoffs we received in those rounds. That is the moti-
vation of the algorithm, which produces the point xi knowing only x1, x2, . . . xi−1

and the first (i−1) functions p1, . . . pi−1. Each xi can be thought of as the strategy in
the ith round and each pi can be thought of as the payoff function in the ith round.
The payoff function may change from round to round arbitrarily, since we do not
know the strategies adopted by opponents in the game. In the repeated game set-
tings, the regret then measures the amount of utility lost by a player who follows
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the strategy as specified by the algorithm versus picking the single best strategy to
follow in all rounds.

Zinkevich exhibits an algorithm Af (F, {p1, p2 . . .}) with regret R(T ) = O(
√

T ),
which gives

lim
T→∞

R(T )/T ≤ 0.

Interpreting, in the limit, following the strategies specified by the algorithm pro-
duces the same per period profit as picking the optimal single strategy. The quan-
tity R(T )/T is commonly referred to as the average regret.

Online convex optimization has clear industrial applications. For example, con-
sider a company producing a product. The company’s profit could be a concave
function of the warranty length offered by the company. However, the profit does
not only depend on the warranty length, it could also depend on the types of prod-
ucts offered by competitors or the changing demands of customers. The profit
function of the company in period i could be though of as the pi in the online
convex optimization problem, and the xi could be the warranty length offered by
the company in period i. An algorithm with low regret gives a strategy for the
company to follow that maximizes the company’s profit over time.

One of the main hurdles to applying Zinkevich’s algorithm directly is that it
requires full knowledge of the function pi after round i. In specific, Zinkevich’s al-
gorithm uses the gradient of the function pi. However, in a realistic settings, such
as the example in the previous paragraph, a company may not know the entire
function pi. Instead, all the company learns in round i is the value of pi(xi). In
other words, all the company learns is the amount of profit the company made in
round i, not the entire profit function. Flaxman, Kalai, and McMahan ( Flaxman,
A., Kalai, A., and McMahan, H. 2005) exhibit an algorithm for online convex opti-
mization, Ab(F, {p1, p2 . . .}), when only the value pi(xi) of the profit function of the
previous round is known, with regret R(T ) = O(T

3

4 ).
Another concern with the direct application of online convex optimization is

that the average regret results are in the limit as the number of rounds goes to
infinity. Traditional industries, such as car manufacturing, have warranty lengths
on the order of years. Thus, even a few periods of the repeated profit maximization
may take a human lifetime. However, warranties come in many varieties and
today’s markets can be largely autonomous. For example, consider a competition
between online brokerage firms. A firm could offer a warranty on the amount
of time required to execute a purchase or sell order. The warranty offered could
change dynamically throughout the trading day. The broker’s customers could
themselves be automated programs that dynamically choose which brokerage firm
to use to execute trades. In such a scenario it is easy to imagine thousands of profit
maximization rounds per day. Regardless of the plausibility of using online convex
optimization in a specific application, the average regret results imply the startling
conclusion that a company can attain nearly maximum profit in a dynamically
changing environment, without knowing anything about the future.

In this paper, we study online convex optimization as applied to the warranty
applications described in this section.
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3 The Profit Model

In what follows, we propose a general form of profit functions {p1, p2 . . .}, used
with the two online convex optimization algorithms Af and Ab for the warranty
optimization examples in Section 2. Firstly, similarly to Bell, Keeney and Little
(Bell, D., Keeney, R., and Little, J. 1975), we define the market share function m(w)

as a function of warranty length w as follows

m(w) =
a + g w

a + g w + c
, (1)

where a is a parameter of initial “attractiveness” or “reputation” of the company, g

is the increase of the total attractiveness (a+ g w) of the company per unit increase
of warranty, and c is the total attractiveness of the competitors of the company in
the marketplace. It is easy to see that m(w) is an increasing function of w.

This form of the profit function is appropriate in modelling different market
structures. For example, if c = 0, the company has a monopoly in the marketplace,
whereas altering the value of c will model the arrival or departure of a competitor.
To gain some intuition on the market share function, suppose that the warranty
length w is zero. We then have

m(0) =
a

a + c
. (2)

One can think of this equation as follows. Suppose a customer picks which com-
pany to use randomly, but with weights proportional to the company’s attractive-
ness. The form of m(0) in (2) is the probability the customer selects to do business
with our company instead of a competitor, given that the company assigns no war-
ranty to its products. Another interpretation of (2) is that, if the company assigns
no warranty to its products it will have m(0) share of the market. Now, consider
form (1) and let w → ∞. We have limw→∞ m(w) = 1, which means that if the
company offers a large warranty it will dominate the entire market.
Now, using the market share function m(w) given in (1), we introduce the profit
function p(w), again as a function of warranty. We propose:

p(w) = P m(w) − R m(w) F (w), (3)

where P is a constant equal to the total market value of the considered industry,
R is a constant equal to the penalty of total recall of all sold products and F (w)

is the cumulative distribution function of the lifetime X of the product. The latter
function represents the quality and reliability of the production and governs the
process of failures and related warranty claims. We assume a linear relationship
between P and R of the following form

R = γP, with 1.0 ≤ γ ≤ 2.0.

In the case of γ ≤ 1, even if all products are recalled, offering a large warranty
will guarantee that the company will end up with a profit. On the other hand, if
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2.0 ≤ γ, in order to avoid heavy penalties, the most appropriate strategy for the
company is to sell the product with no warranty. Therefore, in both of these cases
the optimal strategy of the company is known and we will focus our study to the
nontrivial case of 1.0 ≤ γ ≤ 2.0.

4 Modeling a Dynamic Environment

Next, we display the performance of Af and Ab in several differing models of a
dynamic environment. First, we present an environment with a quality improve-
ment with a gradual failure modeled with an exponential lifetime distribution.
Second, we present an environment with increasing competition under two sce-
narios: a gradual increase in competition, and a shock increase in competition.
Finally, we present an environment where we increase the penalty for faulty prod-
ucts. We show that in all these environments, the algorithms Af , and Ab perform
well as compared to algorithm “opt fixed” which selects a single, optimal war-
ranty length for all rounds, even though neither Af nor Ab know the future profit
functions. As algorithm Ab is a randomized algorithm and its theoretical guar-
antees are in expectation, in each scenario we present the expected behavior of Ab

over 50 independent runs. In addition, we include in the comparison the algorithm
“opt round” that selects the optimal warranty length in each round.

4.1 Environment with Quality Improvement

Refer to the profit functions defined in (3). Our next goal is to use these functions
for decision making related to warranty, in environment with quality improve-
ment. We model the dynamic environment with quality improvement by using
the cumulative distribution function FX(w) of the lifetime X of the product. We
assume that X ∼ Exp(λ), i.e.,

FX(w) = 1 − e−λw, (4)

and the mean time to failure is E(X) = 1

λ
. Based on (4) we define a sequence of

profit functions
pi(w) = P m(w) − R m(w)(1 − e−λiw). (5)

and use them with Af (F, {p1, p2 . . .}) as well as with Ab(F, {p1, p2 . . .}). The results
are presented in Figure 1.

In this example, we model quality improvement by additively increasing the
parameter of the exponential distribution representing the lifetime of the product.
The mean of the distribution changes linearly from 4 to 8. The resulting profit
functions are presented in Figure 1a. As you can see, in later rounds, as the quality
increases, the company can offer a larger warranty to capture a larger fraction of
the market and thus receive higher profit. Figure 1b shows the warranty length
offered by the various algorithms. Algorithm Af starts by offering a zero war-
ranty length, the imposed initial starting point, and follows an upward trend as
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Figure 1: In Figure 1a are represented several profit functions, with pi representing
the profit function in round i. In Figure 1b are represented the warranty lengths
offered, as a function of the round number, by various algorithms. Figure 1c rep-
resents the profit earned, as a function of the round number, by each algorithm.
Finally, Figure 1d represents the average regret of the two algorithms, Af and Ab.
The algorithm “opt fixed” selects a single, optimal warranty length for all rounds.
The algorithm “opt round” selects the optimal warranty length in each round.

the rounds increase. Algorithm Ab has an initial starting point, dictated by the al-
gorithm itself, around the middle of the feasible region. In all our examples, the
feasible region is {w | 0 ≤ w ≤ 15}, i.e., the acceptable warranty length is be-
tween 0 and 15. That is why, initially, the warranty length of Ab decreases from
7.5 and then increases as the rounds increase. Figure 1c shows the profit earned in
each round by each algorithm. The figure illustrates the benefits of using Ab, as it
closely follows the profit received by optimizing the warranty in each round, but it
assumes very limited information of the profit functions. Figure 1d shows how the
average regret of Ab decreases to zero as the rounds increase. In other words, the
per period loss of Ab as compared to following the optimal fixed warranty length
decreases to zero as the rounds increase. Even better results are pictured in Figure
1d for Af , however, it assumes knowledge of the gradient of the profit function in
each round, where as Ab only assumes knowledge of the evaluation of the profit
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at a single point.

4.2 Environment with Increasing Competition
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Figure 2: In this example, the competition increases additively from 2 to 50. As
the competition increases, the company’s share of the market decreases and so
does the profit as shown in Figure 2a. Figure 2d, shows the regret in round i as
a percentage of the total profit received by “opt fixed” from rounds 0 through i.
It illustrates that the theoretical results showing that the average regret tends to
zero as the rounds tend to infinity translate into results showing that the percent
of profit missed by Ab and Af tends to zero as the round tends to infinity.

Case 1. A gradual increase in competition
We model the increase in competition in the profit function through the param-

eter c included in the market share function (1). In this example, we additively
increase the competition from 2 to 50, with the parameter a, the initial attractive-
ness of the company, set to 1. Interpreting, this means that initially the company
has roughly 1 to 2 odds of attracting a customer. Towards the final round, the
company has only 1 to 50 odds of attracting a customer, thus the competition has
increased. Figure 2b, through the graph for “opt round,” shows that the warranty

317



length that should be offered by the company increases as competition increases.
This is to capture a larger fraction of the market as dictated by expression (1). The
warranty length of Ab decreases throughout, as it initially begins at the middle of
the feasible region. Algorithm Af , on the other hand, begins initially with a war-
ranty length of zero and closely follows the performance of “opt round.” Figure
2d shows that Ab looses less than 15% of the total profit at the end of the example.
This percentage would decrease to zero as the rounds go to infinity, by the results
of Flaxman et. al. ( Flaxman, A., Kalai, A., and McMahan, H. 2005).
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Figure 3: These graphs represent a shock increase in competition. In round 2000,
the parameter c in the market share increases from 2 to 50.

Case 2. A shock increase in competition
This example shows the algorithm behavior when there is a shock increase in

competition. In round 2000, the arrival of a competitor decreases the market share
of the company significantly, the value of c jumps from 2 to 50. This leads to the
sudden drop pictured in Figure 3c, for all warranty settings, even for “opt round.”
Though the profit for all algorithms has a sudden drop, it is interesting to see the
algorithm’s reaction in changing the warranty length, pictured in Figure 3b. Again,
due to the different information settings of Af and Ab, algorithm Af is near the
optimal setting before the competition increase and needs a short time to re-adjust
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after the increase. On the other hand Ab begins, as usual, in the middle of the
feasible region and is decreasing the warranty length towards the optimal setting
in the initial rounds. After the competition increase, Ab continues to decrease the
warranty length but at a slower pace. Even though the warranty length offered by
Ab seems far from the warranty length offered by the other algorithms, Figure 3d
shows that its regret, as a percentage of the total profit gained by “opt fixed,” is
once again steadily decreasing towards zero.

4.3 Environment with Changeable Penalties
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Figure 4: Additive increase in penalties

In this example, we study a linear increase in the penalty from a faulty prod-
ucts. In specific, we alter the ratio γ between P and R in the profit function (3)
from 1 to 2. A larger γ models a larger cost to replacing a failed item. As can be
seen in Figure 4a, as the penalty for a faulty product increases, the optimal war-
ranty length goes to zero. Figure 4b shows how the warranty length of Af starts at
zero, increases until it passes the optimal warranty length offered by “opt round,”
and decreases back towards zero. It can also be seen that Ab starts with a warranty
length of 7.5 and decreases towards zero. Figure 4c shows a similar performance
of “opt round”, “opt fixed,” and Af . In that figure, it is clear that Ab starts with a
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poor performance, but in the long run approaches the performance of “opt fixed.”
The graph in Figure 4d can be explained through understanding the performance
of algorithm Ab, which is outlined in the Appendix.

In our penalty example, the optimal warranty length approaches zero quickly.
So, algorithm Ab cannot set a warranty length close to zero because of the algo-
rithm’s projection to a subset of the feasible region. As the algorithm’s parameter
α approaches zero, Ab can set a warranty length closer and closer to zero. Thus,
we can expect the regret shown in Figure 4d to decrease towards zero at a speed
of O( 6

√
n), matching that of the parameter α.

5 Conclusions

In this paper we have presented a framework for analysis of warranty using an
online convex optimization algorithm. We have introduced a class of profit func-
tions that can be used to model a competitive market with warranties. We have
shown that under incomplete information regarding the future changes in the en-
vironment, the decision maker could choose a warranty strategy that achieves a
profit similar to the profit, that could have been generated by the unknown opti-
mal warranty length. In specific, we use the results of Zinkevich and Flaxman et.
al. to exhibit strategies achieving near optimal profits, i.e. strategies with regret
approaching zero in a long term. We exhibit several settings of changing envi-
ronment and show that the online algorithms can provide a reasonable support in
warranty related decision making.
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